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Letter From the Editor
By Dr. Rolf Wetzer, CFTe, MFTA 

Dear Colleagues  

A year has passed, and another issue of the IFTA Journal has been published. It seems to be 
a constant in a rapidly changing world. Just a year ago, the situation was marked by optimism 
and the vision of a positive future. That vision has begun to crack, and at the same time, hope 
is becoming an increasingly valuable asset.

Wars are dominating the media headlines. In addition to the conflict in Ukraine, another  
completely unnecessary war has been thrust into the spotlight since the beginning of the 
year. Since the U.S. attack on Iran, energy prices have been skyrocketing worldwide, causing 

global inflation spikes. Last year, it also became more difficult to distinguish between friend and foe. Relationships 
cultivated over many years are being cast aside by Stone Age-style economic sanctions. And to top it all off, in areas 
where human intelligence should be paramount, we’re witnessing the triumph of artificial intelligence. We need 
hope now more than we have in a long time.

In times like these, it’s good to know that with IFTA we have a platform where friendships are nurtured, 
experiences are shared across borders, and relationships are strengthened. People have been at the forefront for 
over 40 years now.

For the past 38 years, the best place to experience IFTA has been the annual conference, which will take place in 
London this year. The global technical analysis community returns to London for the 39th Annual IFTA Conference 
— a two-day gathering of the world’s most influential thinkers in technical analysis, quantitative trading, and 
financial markets. 

I would like to thank everyone who made this journal possible. First and foremost, of course, are the authors. 
Again, we have a colorful mix of articles from colleagues, MFTA papers, an educational section from Italy, and our 
book review from Australia.

Next, we need to thank NAAIM and Susan Truesdale. By now it has almost become a tradition that we are allowed 
to publish their papers. This year we have the pleasure to feature Davide Pandini, the winner of the NAAIM Founders 
Award. He is a member of the IFTA board and the author of our series on time series forecasting.   

A major contribution comes from Linda Bernetich's production team. Year after year, they produce a publication  
with quality that never fails to impress. Finally, I would like to thank Regina Meani and Mohamed El Saiid for their  
time and effort in our team. 

Best Regards,

Dr. Rolf Wetzer, CFTe, MFTA
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Trend Scoring - Assigning an Overall 
Technical Score to any Instrument Across 
Multiple Time Frames

Abstract
One of the most common areas of confusion within teams of 

investment professionals and communication with clients arises 
from not being able to clearly define trend and time horizon. 
This paper sets out a technical analysis framework whereby 
multiple time frames can be taken into account for evaluating 
the overall strength of trend for any instrument. It also seeks to 
define mechanical entry and exit rules for positions based on the 
scoring mechanism outlined.

The purpose of this trading strategy is to reduce confusion 
and ambiguity around different time horizons and ensure all 
investment participants, and potentially their clients, are on the 
same page in understanding overall trend state of an instrument. 
The scoring is unambiguous.

The paper outlines a traditional Dow Theory approach around 
multiple trends and understanding bullish, bearish and sideways 
trending markets. A clear framework is provided for defining 
long-term, medium-term and short-term trends and using this 
framework as a common language between people is strongly 
advocated.

A number of potential technical analysis techniques are 
proposed allowing the market professional to devise their 
own scoring mechanism. The methodology chosen here, as 
an example, utilises Ichimoku cloud charts for their relative 
simplicity in defining bullish, bearish and sideways trend states.

The soring mechanism assigns more significance to the longer-
term primary trend and decreasing importance to the medium-
term and shorter-term trends, though changes in these trend 
states are instrumental in making decisions to enter and exit 
positions. The objective is to understand when all the trends are 
lining up ahead of major market participation and when they are 
beginning to come to an end.

The proposed overall trend scoring mechanism allows for 
large universes on instruments to be ranked allowing the market 
professional to home in on outperformance quickly and easily. 
This same mechanism should ensure that a fund is holding the 
strongest trending instruments. This simple trend following 
strategy ensures ‘the trend is your friend.’   

Dow Theory – The founding rules of 
technical analysis 

Over 100 years ago, Charles Dow, who founded the Wall Street 
Journal and devised the Dow Jones Index, identified that market 
price behavior followed trends. Six basic rules, which we now 
know as Dow Theory, came out of his work. These rules still 
apply in today’s markets: 

1.	 The market has three movements – primary, secondary and 
short-term trends 

2.	 Trends have three phases – accumulation, participation and 
distribution 

3.	 The stock market discounts all news 
4.	 Stock market averages must confirm each other – divergence
5.	 Trends are confirmed by volume 
6.	 Trends exist until definitive signals prove that they have 

ended otherwise 

The ability to resolve the presence of multiple trends for 
an instrument is a skill that continues to allude many market 
participants. Prices may rise before they fall or fall before they 
rise. Timing the multiple trends in train can be the difference 
between success and failure. While the trend is your friend, all 
trends come to an end. There will be times where the short-
term trend changes are indicating the potential for the longer-
term trends to change as well and times where they are just a 
pullback in price. It is valuable to have a mechanism that can 
measure the totality of the multiple trends that are present. 

Time Horizon
Defining whether a chart is bullish or bearish is not always 

that straight forward. Figure 1 shows a daily chart of American 
Express. Over the course of several months the price has been 
in an uptrend, but in the last two months the price has been 
trending lower. This highlights the fact that there are two trends 
in train here, a primary trend and a secondary counter trend. 
This emphasizes the importance of time horizon. 

David Linton, MFTA, MSTA
London, United Kingdom

david@updata.co.uk
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One of the biggest advantages of technical analysis versus techniques such as fundamental analysis is the ability to change the chart 
time frame in order to change the time horizon of a view. A daily chart allows us to mentally extrapolate price action for the coming 
weeks. But this chart will not be very helpful for predicting what will happen in the next hour and it will probably be too detailed for 
making a prediction of where prices will be years out. Figure 2 shows how we can relate chart frame to time horizon.

Figure 1 - Daily chart of American Express – Chart: Updata Analytics, Data: Bloomberg

Figure 2 – Time Horizon Table – Source: Cloud Charts – Trading Success with the Ichimoku Technique, 2010
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The table sets out a framework whereby a common language is achieved between market professionals, trading and investment 
teams and their clients. A daily chart can be considered medium term with a time horizon of several weeks ahead. For this chart, it 
will normally be necessary to look back over several months, at least, in order to visualize where the prices are likely to be headed in 
the coming weeks. Thinking longer term, to make a judgement on where prices might be in the coming months, a weekly chart time 
frame will normally be better. In this case looking back at the chart data over a few years, at least, will be necessary. For predicting years 
ahead, a monthly chart is likely more suitable. Conversely, shorter term views require the analyst to look at intra-day chart intervals. A 
60-minute chart time frame, short term, might contain just a few weeks of data and is more appropriate for predicting price movement 
more accurately for the coming days. A day trader, thinking hours ahead may use a 5-minute or 10-minute chart.

Different market participants will often have differing views of what short term and long term actually mean. For a long term buy 
and hold investor, short term may be a period of several weeks, while a short-term trader may consider a week to be long term. This 
highlights the pitfalls of using language such as long-term and short-term without defining the time horizon.  Defining a view as ‘The 
long-term weekly Chart, looking months ahead’ provides clarity to anyone that a view is being communicated to. This also ensures that 
the right time frame chart is being analyzed for the desired time horizon. The easiest way to remember this is: minutes means hours, 
hours mean days, days means weeks, weeks means months and months means years. A quick recoil guide is shown in Figure 3.

Figure 3 – Chart Frame and Time Horizon – Quick Reference

Given the complexity of these multiple time frames, it is not normally accurate to simply say that an instrument is bullish or bearish. 
It will very often be the case that an instrument is bullish and bearish simultaneously on differing time frame charts. The only time 
that it can be said that an instrument is unequivocally bullish is if it is making an all-time high on all time frames. A historical low price 
point may be unanimously bearish.  Just stating that an instrument is bullish or bearish without consideration of multiple trends risks 
being wrong on at least one time horizon and leaves room for misinterpretation.

Trend Identification
There are a number of technical analysis tools for defining the trend of a chart. Some are quite subjective, such as the process of 

drawing trend lines on a chart manually. Channels, such as least squared regression trends, require beginning and end points of the 
chart data to be chosen. Moving averages are one of the best-known tools, whereby prices above a moving average can be considered 
bullish and below the average is bearish. The subjectivity of these trend identification makes it difficult to feed values into a scoring 
model.

A second problem with techniques such as trend lines and moving averages for trend definition is the binary interpretation of a 
chart being bullish or bearish. Markets are not always trending up or down and it is often the case that prices become rangebound in a 
sideways direction. In this case prices will oscillate more rapidly above or below their moving average. This points to a sideways trend 
state between bullish and bearish. This phase may signal a change from bullish to bearish or vice versa or it may be a consolidation 
phase before the previous trend resumes. The shorter-term trend can provide clues as to which scenario is most likely, again 
highlighting the importance of having an overall understanding of the different time frame charts. 

Bollinger Bands are a more dynamic way of seeing uptrends, downtrends and sideways trends as shown in the medium-term daily 
chart of IBM in Figure 4. If prices are between the average and the upper band, prices are trending up. Price between the average and 
the lower band, signals a downtrend. When prices oscillate between the bands with the bands themselves running horizontal, this 
can indicate a sideways market. Price rising or falling outside the bands indicates a dramatic increase in volatility. The bands coming 
together, what Bollinger calls ‘the squeeze’, normally occurs ahead of a volatility increase, and often heralds a price breakout or a 
change in trend. Figure 4, shows how the uptrends, downtrends and sideways trend typically last several weeks to a few months. Days 
means weeks.  
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Figure 4 – IBM Medium Term with Bollinger Bands – Chart: Updata Analytics, Data: LSEG

The technical analysis indicator, which seeks to objectively define if a market is trending or non-trending, sideways, is Welles 
Wilder’s Directional Movement introduced in his groundbreaking 1978 book, New Concepts in Technical Trading Systems. Figure 5 
shows a Directional Movement chart for IBM.  Wilder advocated using a 14-day period, but it may make more sense to use a longer 
period such as 21 days to approximate a trading month. Most people quote the ADX value as defining the trend although Wilder’s actual 
measure, which he termed ADXR, was the average of the current value for ADX and the ADX 14 periods ago. 

Figure 5 – IBM Medium Term Directional Movement – Chart: Updata Analytics, Data: LSEG
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The Directional Movement rules for defining the trend are as 
follows:

Rising ADX(R) 
	• Between 15 - 25      Beginning of Trending, use trend indicators
	• Between 25 – 45   Definite Trending – trend indicators
	• Over 45 Trend over extended – price or indicator  

patterns

Falling ADX(R)
	• Below 20        No trend, use oscillators
	• Between 20 - 30        Consolidation – use oscillators
	• Between 30 - 45        Correction likely – price or indicator 

patterns

Whilst these rules are potentially of value, the main limitation 
with using this technique for trend definition is that changing 
the variable, will change the results in defining the trend. 
Wilder’s 14-days, which is the default setting on most systems, 
may be too short a period for reading the trends on most daily 
charts. Many analysts using Directional Movement fail to 
appreciate this and just accept the default setting of 14-days. 
Furthermore, do these settings carry well to different time 
frame charts. Directional Movement does effectively signal a 
change between bullish to bearish trends with the +DI and -DI 
lines crossing each other, but again getting the period to match 
the data effectively will be key. Most technical analysts use 
Directional Movement simply to differentiate trending or non-
trending price behavior. 

Ichimoku Cloud Charts  
Ichimoku charts were devised in the 1930s in Japan. While the 

charts are complex to look at for the uninitiated, they are great 
for trend identification once they are learned and understood. 
Ichimoku translates to ‘one look’ and the value of these cloud 
charts is the trend can be assessed at a glance. The basic idea is 
price above the cloud is bullish and below the cloud is bearish. 
The shaded cloud area effectively infills between two averages. 
The advantage here is that the width of cloud provides an area 
of price uncertainty rather than just a single line. This provides 
scope to consider that the trend is neutral when prices are in the 
cloud.

This is a brief summary of how to use Ichimoku clouds for 
trend identification. It is by no means exhaustive and there are 
many nuances that are beyond the scope of this paper.

There are five lines, each generated from price, on an 
Ichimoku chart as follows:

	• The turning line – a midpoint average of the last 9 bars
	• The standard Line – a midpoint average of the last 26 bars
	• Cloud Span A – a midpoint of the turning and standard line 

values, shifted forward 26 bars
	• Cloud Span B – a midpoint of the last 52 bars, shifted forward 

by 26 bars
	• The lagging line – each bar’s closing value shifted back by 26 

bars

The turning and standard lines can be used in a similar way 
as moving averages crossing and prices will often find support 
or resistance on these lines as well. These averages are looking 
at the midpoint of trading across their period. This makes much 
more sense in 24-hour traded markets where the close assumed 
at midnight is purely arbitrary and not the close at all. What 
matters is the extreme points of the trading range. In sideways 
markets especially, prices in the cloud are trading in the range. 

The main value of these first two lines is in their role 
in constructing the outer bands of the cloud. The cloud is 
effectively a combination of midpoint averages shifted ahead 
of the price. The Lagging line is the line of closing prices shifted 
back 26 bars. Many analysts find that the clouds are too noisy 
with the turning and standard lines drawn on the chart and find 
it best to remove them. The lagging line can also be toned down 
to a fainter line so that price and the cloud, the most important 
aspects of the Ichimoku chart, can be studied with more clarity. 
Figure 6 shows an Ichimoku chart of IBM with the first two 
midpoint averages removed and the lagging line shown as a 
fainter line making the chart easier to read.

The cloud forms a highly visual shaded area of support and 
resistance between the cloud spans on the chart. The simple 
interpretation is that if prices are above the cloud the trend is 
bullish and if they are below the cloud the trend is bearish. The 
cloud runs ahead of prices in the future and provides an area of 
support and resistance, rather than the more definite boundary 
of a line such as a moving average or bands. 

Figure 6 - Daily Ichimoku chart of IBM with  
the first two midpoint averages removed. 
Chart: Updata Analytics, Data: LSEG
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Prices will likely find support in a cloud when they enter 
form above. In this instance the cloud will likely have the faster 
moving Span A above the slower span B and the cloud will be 
pointing upwards. Most systems shade the cloud in a bullish 
color such as blue here. The cloud edges, the top and bottom of 
the cloud, will often provide more precise lines of support in 
uptrends. If prices entered the cloud from above, then support is 
being tested and the trend is still bullish.     

In the case of a downtrend, prices will likely find resistance 
in a cloud when they enter form below. In this instance the 
cloud will likely have the faster moving Span A below the slower 
span B and the cloud will be pointing downwards. The cloud is 
normally shaded in a bearish color such as pink here. The cloud 
edges, the top and bottom of the cloud, will often provide more 
precise lines of resistance in downtrends. If prices entered the 
cloud from below, then resistance is being tested and the trend 
is still bearish.     

If a full transition from one side of the cloud to the other 
occurs, this marks a trend change. A move in prices from 
below the cloud to above the cloud marks a change in trend 
from bearish to bullish. The cloud, that was previously falling, 
provided an area of resistance will now be rising with rising 
prices and now provide an area of price support. Conversely, a 
move in prices from above the cloud to below the cloud marks 
a change in trend from bullish to bearish. The cloud, that was 
previously rising, provided an area of support will now be falling 
with falling prices and now provide an area of price resistance.      

While the settings can be changed for the cloud construction, 
it is not recommended. Backtests show there is no advantage 
in doing this. The big advantage of the technique is that it is a 
highly visual mechanism for establishing if a chart is bullish, 
bearish or neutral in an instant. Figure 7 shows a daily chart of 
Nvidia with the trends marked on the chart.

Figure 7 -Daily Ichimoku chart of Nvidia with trends marked

The Ichimoku cloud technique is trend following method of technical analysis which retrospectively signals tops and bottoms. 
Because it is trend following the charts are less clear in choppy rangebound markets. If the cloud is noisy in this way, then the trend 
is not up or down, but sideways and we have to wait for a break higher or lower from the sideways trading range for a new uptrend or 
downtrend to show itself against the cloud accordingly. It is frequently the case, that if prices are trading sideways this is the neutral 
phase between trends changing from bullish to bearish or vice versa. This signals a time of caution on that chart time horizon.

Multiple Time Frame Analysis
Because the trend can be assimilated visually very quickly, swapping the chart frames from daily to weekly and back to daily 

to hourly gives the trend states for medium term, long term and short-term time horizons respectively. Figure 8 shows Long Term 
Weekly, Medium Term Daily, Short Term Hourly charts for 3M.

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 7

IFTA.org


The long-term trend is clearly bullish with prices above the cloud. The assumption here is that the view of at least several months 
ahead is bullish. The medium-term trend, with prices in the cloud, is neutral and the short-term trend is clearly bearish. Investment 
decisions from a technical analysis perspective for this example will depend on time horizon. The weekly cloud base is around $150, 
and rising, giving quite a margin of pullback in price to live with. A pullback in price of this magnitude occurred in 2025 all the way 
back to the cloud before recovering to make new highs. Looking at the medium-term daily chart, prices are in a sideways consolidation 
phase. There is a support level from previous price lows around $150 as well. A move below here and the medium-term trend would 
be more clearly bearish below the cloud. This support level is also marked on the weekly chart and here, if a new high is not reached, a 
bearish top pattern would be given. The long-term weekly trend would still be bullish above $150, but the medium-term trend would 
be entering a clearer bear trend implying further falls in price in the weeks ahead. Again, the decision to ride out such falls would be 
determined by time horizon. The short term 60-minute chart turned bearish when the price fell through the cloud and a move below 
the current support level of $163 would be more bearish and a signal to watch the support levels on the medium-term daily chart. This 
example highlights the fact that using just one chart is not normally enough to make trading decisions. What can be said about 3M 
from these charts is that the stock is long term bullish, medium-term neutral, short term bearish. 

Another unique aspect of Ichimoku cloud charts is that, because of the construction, the cloud extends ahead of the price. The 
averages often cross ahead of the price crossing the cloud which also acts as a warning and the cloud provides a ‘thinking time’ into the 
future. This provides a roadmap of where prices need to be in the future to maintain trend. Figure 9 shows the time horizon table with 
cloud extension for each time frame. 

Figure 8 – 3M (MM) – Long Term Weekly, Medium Term Daily, Short Term Hourly charts

Figure 9 shows - time horizon table with cloud extension for each time frame.
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The long-term trend is primary
As Charles Dow pointed out, over century ago, the longer-term trend is the dominant trend. This means that medium-term and 

short-term trends will normally be skewed in line with the long-term trend. The longer-term prevailing trends will normally have a 
bigger impact on the shorter-term trends and the shorter-term trends in price are usually just moves within the longer-term trend. But 
all trends eventually come to an end and in the case of the longer term turning, the shorter-term trends will have turned first. Because 
the long-term trend is the primary dominant trend, it pays, when conducting chart analysis, to look at the longer-term chart first.

Figure 10 – start with the weekly long-term chart, then medium-term daily, then short-term

 
Figure 10 shows the process of starting with the long-term weekly chart, before moving to the medium-term daily and then on to 

the short-term 60-minute chart. Once the long term-trend is clearly established, it is possible to swap back and forth looking at the 
medium-term and short-term trends. This process is similar to using a zoom lens on a camera. In order to know what to zoom into, it is 
necessary to have a wider depth of field to begin with.

Scoring the trends
While it is not normally possible to say with conviction that an instrument is bullish or bearish, measuring each of the different 

time frame trends does allow for a scoring system. With just these three time frames and three trend states to consider there are 
twenty-seven possible combinations. Figure 11 shows these variations. This highlights the complexity of defining the overall trend 
position when multiple trends on different time horizons may be in play. A method for defining overall trend strength is feasible by 
assigning more weight to the primary long-term trend and less to the short term to give an overall score. Giving positive scores for 
bullish trends, zero for neutral and negative scores for bearish trends as well provides one potential mechanism for defining overall 
trend. This method could be applied to other trend definition methods across the time frames, but the visual and objective quality of 
Ichimoku charts makes it the quicker and easier to establish than other techniques. 
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This table uses a traffic light system and change could be shown each time the table is updated, using a bold font to indicate change 
for instance. When the trends align, such as bullish, bullish, bullish or bearish, bearish, bearish a stronger conviction is achieved as 
to whether prices will rise or fall respectively. When the trends are not aligned prices may fall before they rise or rise before the fall 
making price prediction more difficult. The position of price in relation to the cloud is easily determined such that a table for any list 
of instruments can be easily be generated with some simple programming either in software or with Excel formulas. Figure 11 shows, 
such a table for the Dow Jones Index constituents. 

Figure 11 – A mechanism for measuring overall trend strength
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The rules for defining trend state are:

	• Bullish is when price and the lagging line are both above the 
cloud

	• Bearish is when price and lagging line are both below the 
cloud

	• Neutral is when either price or lagging line are in the cloud

These rules can easily be programmed into a spreadsheet 
using the 5 Ichimoku lines outlined and applied across a 
database of historical price data.

The time frames are scored as follows:

	• Long Term Weekly Chart – Bullish – 3, Neutral = 0, Bearish = 
-3

	• Medium Term Daily Chart – Bullish – 2, Neutral = 0, Bearish 
= -2

	• Short Term Hourly Chart – Bullish – 1, Neutral = 0, Bearish = 
-1

This favours the longer-term trends and leads to a maximum 
positive score of 6, bullish on all time frames and a minimum 
score of -6, bearish on all time frames.

This methodology can be easily be applied to large universes 
of instruments which can then be ranked by clicking on the 
header of the total score column. This can sort an entire market, 
such as the Russell 3000 stocks from most bullish overall to 
most bearish.

The three time horizons could be changed, such as monthly, 
weekly and daily for a very long outlook or to daily, 60-minute 
and 10-minute charts for a shorter-term outlook. Other 
technical analysis criteria for defining trend, such as those 
already mentioned, could be used for scoring. More criteria 
could be added and ranking could be more granular using 
percentages. For example, Relative strength against an index, 
normalized to 100 from a given date and weighted to the time 
frames would give a wider range of scoring across a universe of 
stocks. 

Figure 11 - Table for the Dow Jones Index constituents. Source: Updata Analytics
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The key aspect of this scoring mechanism is the measure 
runs across multiple time frames to arrive at an overall view of 
instruments with a portfolio and across the market.

Trading such a system      
In terms of making trading and investment decisions, a 

fund could set rules based around overall scores and most 
importantly how the scores are changing. For example, a long 
only fund may set a rule that the long-term trend always has 
to be bullish for all investments held. Looking at Figure 11, the 
top 5 entries, with a score of 3 or greater, would qualify. The 
sixth entry; Neutral, Bullish, Bullish, which also has a s score of 
3, could be considered an opportunity to enter an investment 
on the basis that the shorter-term trends could drive the 
longer-term trend bullish as well. There are four other entries 
further down the table with a bullish long- term trend, but the 
shorter-term trends contain a bearish state, so this would not be 
tolerated for any long positions a fund might hold. These rules 
could be inverted for short trading, where the score would need 
to be between -3 and -6.

Assigning the largest score to the longer-term trend is in 
line with the first and sixth rules of Dow Theory, where the 
longer-term trend is primary and will have influence over the 
secondary and tertiary trends.

Position sizing and legging in and out 
of trades

The sweet spot for entering a long position is probably a state 
of Bullish, Bullish, Neutral where the short-term trend has 
turned from bearish. A trade could be entered on the move to 
short-term neutral from short-term bearish on the basis that 
the longer-term bullish trends will likely impact the short-term 
trend. More certainty is likely when the shorter-term trend 
changes to bullish, but this will likely be less profitable as prices 
will have moved higher. Each scenario could be position sized 
differently presenting the possibility to leg into a trade.

Holdings could also be reduced on the basis of scores and 
how the trends are changing. The top two scores of 6 and 5 are 
likely no cause for action for a long only fund. The move to 4 
could present a case for weighting a holding down, to 3 reducing 
a holding further. A move below 3 would be cause for exiting a 
holding completely. Again, for short trading, the inverse scores 
-6 to -3 would be for short positions. Note that the scores from 
+2 to -2 are the instruments where the trend is not strong and 
there is a higher likelihood of underperformance.

The legging in and out of trades in the manner described 
above is in line with the second rule Dow Theory in an attempt to 
capture the accumulation phase of a trend on entering long and 
distribution phase for long exit. The objective is to be in ahead 
of the participation phase, where the wider market becomes 
involved, and to exit before the wider market exits. 

Money Management
Capital preservation is king for any fund and this scoring 

strategy ensures that the strongest trending instruments are 
held. There will be a minority of instances where it would have 
paid to wait it out for an instrument with a deteriorating score 
below 3 but there will also be many other opportunities to enter 
instruments with rising scores above 3. Here the likelihood of 
out-performance on average will be greater.  

This strategy ensures that the strongest trending 
instruments across multiple time horizons are held.
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Prediction is Very Difficult: Especially if it's 
About the Financial Markets! (Part III)
A rigorous evaluation of statistical forecasting 
methods and their comparative effectiveness.

"… Prediction is very difficult, especially if it’s about the future! …"
Niels Bohr (1885-1962), Danish physicist, Nobel Prize in Physics 

(1922)

Abstract
Accurately predicting asset prices and market trends in the 

dynamic landscape of financial markets is an open challenge. 
This article is the third part of a series dedicated to a thorough 
exploration, review, and rigorous evaluation of statistical 
forecasting methods for financial time series. The first part [1], 
published in the IFTA Journal 2025, introduced the evaluation 
framework of the series: the fundamental structure of the 
forecasting models, the historical dataset and its segmentation 
into training and testing ranges, the forecasting accuracy 
metrics and the information loss criteria, and the simple 
forecasting methods that serve as baselines for the more 
sophisticated techniques. The second part [2], published in 
the IFTA Journal 2026, presented a comprehensive analysis of 
the exponential smoothing methods, from the Brown simple 
exponential smoothing to the Holt, Gardner, Taylor, and Holt-
Winters families of models. This third part is dedicated to the 
AutoRegressive Integrated Moving Average (ARIMA) models 
and to their seasonal extension (SARIMA), which provide an 
explicit and interpretable representation of the conditional 
mean of a financial time series.

The study adopts a rigorous analytical framework, 
incorporating hypothesis testing, verification, and thorough 
model selection and validation processes. The assessment of 
first-order and seasonal stationarity, through the deterministic 
trend, Phillips-Perron, and deterministic seasonality tests, 
guides the specification of the differencing orders, while the 
autocorrelation and partial autocorrelation functions support 
the identification of the autoregressive and moving average 
orders. The most significant ARIMA and SARIMA models are 
then derived from a general template, optimally estimated 
within the training range, and selected according to the Akaike 
and Bayesian information criteria. Their forecasting accuracy 
is systematically evaluated in the independent testing range, 
considering both multistep forecasting and one-step forecasting 
without re-estimation, while the Ljung-Box test is employed to 
assess the white noise property of the models’ residuals, and 
hence the adequacy of the selected models.

The results presented in this work confirm the value of the 
ARIMA models as an interpretable and statistically disciplined 
toolkit for short-term forecasting of financial asset prices. At 
the same time, the residuals diagnostics reveal the limitations 
intrinsic to a modeling framework that assumes a constant 

variance, and thus motivate the fourth and final part of the 
series, already planned for the IFTA Journal 2028, which will be 
dedicated to the advanced forecasting models: the Generalized 
AutoRegressive Conditional Heteroskedasticity (GARCH) 
models, the hybrid ARIMA-GARCH framework, the threshold 
GJR-GARCH extension, and the non-Gaussian GARCH models 
based on the Student’s t distribution.

1. Introduction and Motivation
The financial markets and the prices of the asset classes 

are complex systems influenced by several factors, ranging 
from economic and financial indicators to global geopolitical 
events. Therefore, the ability to accurately predict asset prices 
and market trends remains a paramount challenge of critical 
interest for stakeholders such as technical and fundamental 
analysts, traders, and investors. To address this challenge, this 
work provides a comprehensive exploration and a rigorous 
assessment of statistical forecasting methods and of their 
comparative effectiveness in capturing the complexity of 
financial market dynamics.

This article is the third part of a series dedicated to the 
rigorous evaluation of statistical forecasting methods for 
financial time series. The first part [1], published in the IFTA 
Journal 2025, introduced the motivation and the general 
framework of the study: the fundamental structure of 
forecasting models (additive and multiplicative), the historical 
dataset and its segmentation into training and testing ranges, 
the forecasting accuracy metrics and model selection criteria 
(RMSE, MAPE, MASE, AIC, and BIC), and the simple forecasting 
methods (arithmetic mean, random walk, seasonal random 
walk, and random walk with drift) that serve as baselines 
for the more sophisticated techniques. The second part [2], 
published in the IFTA Journal 2026, presented a comprehensive 
analysis of the exponential smoothing methods, from the Brown 
simple exponential smoothing to the Holt, Gardner, Taylor, and 
Holt-Winters families of models, together with the procedures 
for optimal parameter estimation and model selection.

In this issue of the IFTA Journal the series continues with the 
AutoRegressive Integrated Moving Average (ARIMA) models 
and their seasonal extension (SARIMA), which constitute the 
reference framework for modeling the conditional mean of a 
financial time series. The series will be completed in the IFTA 
Journal 2028 with the fourth and final part, dedicated to the 
advanced forecasting models: the Generalized AutoRegressive 
Conditional Heteroskedasticity (GARCH) models, the hybrid 
ARIMA-GARCH framework, the threshold GJR-GARCH 
extension, and the non-Gaussian GARCH models based on the 
Student’s t distribution.
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The motivation underlying the entire series remains central 
to this part. Data-driven approaches, such as machine learning 
and neural networks, may have the capability of handling large 
datasets and uncovering involved patterns, but they often 
lack the interpretability and rigor of statistical models, and 
they are prone to overfitting. Statistical methods, conversely, 
provide a structured and proven framework for financial 
forecasting: their parameters and assumptions are explicitly 
defined, their outputs can be clearly understood and reasoned 
about by analysts, traders, and investors, and their capacity to 
adapt to the underlying assumptions of financial data allows 
them to effectively capture the temporal dynamics inherent in 
financial assets. These properties are particularly evident in 
the models discussed in this part of the series. ARIMA models 
are grounded in the concepts of stationarity, differencing, 
and autocorrelation analysis, and each of their components 
has a transparent interpretation: the autoregressive terms 
describe the dependency on the past values of the time series, 
the differencing order removes the trend and the seasonality, 
and the moving average terms account for the past forecasting 
errors. Moreover, as we will show, the ARIMA framework is 
general enough to encompass, as particular cases, several 
of the simple and exponential smoothing methods analyzed 
in the previous parts of the series, thus providing a unifying 
perspective on the models presented so far.

For consistency with the previous parts of the series, and to 
allow a direct comparison of the results, the same historical 
dataset is used throughout this work. The data consists of the 
S&P 500 State Street Exchange Traded Fund daily adjusted close 
prices (ticker: SPY), spanning about nineteen business calendar 
years, from December 1st, 2004, to July 31st, 2023, for a total 
of 4,697 observations. The adjusted close prices account for 
corporate actions such as dividends and stock splits, ensuring 
that the historical price data are consistent and comparable 
over time. The time series is divided into a training range for 
optimal parameter estimation and fine tuning, covering 3,424 
observations from December 1st, 2004, to July 9th, 2018, 
and a testing range for forecasting accuracy and robustness 
evaluation, including 1,273 observations from July 10th, 2018, 
to July 31st, 2023. This historical window was selected because 
it encompasses multiple bull and bear markets, including the 
global financial crisis (2007–2008), the COVID-19 sell-off (March 
2020), and the bull market lasting over a decade, thus enabling 
the assessment of the forecasting models across significantly 
different market conditions.

As in the previous parts of the series, the evaluation follows 
a rigorous statistical methodology grounded in hypothesis 
testing, verification, and meticulous model selection and 
validation within the training range, followed by systematic 
testing in the independent testing range, considering both 
multistep forecasting and one-step forecasting without re-
estimation. In this part, the methodology is extended with 
the statistical tools required by the ARIMA framework: the 
assessment of first-order and seasonal stationarity through 
the deterministic trend, Phillips-Perron, and deterministic 
seasonality tests; the specification of the model orders through 
the autocorrelation and partial autocorrelation functions; the 

estimation of the optimal model parameters; the selection of 
the models with the least information loss through the Akaike 
and Bayesian information criteria; and the verification of the 
white noise property of the residuals through the Ljung-Box 
test, which assesses whether the selected model has adequately 
captured the information contained in the historical data.

1.1 Structure of the Paper
This article is organized as follows: Section 2 introduces 

both non-seasonal and seasonal ARIMA models, delving into 
the critical concept of time series stationarity, describing the 
estimation of the optimal model parameters, and deriving the 
specific ARIMA and SARIMA models from a general template. 
In Section 3, the most significant ARIMA models are optimized 
within the training range, selected through the information 
loss criteria, and their forecasting accuracy is evaluated in 
the testing range for both multistep forecasting and one-step 
forecasting without re-estimation; the Ljung-Box test is then 
employed to assess the white noise property of the models’ 
residuals and, consequently, the adequacy of the selected 
models. Finally, Section 4 outlines the concluding remarks of 
this article, summarizing the key findings and introducing the 
topics of the fourth and final part of the series.

A central contribution of this third part of the series is the 
thorough analysis and evaluation of the ARIMA and SARIMA 
models, presented not as a catalogue of formulas, but as a 
structured methodological path in which every modeling 
decision — the differencing order, the autoregressive and 
moving average orders, the inclusion of a constant drift, the 
seasonal components — is motivated by the verification of an 
explicit statistical hypothesis. The paper meticulously guides 
readers through the essential steps required for a statistically 
rigorous assessment of the presented models and for their 
correct application to the forecasting of financial time series. 
While mathematical formulas are included for a comprehensive 
understanding of how to control and interpret the parameters 
and verify the assumptions, readers can navigate the paper 
by focusing only on the statistical methodology employed to 
assess the models and on the experimental results, bypassing 
the mathematical details. This article is self-contained, although 
readers are referred to the previous two issues of the series [1][2] 
for the complete treatment of the evaluation framework, of the 
simple forecasting methods, and of the exponential smoothing 
models.

2. Auto Regressive Integrated
Moving Average Models

Autoregressive integrated moving average (ARIMA) models are 
commonly used time series forecasting techniques that combine 
three components: autoregressive (AR), integrated (I), and 
moving average (MA), and are denoted as ARIMA(p,d,q). These 
components can be summarized as follows:

	• Autoregressive (AR) component: This component captures 
the relationship between the current value of the time series 
and its past values. It assumes that the current value can 
be predicted by linearly combining the previous values with 
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some multiplicative coefficients. The (p) parameter in ARIMA 
represents the number of lagged terms (past observations) 
used in the autoregressive component;

	• Integrated (I) component: The integration component 
refers to differencing the time series to make it stationary. 
Stationarity is important because many time series models 
assume that the statistical properties of the data do not 
change over time. Differencing involves taking the difference 
between consecutive observations to remove any trend 
or seasonality. The (d) parameter in ARIMA represents 
the number of differencing operations needed to achieve 
stationarity;

	• Moving average (MA) component: The moving average 
component represents the relationship between the current 
value of the time series and its past forecast errors (i.e., 
residuals). It accounts for short-term fluctuations that 
are not explained by the autoregressive and differencing 
components. The (q) parameter in ARIMA represents the 
number of lagged forecast errors or residuals used in the 
moving average component. 

An ARIMA(p,d,q) model forecasts a time series by considering 
its past values (autoregressive), making it stationary if 

for past forecast errors (moving average). For example, an 
ARIMA(1,1,1) model implies: 

	• AR(1): The current value is predicted based on the previous 
value, i.e., one lagged term;

	• I(1): The time series is differenced once to achieve 
stationarity;

	• MA(1): The model uses one lagged forecast error or residual to 
capture short-term fluctuations.

The order of the ARIMA components (p,d,q) can vary 
depending on the characteristics of the time series. Selecting 
appropriate values for these parameters often involves 
analyzing the autocorrelation and partial autocorrelation 
plots of the data. Although ARIMA models are versatile and 
widely used in forecasting various types of time series data, 
nevertheless, ARIMA models assume linearity, stationarity, and 
that the relationships among the variables are fixed over time. 
When these assumptions are not met, more advanced models 
such as SARIMA (Seasonal ARIMA) and GARCH (Generalized 
Autoregressive Conditional Heteroskedasticity) models may be 
considered. In summary, ARIMA models consist of modeling the 
conditional mean of a stochastic process, where the “conditional 
mean” refers to the expected value of a future observation given 
its past values and possibly past forecast errors. The model 
estimates the (p,d,q) parameters that best fit the observed data, 
to make forecasts at future time points. The golden reference 
for ARIMA is [6]. This classic text, first published in 1970 and 
later updated in subsequent editions [3], is considered one of 
the fundamental works in time series analysis and covers the 
theory and application of ARIMA models in detail.

A seasonal autoregressive integrated moving average 
(SARIMA) model is a time series forecasting model that extends 
the ARIMA model to account for both non-seasonal and seasonal 

patterns in time series data. SARIMA models are used to make 
forecasts and capture the complex dependencies within data 
that exhibit seasonal fluctuations. The SARIMA(P,D,Q)m model 
accounts for seasonal patterns by introducing a seasonal 
autoregressive parameter (P) that models the relationship 
between the current observation and observations from the 
same season in previous periods. The (P) parameter represents 
the order of the seasonal autoregression, indicating how many 
seasons are considered. The (D) parameter represents the 
seasonal differencing required to make the seasonal part of 
the data stationary. The (Q) parameter models the relationship 
between the current observation and past seasonal forecast 
errors and represents the order of the seasonal moving average. 
Furthermore, SARIMA models have a seasonal period (m) 
that indicates the number of time periods in one season. For 
example, when modeling daily data with monthly seasonality, 
(m) would be 21. In summary, a SARIMA model is defined by 
the following parameters: (p, d, q) for the non-seasonal part 
and (P, D, Q, m) for the seasonal part. These parameters are 
determined through data analysis and the examination of 
Seasonal Autocorrelation Function (SACF) and Seasonal Partial 
Autocorrelation Function (SPACF) plots.

2.1 Optimal Parameters Estimation
The optimal parameter estimation in ARIMA models consists 

of finding the values of the autoregressive order (p), differencing 
order (d), and moving average order (q) resulting in the best-
fitting model for a given time series. The optimal ARIMA 
parameters can be estimated by means of:

	• Visual inspection: One of the simplest methods is to visually 
inspect the autocorrelation function (ACF) and partial 
autocorrelation function (PACF) plots of the time series. 
The ACF and PACF plots can help identify potential values 
for (p) and (q) based on the significant spikes in the plots. 
A lag where the ACF drops off significantly after initially 
high values might suggest the order of the moving average 
component (q), while a lag at which the PACF drops off 
significantly could indicate the order of the autoregressive 
component (p);

	• Automated methods: There are automated algorithms and 
functions available in software packages that can help 
identify optimal parameters. In this work, we used the Excel 
solver package to find the best fitting ARIMA models based 
on the minimization of the objective function SSE (sum of 
squared forecast errors or residuals);

	• Cross-validation: Cross-validation techniques involve dividing 
the data into training and testing datasets. We fit ARIMA 
models with different parameter combinations on the 
training data and assess their performance on the testing 
data using metrics like Root Mean Squared Error (RMSE) and 
Mean Absolute Percentage Error (MAPE);

	• Information criteria: Criteria like AIC [4] and BIC [5] are 
quantitative measures that balance model fit and complexity. 
These criteria consider both the goodness of fit and the 
number of parameters in the model. Lower values of AIC or 
BIC indicate a better model fit.
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The process of parameter estimation in ARIMA models 
involves a trade-off between model complexity and goodness of 
fit. An overly complex model may overfit the data and perform 
poorly on new observations, while an overly simplistic model 
may fail to capture important patterns in the data. The goal 
is to select parameters resulting in a model that generalizes 
well to unseen data, while adequately capturing the underlying 
dynamics of the time series.

tunes coefficients which minimize the sum of squared residuals 
(i.e., SSE) or forecast errors within the training dataset. Optimal 

of two options. The first option is linear regression in which 

expression:

where (p) is the autoregressive order, (d) is the order of 

The second option is based on Excel solver to minimize the 
objective function SSE:

where the forecast error or residual at current period et is 
given by the difference between the current period actual data 
yt and the current period forecasted data . The  
estimated coefficients will be: the constant mean or drift  
the coefficients  which correspond to the autoregressive 
component, and the coefficients 
moving average component.

The standard error of the optimal parameters consists of the 
standard deviation estimation of the model residuals for each 

where  is the corresponding arithmetic mean and x 
corresponds to either the d
data, or the corresponding previous period forecast errors or 
residuals, (p) and (q) are the autoregressive and moving average 
order respectively, and n is the number of observations.

Optimal parameters p-value estimation consists of 
determining whether the estimated or fine-tuned coefficients 
are individually statistically significant. We calculate the 
p-value through linear regression for the constant mean or drift 

 and for the autoregressive coefficient  and the moving 
average coefficient  :

of the absolute values of the coefficients divided by their 
corresponding standard errors, and the number of degrees of 
freedom expressed as n (the number of observations) minus 
the number of all parameters, in which (p) is the autoregres-
sive order, (q) is the moving average order, (P) is the seasonal 
autoregressive order, (Q) is the sea-sonal moving average order 
and (c) is a binary term corresponding to the constant mean or 
drift if the model includes it.

2.2 ARIMA Stationarity
A time series is first-order stationary, or weak stationary, 

when its statistical properties remain relatively constant over 
time. In other words, the mean and variance of the time series 
do not change as time progresses. This concept is fundamental 
in time series analysis, as many statistical modeling techniques 
assume stationarity. For a time series to be considered first-
order stationary, the following conditions must be fulfilled:

	• Constant mean: The mean of the time series remains the same 
for all time points;

	• Constant variance: The variance of the time series remains 
constant for all time points;

	• Autocovariance independence: The autocovariance between 
the time series data points yt and y   depends only on the 
time lag h and not on the specific time t. Mathematically, this 
property can be expressed as: cov(yt,y  ) h;

	• No systematic patterns: There are no underlying systematic 
trends or patterns in the data, such as linear or quadratic 
trends or seasonality.

First-order stationarity is a relatively mild form of 
stationarity and is often considered as a prerequisite for 
applying the ARIMA models. It is important to note that not 
all time series are first-order stationary, and transformations 
or differencing may be necessary to achieve stationarity for 
analysis and modeling purposes.

the original sequence of data values into a new sequence that 
represents the changes between consecutive observations. In 
other words, it involves computing the difference or change 
between one data point and the next in a time-ordered 

is to stabilize the data and remove trends and seasonality. By 

become more stationary, which can make it easier to analyze 
the data by using various statistical methods and models. The 

orders denoted by the (d) parameter. For instance:
First-order differencing (d=1): This involves calculating 

the difference between each data point and the previous data 
point. It eliminates linear trends and can be used to stabilize 
variance;

Second-order differencing (d=2): This involves taking 
the difference between the first-order differences. It can be used 
to remove quadratic trends or seasonality.
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 which correspond to the 
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the time series. If the time series has a trend, we usually need 

(or other higher-order patterns), we need to use second- or 

a useful technique for improving the accuracy of time series 

introduce noise into the data. It is essential to be cautious when 
applying second-order differencing because it may lead to over-
differencing, which by introducing unnecessary noise can result 
in an overly volatile time series. Over-differencing can make it 
more challenging to model and forecast the data accurately. This 

over-differencing can lead to loss of relevant information, 
while under-differencing may not achieve the desired level of 
stationarity. The first-order differenced time series that can help 
achieve stationarity is expressed by the formula:

where ∆yt represents the current period first-order difference, 
yt is the original time series, and y  is the previous period time 
series. By subtracting the previous value from the current value, 
we obtain a new time series that represents the instantaneous 
rate of change or the increment between each pair of 
consecutive observations. This can help remove a linear trend, 
which is a step towards achieving stationarity. Second-order 
differencing is used to remove quadratic trends or patterns like 
seasonality. The formula for second-order differencing is given 
by:

where ∆2 yt represents the current period second-order 
difference, while ∆yt and ∆y  represent the current and 
previous period first-order difference respectively. This formula 
captures the change in the rate of change of the time series. To 
sum up:

	• Removing linear trend: On a time series with a linear trend (a 
gradual increase or decrease over time), we can use first-
order differencing to remove the trend and make the data 
stationary;

	• Removing seasonality: On a time series that exhibits 
seasonality, which is a repeating pattern at fixed intervals, we 
can use second-order differencing to remove the seasonality 
effect. The second-order differencing helps eliminate the 
periodic pattern by subtracting the differences between 
consecutive observations. An additional step for choosing the 

is based on visual inspection of the autocorrelation function 
(ACF) and partial autocorrelation function (PACF) of the time 
series. The ACF and PACF can help identify the frequency of 
the seasonality. If the ACF and PACF show significant spikes at 
regular intervals, then the time series has seasonality at that 
frequency.

In a first-order trend stationary time series, the first-order 
differenced data is relatively stable and does not show any 

systematic increasing or decreasing patterns. This stationary 
data is often more responsive to ARIMA models. It is important 
to note that while first-order differencing can remove a linear 
trend, other underlying patterns like seasonality may still be 
present. Further analyses, such as examining ACF and PACF 
plots, might be necessary to determine the complete nature of 
the time series and select an appropriate modeling approach. 
To assess the first-order trend stationarity we can perform two 
tests:

1.	 Mean deterministic trend;
2. Phillips-Perron;

deterministic trend test consists of a de-trending procedure 
based on subtracting the trend from the time series. The 
formula for current period data is:

where the test for the  coefficient p-value consists of:
	• If  coefficient p-value > 0.05 the time series is first-order 

trend stationarity with 95% statistical confidence;
	• If 

order is needed for first-order trend stationary time series 
with 95% statistical confidence.

The Phillips-Perron test evaluates whether a time series is 

with the null hypothesis that it has a unit root and is not 
stationary (i.e., it contains a linear trend) [7]. It is a good 
choice for testing the presence of unit roots in time series 
regression models, which is an indication of non-stationarity. 
The alternative hypothesis is that the time series is stationary 
after first-order differencing (i.e., it has no unit root). The test 
consists in calculating the  coefficient p-value from the 
following regression model:

	• If  coefficient p-value < 0.05 the time series is first-order 
trend stationary with 95% statistical confidence;

	• If
is needed to achieve first-order trend stationarity with 95% 
statistical confidence.

In this work we evaluate first-order trend stationarity for 
the (adjusted) price time series (i.e., level time series) and the 

and the Phillips-Perron test. The numerical results for the level 
time series are shown in Table 1.

Table 1. Level time series
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Since the deterministic trend test p-value < 0.05, we can 
conclude that the price time series is not first-order trend 
stationary with 95% statistical confidence. To confirm this 
result, we performed the Phillips-Perron test. In this case the 
p-value is < 0.05 and we can reject the null hypothesis. Hence, 
according to Phillips-Perron the price time series is first-order 
trend stationary with 95% statistical confidence. We evaluate 

reported in Table 2.

p-value > 0.05, therefore we can conclude that after first-order 

stationary. We perform the Phillips-Perron test on the first-

conclude also with the Phillips Perron test that by performing 

trend stationary with 95% statistical confidence.

2.3 SARIMA Stationarity
In a seasonal time series, the observations or measurements 

show a regular and predictable pattern or fluctuation at fixed 
intervals or periods. This seasonal pattern repeats over time 
and is often associated with specific calendar time units, 
such as days, weeks, months, quarters, or years. A first-order 
seasonal time series generally refers to a time series that 
exhibits a seasonal pattern or seasonality. The term first-order 
does not imply stationarity but rather refers to the presence 
of seasonality, typically without accounting for other non-
stationary components like trends. In a first-order seasonal 
stationary time series, both regular (non-seasonal) differencing 
and seasonal differencing are applied to achieve stationarity. 
The first-order term implies that differencing has been applied 
once to make the data stationary, and this typically involves 
both regular differencing (d) and seasonal differencing (D):

	• Regular Differencing (d): Regular differencing is applied to 
remove the non-seasonal trend-related component of the time 
series. Regular differencing subtracts from each observation 
the previous one. The number of regular differences needed to 
achieve stationarity is denoted as (d);

	• Seasonal Differencing (D): Seasonal differencing is used to 
eliminate the seasonal component of the time series. The 
de-seasonalizing procedure involves subtracting previous 
season data from current period data depending on the 
seasonal pattern (year, month, quarter, etc.). The seasonally 

Therefore, in a first-order seasonal stationary time series, 
it is common to have (d=1 first-order regular differencing) and 
(D=1 first-order seasonal differencing) to achieve both first-
order stationarity and remove the seasonality. In a stationary 
series, the mean, variance, and autocorrelation structure do 
not change over time. Consequently, the seasonal pattern is no 
longer evident in the differenced series.

A mean deterministic seasonality test is a statistical test 
that checks whether the seasonal component of a time series 
is significant or not. It consists of a de-seasonalizing procedure 
based on subtracting seasonality from the time series by using 
dummy variables. Dummy variables are binary indicators that 
help capture the effects of categorical or qualitative factors, 
such as days, months, quarters, or seasons. The procedure for 
de-seasonalizing a time series using dummy variables can be 
summarized by the following steps:

1. Data Collection and Identification of Seasonality: Begin with 
the time series data and identify any seasonal patterns or 
fluctuations. Determine the periodicity of the seasonality 
(e.g., monthly, quarterly, yearly). In our work we consider a 
seasonality of 21 time periods;

2.	 Create Dummy Variables: Create dummy variables to 
represent the different seasons or time periods within the 
seasonal cycle. The number of dummy variables depends on 
the periodicity of the seasonality. For example: since we have 
seasonality on the monthly business cycle, we use 21 periods, 
each of those becoming a dummy variable;

3. Fit a Regression Model: Build a regression model where 
the dependent variable is the original time series, and the 
independent variables are the dummy variables created in 
step 2. The regression equation looks like this:

where m is the number of seasonal periods, i are the linear 
regression coefficients, di are the associated dummy variables, 
and et are the forecast errors or residuals;
4. Estimate Model Coefficients: Use regression techniques to 

estimate the coefficients ( 1, 2, ... , m). These coefficients 
represent the average seasonal effect associated with each 
season or time period.

We test the i coefficients joint F-statistic p-value. This 
test is used to assess the collective significance of the seasonal 
effects represented by the dummy variables, and based on the 
p-value of the joint F-statistic we can conclude that:
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	• Null Hypothesis: The null hypothesis for the joint F-statistic 
test states that none of the coefficients for the dummy 
variables are significantly different from zero. In the context 
of de-seasonalization, this means that there is no significant 
seasonal effect in the time series;

	• Alternative Hypothesis: The alternative hypothesis suggests 
that at least one of the coefficients for the dummy variables is 
significantly different from zero. This implies that there is a 
significant seasonal effect in the time series.

The conclusions based on the p-value associated with the joint 
F-statistic are:

	• If the p-value is greater than the significance level of 0.05, 
we fail to reject the null hypothesis. In this case, there is not 
enough evidence to conclude that any of the seasonal effects 
are significant, suggesting that the time series may not 
exhibit seasonality;

	• If the p-value is less than the significance level of 0.05, we can 
reject the null hypothesis. This means that there is sufficient 
evidence to conclude that at least one of the seasonal effects 
is significant, and the time series exhibits seasonality.

In summary, by examining the p-value of the joint F-statistic, 
it is possible to determine whether the seasonal effects 
represented by the dummy variables are collectively significant 
or not. We performed the deterministic seasonality test for both 

reported in Table 3 and Table 4 respectively.

The joint F-statistic is computed by means of linear regression 
on the dummy variables. The p-value is calculated by means 
of the F distribution where the degrees of freedom are given 

regression degrees of freedom, while the residuals degrees of 
freedom is given by the total number of observations, which 
is the number of dependent or explained variables, minus the 
regression degrees of freedom, which is also the number of 
model parameters. The p-value in Table 3 is < 0.05, therefore 
the level time series is not seasonally stationary with 95% 
statistical confidence thus introducing the need of a higher 

Even in this case the p-value in Table 4 is < 0.05, therefore the 
time series is not first-order seasonally stationary with 95% 
statistical confidence.

2.4 ARIMA Model Specification
The ARIMA model specification consists of determining the 

parameters of the three main components: autoregressive (AR), 
integrated (I), and moving average (MA). The general expression 
for the ARIMA(p,d,q) model is given by the formula:

For example: ARIMA(1,1,1) is expressed as:

while ARIMA(2,1,2)[C] has a constant term or drift  and is 
expressed as:

Choosing the appropriate values for the parameters 
requires analysis of the data, including identifying trends, 
seasonality, and the order of differencing needed to achieve 
stationarity. In the ARIMA model specification we have 

number of periods in the forecasting seasonal lag. Since in 
this work we consider daily data on a business calendar, we 
approximate the monthly seasonality as 21 days, hence, we use 
a seasonal lag h=21 to compute the autocorrelation (ACF) and 
the partial autocorrelation (PACF) functions along with their 
corresponding upper and lower confidence intervals for 95% 
statistical confidence.

The autocorrelation function (ACF) measures the correlation 
between a time series and itself at different lags (i.e., time 
shifts), where the lag is the number of time periods between 
the two observations that are being correlated. In other words, 
it measures the similarity between observations of a random 
variable as a function of the time lags. For example, the lag-1 
autocorrelation is the correlation between the current values of 
the time series and its values one time period before. The lag-2 
autocorrelation is the correlation between the current values 
of the time series and its values two time periods before, and 
so on. A significant autocorrelation at a specific lag-k indicates 
that there is a repeating pattern in the data that occurs every 
(k) time periods. The ACF is typically plotted as a graph, with 
the lags on the x-axis and the autocorrelation coefficients on 
the y-axis. The confidence interval for the autocorrelation 
coefficients is also plotted, to help determine which coefficients 
are statistically significant. Bars exceeding the confidence 
interval may indicate that there is a significant correlation 
between the time series and itself at that lag.

The partial autocorrelation function (PACF) is a measure of 
the correlation between a time series and itself after removing 
the effects of the previous lags. In other words, it measures 

Table 3. Level Time Series
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the unique correlation between the time series and itself at a 
particular lag, without considering the correlations introduced 
by shorter lags in between. In this way, the influence of the 
lags between the current period and the specific lag under 
evaluation is removed. The PACF is calculated by regressing 
the time series values yt on its own lagged values y ,  ,y . At 
a specific lag-k, the PACF coefficient (PACFk) is the coefficient 
of the last term k in the regression equation yt= 1*y + 

 + k *y +et. Like the ACF, the PACF is plotted as a graph, 
with the lags on the x-axis and the partial autocorrelation 
coefficients on the y-axis. The confidence interval for the partial 
autocorrelation coefficients is also plotted, to determine which 
partial autocorrelation coefficients are statistically significant. 
Bars that exceed the confidence interval indicate that there is 
a significant correlation between the time series and itself at 
that lag, while controlling for the effect of all the lags between 
the current value and the lag of interest. For example, if the 
PACF plot shows a spike at lag-k, this indicates that there is a 
significant correlation between the time series and itself at 
lag-k, after removing the influence of the shorter lags 1,  ,k-1. 
The autocorrelation function (ACF) at lag-k between current 
period data and lagged period data is given by the following 
formula [3]:

while the partial autocorrelation function (PACF) at lag-k is 
expressed as:

where k  is the linear regression coefficient for the 
corresponding lag, and the linear regression equation has no 
intercept term.

In an MA(q) process the ACF has the property:

that is the ACF of an MA(q) process cuts off after (q) lags, 
while the PACF decays to zero exponentially. For an AR process 
the ACF decays to zero exponentially, while the order can 
be determined by considering the PACF. An AR(p) process is 
characterized by the following property:

The PACF of an AR(p) process cuts off after (p) lags: The 
intuitive explanation is that for the AR(p) process yt is expressed 
in terms of y ,  ,y , so that additional lagged regressors y
with k > p, have zero coefficients.

The ARIMA model parameters can be determined by means of 
visual inspection of the ACF and PACF plots. The interpretation 
of visual analysis is as follows: In the ACF plot, significant spikes 
that exceed the 95% statistical confidence interval, but do 
not appear in the PACF plot, suggest the presence of a moving 

average (MA) component. The order of the MA component can be 
estimated based on the highest significant lag in the ACF plot. If 
the ACF has (q) significant lags before dropping to zero and PACF 
has an exponential decay, we can identify the need for a moving 
average MA(q) order. Conversely, significant spikes in the PACF 
plot, but not present in the ACF plot, suggest the presence of an 
autoregressive (AR) component. The order of the AR component 
can be estimated based on the highest significant lag in the 
PACF plot. If the ACF has an exponential decay and the PACF 
has (p) significant lags before dropping to zero, we can identify 
the need for an autoregressive AR(p) order. When significant 
spikes are observed both in the ACF and PACF plots, it indicates 
the potential involvement of both AR and MA components. In 
such cases, exploring different model orders and assessing their 
goodness of fit becomes crucial. Model selection criteria like AIC 
or BIC can help determine the optimal model order.

In the previous section we determined that the time series 
that in the training range was first-order trend stationary was 

shown in Figure 1 and the PACF in Figure 2. The upper and lower 
limits for the confidence levels are given by: ±1.96/√n, where n is 
the number of observations in the training range, and the upper 
and lower limits are determined for 95% statistical confidence. 
The bars outside the confidence levels suggest that the 
corresponding lags are statistically significant. In the ACF plot 
in Figure 1, the first and second lags are statistically significant, 
suggesting there is the need for an MA(1) or MA(2) component 
in the ARIMA specification. Moreover, some spikes at higher 
lags are also statistically significant. However, in this case the 
MA order would still be 2, as the spikes at higher lags are likely 
due to noise or seasonality and should not be considered when 
estimating the MA order. For the PACF represented in Figure 2, 
the first and second lags are statistically significant, signaling 
the need for AR(1) or AR(2) coefficients within the ARIMA 
specification.

Figure 1. Autocorrelation function
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In summary, the graphical representation of the 
autocorrelation function (ACF) with bars and the 95% 
confidence interval can provide insights into the presence of 
significant autocorrelations in a time series dataset. The graph 
can be interpreted as follows:

	• Bars inside the confidence interval: If the bars representing 
the ACF values are mostly inside the 95% confidence interval, 
it suggests that the autocorrelations at those lags are likely 
due to random chance (null hypothesis). In other words, they 
are not statistically significant. This pattern indicates that 
the time series data does not have strong autocorrelations at 
those particular lags.

	• Bars outside the confidence interval: If the bars representing 
the ACF values extend outside the 95% confidence interval, 
it suggests that the autocorrelations at those lags are 
likely not due to random chance and might be significant. 
This pattern indicates that the time series data has strong 
autocorrelations at those particular lags.

	• First few lags: If the bars outside the confidence interval are 
primarily concentrated at the first few lags (lags 1 or 2), it 
might suggest the presence of a trend or a seasonal pattern.

	• Large lag values: If there are bars outside the confidence 
interval at larger lag values, it might indicate the presence 
of noise or more complex patterns that extend over longer 
periods.

Based on the plots in Figure 1 and in Figure 2, AR(2) and MA(2) 
orders seem plausible given the significant spikes at lags-1 and 
lag-2 in the ACF and PACF plots.

2.5 SARIMA Model Specification
Seasonal Auto Regressive Integrated Moving Average 

(SARIMA) model specification consists of determining the 
order of the autoregressive (p), integration (d), moving average 
(q), seasonal autoregressive (P), seasonal integration (D), 
and seasonal moving average (Q) parameters. Integration 

becomes first-order trend stationary. Seasonal integration or 

first-order seasonal stationary. Autoregressive (p) and moving 
average (q) orders are obtained through autocorrelation and 

partial autocorrelation functions patterns and significant 
lags. Seasonal autoregressive (P) and seasonal moving average 
(Q) orders are obtained through seasonal autocorrelation 
and seasonal partial autocorrelation functions patterns and 
significant seasonal lags. The SARIMA general model is outlined 

parameters, it is possible to derive the formulas of all the 
forecasting models presented in Section 3.

The Seasonal ACF (SACF) is an extension of the ACF that 
focuses specifically on the seasonal aspects of a time series. 
It measures the correlation between a time series and its 
past values at seasonal lags, by looking at how the data at a 
given point in time is related to its values at the same point in 
previous seasons. The SACF is represented as a plot with lags 
on the x-axis and the seasonal autocorrelation coefficients on 
the y-axis. Each bar on the SACF plot represents the correlation 

at a certain number of previous lags. By examining the SACF 
plot, we can identify the presence of seasonal patterns and 
determine the periodicity. Peaks in the SACF at specific lags 
correspond to the seasonality of the data. For example, if there 
are significant peaks at lags of 12 in monthly data, it suggests 
an annual seasonality, while peaks at lags of 21 in daily data 
suggest a monthly seasonality. The information from the SACF 
helps select appropriate SARIMA models, thus accounting for 
seasonal effects. The seasonal ACF and PACF in the training 
range are shown in Figure 3 and Figure 4 respectively. When the 
bars are either above or below the upper and lower bands of the 
95% confidence interval, the corresponding lags are statistically 
significant.

Figure 2. Partial autocorrelation function

Figure 3. Seasonal autocorrelation function

Figure 4. Seasonal partial autocorrelation function
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Similar to the Seasonal Autocorrelation Function (SACF), 
which focuses on the correlation between the time series 
and its past values at seasonal lags, the Seasonal Partial 
Autocorrelation Function (SPACF) specifically quantifies the 
seasonal partial correlation while controlling for the influence 
of shorter lags. This helps identify the relationships related to 
seasonality. The SPACF is represented as a plot with lags on the 
x-axis and the seasonal partial autocorrelation coefficients on 
the y-axis. Each bar on the SPACF plot represents the partial 
autocorrelation between the current season's data and the data 
from the corresponding season in the past, while controlling 
for the effects of shorter lags. The SACF in Figure 3 shows an 
exponential decay, while the SPACF in Figure 4 shows that 
lag-1 is statistically significant, thus suggesting the need for a 
seasonal autoregressive AR model.

3. ARIMA Models Training and
Testing

We train the ARIMA models considering as the objective 
function to minimize the sum of squared errors (i.e., SSE). In 
any of the ARIMA models with one or more moving average MA 
coefficients, the forecasting errors or residuals are not observed 
but they are estimated, therefore the model coefficients need to 
be calculated by solving an optimization problem to minimize 
the SSE objective function.

3.1 Random Walk with Drift Model
The Random Walk with Drift model consists of forecasting 

the current period data equal to the previous period data plus 
a constant drift . In the ARIMA notation is expressed as: 
ARIMA(0,1,0)[C] with constant drift , and the formula is:

In the training range we determine the  coefficient, while in 
the testing range we perform multistep forecasting for all the 
testing range, and one-step forecasting without re-estimation 
(the  parameter estimated in the training range remains 
constant in the testing range). The multistep forecast   for all 
the testing range and the one-step forecast without re-estimation 

constant drift parameter  is computed with linear regression on 

then it is kept constant in the testing range.

Model

consists of the difference forecast equal to the deterministic 
linear relationship with previous period data difference plus 
a constant drift. The ARIMA notation is: ARIMA(1,1,0)[C] with 
constant drift , and the formula is given by:

where the coefficients  and 1 are computed by means of 

the training range. In the testing range we perform multistep 
forecasting on the whole testing range and one-step forecasting 
without re-estimating the regression coefficients  and 1 

computed on the training range. The p-values of  and 1 are 
< 0.05; hence, the coefficients are statistically significant with 
95% statistical confidence. The results are shown in Figure 6.

3.3 Brown Simple Exponential Smoothing Model
The Brown Simple Exponential Smoothing (SES) model 

consists of forecasting without trend or seasonal patterns. The 
ARIMA notation is: ARIMA(0,1,1) and the formula is:

where   1 is the moving average coefficient multiplied by the 
previous period forecasting error or residual. The forecasting 
errors or residuals are not observed but are estimated with the 
model, hence, the  1 coefficient is computed with the solver by 
minimizing the SSE.

Multistep forecasting within the testing range involves a 
process where data from the testing range is not used. The 
initial step within the testing range serves as the starting 
point, and from the second step onward, the forecast for each 
period is identical to the forecast for the previous period. This 
is because, from the second step onward, we no longer have 
forecasting errors or residuals to work with. These residuals 
are estimated and not directly observed, making it impossible 

Figure 5. Random walk with drift in the testing range
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to calculate the second part of the formula, which involves the 
term  1*e . Consequently, we can only calculate the forecast 
for the previous period, which remains fixed and is not updated 
with the corresponding data from the testing range. In contrast, 
in one-step forecasting without re-estimation, our forecast 
is continuously updated with actual data in the testing range, 
ensuring that it reflects the most recent information available. 
The results are shown in Figure 7.

3.4 Simple Exponential Smoothing with Growth 
Model

The Simple Exponential Smoothing with Growth model 
consists of adding a constant drift  to the Brown SES model. 
The ARIMA notation is: ARIMA(0,1,1)[C] with constant drift . 
The equation is expressed as:

The corresponding moving average coefficient is related to the 
previous period forecast error or residual. The corresponding 
forecast errors or residuals are not observed, but they are 
estimated, therefore the calculation of the coefficient  1 is done 
with the solver by minimizing the SSE.

In the context of multistep forecasting in the testing range, 
it is important to note that from the second step onwards, we 
lack the moving average component of the equation. Forecast 
errors for these steps are estimated, not observed. Thus, our 
calculations solely involve the constant drift from the training 
range, which is unaltered in the testing range. The multistep 
forecast is generated at the beginning of the testing range, 
covering the entire testing period. Importantly, no testing range 
data is incorporated; we rely on the previous period forecast. In 
one-step forecasting without re-estimation, we start with the 
initial testing range data. From the second step onward, we use 
the constant drift from the training phase, which remains fixed 
in testing. This drift is combined with the previous period data 
and the moving average coefficient multiplied by the previous 
period forecast error or residual. The results are shown in Figure 
8.

3.5 Holt Linear Trend Model
The Holt Linear Trend model is a forecasting technique 

designed to capture and predict time series with a linear trend. 
It is an extension of the SES method that accounts for both 
the level (the data's average) and the trend (the data's linear 
increase or decrease) components. The Holt Linear Trend model 
is useful for time series data that exhibit a consistent linear 
trend over time. The ARIMA notation is: ARIMA(0,2,2) and the 
equation is:

The model consists of two moving average coefficients, which 
are related to previous period forecast errors or residuals 
that are not observed but are estimated. Therefore, we need 
to perform the calculation using the solver to minimize the 
objective function SSE. The results are shown in Figure 9.

3.6 Gardner Additive Damped Trend Model
The Gardner Additive Damped trend model consists of 

forecasting with a damped linear trend pattern. It is a method 
used for forecasting data with a linear trend that is expected to 
dampen over time. The ARIMA notation is: ARIMA(1,1,2) and the 
formula is expressed as:

Figure 7. Brown SES in the testing range

Figure 8. SES with growth in the testing range

Figure 9. Holt linear trend model in the testing range
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The corresponding forecast errors or residuals are not 
observed but are estimated by minimizing the objective 
function SSE. The results are shown in Figure 10.

3.7 Seasonal Random Walk with Drift Model
The Seasonal Random Walk with Drift model consists 

of forecast equal to the previous season data plus a 
constant seasonal drift . The seasonal ARIMA notation 
is: SARIMA(0,0,0)x(0,1,0)m[C] with constant drift . In the 
non-seasonal part m corresponds to the forecasting seasonal 
lag. Since we are using daily data on a business calendar, the 
monthly seasonality is approximated as 21 days. The formula is 
expressed as:

In this case we only have to estimate the constant seasonal 

of linear regression. The results are shown in Figure 11.

3.8	 Seasonal Random Trend Model
The Seasonal Random Trend model consists of forecast equal 

to previous period data plus previous period seasonal difference. 
The seasonal ARIMA notation is: SARIMA(0,1,0)x(0,1,0)m 
without a constant drift. The formula is given by:

The Seasonal Random Trend model does not require any 
parameter estimation, and the results are reported in Figure 12.

model consists of seasonal difference forecast equal to simple 
linear relationship with previous period seasonal difference 
data plus a constant seasonal drift . The SARIMA model 
is: SARIMA(1,0,0)x(0,1,0)m[C] with constant drift , and the 
formula is expressed by: 

The model coefficients are estimated through linear 

results are shown in Figure 13.

Figure 10. Gardner additive damped trend in the testing 
range

Figure 11. Seasonal random walk with drift in the testing 
range

Figure 12. Seasonal random trend in the testing range

testing range
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3.10 ARIMA Model Selection and Forecasting Accuracy
This Section is dedicated to the selection of the ARIMA models described in Section 3, by using information criteria such as the 

Akaike Information Criterion (AIC) and Bayesian Information Criterion (BIC). These criteria provide quantitative measures to assess 
the goodness of fit and complexity of ARIMA models. In this Section we want to assess which is the ARIMA model with the smallest 
value of the corresponding information criteria, hence, having the least information loss. The information criteria values are reported 
in Table 5.

The lowest values for both AIC and BIC correspond to the Gardner Additive Damped Trend ARIMA(1,1,2) model. Hence, this model 
has the least information loss. It is worth noting that BIC is more restrictive regarding the number of model parameters than AIC. The 
SARIMA forecasting models according to AIC and BIC have a higher information loss than the non-seasonal ARIMA models. If the non-
seasonal ARIMA models have smaller AIC and BIC values compared to the SARIMA models, it suggests that the non-seasonal models 
provide a better trade-off between goodness of fit and complexity according to these information criteria. However, this conclusion 
should not be solely based on information criteria. While smaller AIC and BIC values generally indicate a better fitting model, it does 
not definitively prove the absence of seasonality in the time series. Seasonality might still be present, but perhaps not adequately 
captured by the SARIMA models.

without re-estimation, where the model with the lowest RMSE and MAPE values has the highest forecasting accuracy. The numerical 
results are reported in Table 6 and in Table 7 for the multistep and one-step forecasting without re-estimation respectively.

Table 5. ARIMA model information criteria results

Table 6. ARIMA multistep forecasting accuracy results

Table 7. ARIMA one-step forecasting without re-estimation accuracy results
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For multistep forecasting the Seasonal Random Trend model 
SARIMA(0,1,0)x(0,1,0)[21] has the highest forecasting accuracy. 
In contrast, for one-step forecasting without re-estimation, 
the model with the lowest RMSE and MAPE values, i.e., the 

Autoregressive model ARIMA(1,1,0)[C].

3.11 Residuals White Noise
A residual is a forecast error. It is the difference between 

the actual value of a time series and the predicted value. 
Residuals can be used to evaluate the accuracy of a forecasting 
model. If residuals are small, then the forecasting model is 
accurate. If residuals are large, then the forecasting model is 
inaccurate. Residuals can also be used to identify the sources 
of error in a forecasting model. For example, if the residuals are 
positively correlated, then this indicates that the forecasting 
model is underestimating the values of the time series. If the 
residuals are negatively correlated, then this indicates that 
the forecasting model is overestimating the values of the time 
series. Overall, residuals are a valuable tool for evaluating and 
improving the accuracy of forecasting models.

In this Section we analyze the requirement that forecasting 
errors or residuals should exhibit white noise behavior, so that 
they do not include any relevant information. A white noise is a 
stochastic process where each data point is independently and 
identically distributed (i.i.d.) with constant mean and constant 
variance. In simpler terms, white noise is a series of random 
data points that have no correlation with each other and with 
no evident pattern or trend over time. Although the terms 
“strong white noise” and “weak white noise” are not standard 
terminology in time series analysis or statistics, nevertheless, 
there is a concept related to the strength or intensity of white 
noise, and it typically refers to the behavior of the variance and 
the autocorrelation of the noise. In summary:

	• Strong White Noise: Strong white noise typically refers to 
white noise with a constant variance (homoscedasticity) 
across all time points. In strong white noise, the variance of 
each data point remains the same throughout the time series. 
This means that the noise amplitude does not change over 
time. Properties are:
o	 Observations are independent and identically distributed 

(i.i.d.);
o	 Each observation is drawn from a normal (Gaussian) 

distribution with the same mean and variance;
o	 There are no temporal dependencies or autocorrelations 

between observations at different time points.
	• Weak White Noise: Weak white noise is often used to 

describe white noise with a time-varying variance 
(heteroskedasticity). In weak white noise, the noise variance 
can change from one time point to another. This implies that 
the noise amplitude can vary over time, potentially indicating 
some level of volatility or changing characteristics in the 
data. Properties are:
o	 Observations are independent, but they may not be 

identically distributed;
o	 There may be variations in the distribution (mean and/or 

variance) over time;

o	 There are no temporal dependencies or autocorrelations 
between observations at different time points.

Hence, strong white noise is a stochastic or random process 
with constant parameters through time, which does not exhibit 
trend or seasonality and is statistically independent. It is 
required for model selection so that its residuals or forecast 
errors do not include any relevant information. A time series 
that is a white noise process exhibits several key properties, 
which are indicative of randomness and lack of systematic 
patterns. These properties include:

	• Independence: Each observation in a white noise time series 
is independent of all other observations. This means that 
knowing the value of one data point does not provide any 
information about the values of other data points in the 
series;

	• Constant Mean: The series has a constant and unchanging 
mean (average) value, which remains the same across all time 
periods;

	• Constant Variance: The variance of the data points is constant 
and does not change with time;

	• Zero Autocorrelation: There is no significant autocorrelation 
between observations at different time lags. In other words, 
the correlation between any two data points separated by a 
fixed number of time periods (lags) is approximately zero;

	• Gaussian (Normal) Distribution: The data points in a 
white noise process typically follow a Gaussian (normal) 
distribution. This means that the data is symmetrically 
distributed around the mean, and most observations cluster 
near the mean, with fewer observations in the tails of the 
distribution;

	• Zero Cross-Correlations: When comparing a white noise 
time series with another time series (cross-correlation), the 
cross-correlation function should be close to zero for all lags, 
indicating no systematic relationship between the two time 
series;

	• Randomness: White noise is characterized by a lack of 
systematic patterns, trends, or seasonality. The data appears 
random, and there is no apparent structure in the time series;

	• Unpredictability: Because of its randomness and lack of 
autocorrelation, white noise is essentially unpredictable. 
Forecasting future values of a white noise time series is 
challenging because there are no patterns to exploit.

Pure white noise is an idealized concept and is rarely 
encountered in real-world data. Real-world financial time series 
often contain some level of noise and randomness, but they 
also typically exhibit various patterns, trends, seasonality, 
and autocorrelation. White noise serves as a reference for 
assessing the randomness and independence of data points in a 
time series, but many time series will deviate from these ideal 
properties to varying degrees, while still containing valuable 
information. Although white noise is a theoretical idealization of 
randomness and unpredictability, nevertheless, understanding 
whether a time series exhibits white noise characteristics or not 
has its relevance in various situations:
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	• Model Adequacy Testing: In time series analysis, one of the 
fundamental tasks is to build predictive models for future 
values based on historical data. Checking for white noise 
properties in the forecasting errors or residuals helps to 
assess whether the model captures all relevant information 
(i.e., the signal) in the data, leaving only random noise in the 
residuals. If the residuals behave like white noise (i.e., are 
unpredictable and lack systematic patterns), then the model 
may be adequately capturing the signal, and any deviations 
from predictions might be due to random fluctuations;

	• Statistical Inference: In many statistical methods, it is 
assumed that the residuals (the differences between observed 
and predicted values) follow a white noise process. Deviations 
from white noise behavior in the residuals may indicate that 
the model assumptions are violated, potentially leading to 
incorrect inferences;

	• Forecasting: White noise time series are essentially 
unforecastable because they lack any visible patterns. If the 
time series resembles white noise, it implies that trying to 
forecast future values might be useless, and may need to 
consider alternative strategies for decision-making;

	• Noise Identification: Separating the noise (random 
fluctuations) from the signal (systematic patterns) in a time 
series is crucial for understanding the underlying phenomena. 
Identifying and modeling the noise component can help 

data.

Not all time series are white noise processes, and many 
real-world time series contain meaningful patterns, trends, 
seasonality, and autocorrelation, which are essential to 
understanding and forecasting phenomena. The key issue is to 
assess whether the deviations from white noise behavior are 
due to meaningful patterns or if they are random fluctuations.

3.12 The Ljung-Box Test
The Ljung-Box test is a statistical test used in time series 

analysis to check whether a given time series is a white noise 
process or exhibits significant autocorrelation at various 
lags. The test consists of evaluating whether a time series is 
statistically independent with null hypothesis that data does 
not exhibit serial correlation and is statistically independent 
and independently distributed [8]. Ljung and Box introduced 
a statistical measure to assess the fitness of time series 
models. The measure, known as the Ljung-Box Q test statistic, 
is designed to evaluate the presence of autocorrelation in the 
residuals of a time series forecasting model. Autocorrelation 
refers to the correlation of a time series with its own past 
values at different lags. This test helps to determine whether 
the assumed independence of residuals holds true, and if not, 
it suggests that the model might need further refinement. The 
Ljung-Box test is based on the following steps:

	• Formulate the Null Hypothesis: The null hypothesis is that 
there is no autocorrelation in the time series at any of the 
selected lags;

	• Choose a Significance Level (alpha): Typically, a significance 
level, denoted as alpha, is chosen to determine the threshold 

for statistical significance. In this work alpha is 0.05;
	• Select the Lag Values (h): We need to specify the number 

of lags to test for autocorrelation. The choice of lags often 
depends on the specific application and the nature of the 
data. In this work the number of lags is 21, corresponding to a 
monthly seasonality;

	• Calculate the Test Statistic: The Ljung-Box Q test statistic is 
calculated with the following formula: 

where n is the number of observations and k, the 
corresponding lag within the sum, varies from the first to the 
last of the h lags for which we are performing the Ljung-Box 
test;

	• Compare the Q Test Statistic to the Chi-Square ( ) 
Distribution: Compare the calculated Q test statistic to the 
distribution with degrees of freedom equal to k. The degrees 
of freedom are typically equal to the number of lags being 
tested (k). The critical value for the chi-square distribution is 
computed for the chosen significance level;

	• Make a Decision: Deciding based on the Q test statistic 
involves two approaches:
o Using Critical Values: If the calculated Q test statistic 

exceeds the critical value derived from the chi-square 
distribution, the null hypothesis is rejected, indicating 
significant autocorrelation in the time series at one or 
more lags. Conversely, if the Q test statistic is less than 
the critical value, the null hypothesis cannot be rejected, 
suggesting no significant autocorrelation;

o	 Using p-values: Alternatively, we can assess the Q test 
statistic's p-value. If the p-value for h lags exceeds 
0.05, it means that none of the h lags have significant 
autocorrelation. In such case, the time series of forecasting 
errors or residuals is independently distributed, and the 
null hypothesis cannot be rejected with 95% statistical 
confidence. Conversely, if the p-value is less than or equal 
to the chosen significance level alpha, the null hypothesis 
is rejected, indicating significant autocorrelation in the 
time series at one or more lags.

We consider the ARIMA(1,1,0)[C] forecasting model, a 

the highest forecasting accuracy in the testing range for one-
step forecasting without re-estimation, as shown in Table 7. 
The ACF and PACF of the forecast errors or residuals for the 
ARIMA(1,1,0)[C] model are represented in Figure 14 and Figure 15 
respectively.
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We assessed the individual statistical significance of forecast 
errors or residuals by examining the ACF plot to identify 
lags outside the 95% confidence range. If lags fall outside the 
confidence interval, the forecast errors or residuals for those 
periods are considered individually statistically significant. The 
ACF results are corroborated by the PACF, and any lags outside 
(either above or below) indicate their individual statistical 
significance. Given the results of the Q test statistic with p-values 
< 0.05 shown in Table 8, we can conclude that there is group 
lag autocorrelation or serial autocorrelation for some of the 21 
lags. This observation aligns with what we observe in both the 
ACF and PACF graphs, where lags outside the 95% confidence 
range indicate individual statistical significance. Consequently, 
the corresponding residuals for these lags contain relevant 
information that should be considered and incorporated into the 
model.

If the Ljung-Box p-values are < 0.05 for all the lags and there 
are lags outside the 95% confidence intervals in the ACF plot, 
it suggests that the time series of forecast errors or residuals 
is not white noise and there is significant autocorrelation in 
the residuals. The fact that there are some lags within the 95% 
confidence interval in the ACF plot does not necessarily mean 
that the residuals are white noise. It is common for some lags 
to fall within the confidence interval even if there is some 
autocorrelation present. However, the presence of lags outside 
the confidence interval indicates that the autocorrelation is 
significant. It is possible for the ACF value to be within the 95% 
statistical confidence interval while the Ljung-Box test p-value 
is < 0.05 for a certain lag. The ACF plot measures the correlation 
between the residuals at different lags, while the Ljung-Box 
test measures the overall autocorrelation in the residuals up 
to a certain lag. Therefore, it is possible for the ACF value to be 
within the confidence interval for a specific lag, indicating that 
the correlation at that lag is not statistically significant, while 
the Ljung-Box test p-value is < 0.05, indicating that there is 
significant autocorrelation in the residuals overall and they are 
not white noise. The Ljung-Box test assesses the joint significance 
of autocorrelations at multiple lags simultaneously. If the p-value 
is < 0.05, it indicates that there is significant autocorrelation 
among a group of lags, even if individual ACF values may not be 
significant.

In summary, the Ljung-Box test considers the overall pattern 
of autocorrelation across multiple lags and assesses whether 
this pattern is statistically significant. This means that while 
individual ACF values for specific lags may not be significant, the 
combination of autocorrelations across several lags could still be 
statistically significant, leading to a Ljung-Box test p-value < 0.05.

The presence of significant autocorrelation detected by the 
Ljung-Box test, even when individual ACF values are within the 
confidence interval, indicates that there is autocorrelation in the 
overall pattern of the residuals, emphasizing the importance of 
examining the joint behavior of autocorrelations across multiple 
lags in time series analysis.

Therefore, the Ljung-Box test p-values reported in Table 8 
suggest increasing the model complexity by adding more moving 
average terms. Consider the ARIMA(1,1,2) model described in 
Section 3.6. The Ljung-Box test p-values are reported in Table 9.

Figure 14. ARIMA(1,1,0)[C] residuals ACF

Figure 15. ARIMA(1,1,0)[C] residuals PACF

Table 8. ARIMA(1,1,0)[C] Ljung-Box Q test statistic p-values
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It is possible to observe that after incorporating residuals 
into the ARIMA model, the number of lags where the residuals 
or forecast errors are not statistically significant, hence they 
do not exhibit statistically significant autocorrelation, has 
increased from 1 (as reported in Table 8) to 14 as reported in 
Table 9. The results of the Ljung-Box test for the ARIMA(1,1,2) 
residuals shown in Table 9 are confirmed by the ACF and PACF 
plots depicted in Figure 16 and Figure 17 respectively.

4. Conclusions
Forecasting the stock market is a highly complex and 

dynamic task requiring a profound understanding of economic 
and financial factors. Both statistical methods and data-driven 
approaches are employed in financial forecasting, but the 
selection of the optimal model depends on various factors such 
as data availability, quality, and the specific characteristics of 
the analyzed data. Frequently, the available data is limited to 
the historical time series of the financial asset under analysis. 

Furthermore, it is mandatory to rigorously assess all the 
statistical hypotheses in order to understand the limitations 
and pitfalls of the selected model and to accurately interpret the 
results of the analyses.

This article has presented the third part of a series dedicated 
to the rigorous evaluation of statistical forecasting methods 
for financial time series. While the first part [1] established 
the general evaluation framework, the historical dataset, the 
accuracy metrics, and the simple forecasting baselines, and 
the second part [2] provided a comprehensive analysis of the 
exponential smoothing methods, this part has been dedicated 
to the AutoRegressive Integrated Moving Average models and to 
their seasonal extension. Beyond their forecasting capabilities, 
the ARIMA models have offered a unifying perspective on 
the series: several of the simple and exponential smoothing 
methods analyzed in the previous parts have been derived 
as particular cases of the general ARIMA template, thus 
connecting the models presented so far within a single, coherent 
formal framework.

The methodological path followed in this article illustrates 
how each modeling decision is motivated by the rigorous 
verification of the underlying statistical hypotheses. 
The assessment of first-order stationarity, through the 
deterministic trend and Phillips-Perron tests, guided the 
specification of the differencing order, while the deterministic 
seasonality test addressed the seasonal components of the 
time series. The autocorrelation and partial autocorrelation 
functions supported the identification of the autoregressive 
and moving average orders, and the model parameters were 
optimally estimated within the training range. The candidate 
models were then compared through the Akaike and Bayesian 
information criteria, and their forecasting accuracy was 
assessed in the independent testing range, considering both 
multistep forecasting and one-step forecasting without 
re-estimation. Finally, the Ljung-Box test was applied to the 
residuals of the selected models to verify their white noise 
property.

The experimental results highlight the importance of 
evaluating the models under different forecasting horizons 
and with complementary criteria. Within the training range, 
the lowest values of both the Akaike and Bayesian information 
criteria correspond to the Gardner Additive Damped Trend 
model, i.e., the ARIMA(1,1,2) model, which therefore exhibits 
the least information loss, while the seasonal models report 
a higher information loss than the non-seasonal ones. In the 
testing range, the Seasonal Random Trend model SARIMA(0,1,0)
x(0,1,0)[21] obtained the highest forecasting accuracy for 

Order Autoregressive model ARIMA(1,1,0) with constant 
drift obtained the highest forecasting accuracy for one-step 

Table 9. ARIMA(1,1,2) Ljung-Box Q test statistic p-values

Figure 16. ARIMA(1,1,2) residuals ACF

Figure 17. ARIMA(1,1,2) residuals PACF
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forecasting without re-estimation. The models with the 
least information loss in the training range are therefore not 
necessarily those with the highest forecasting accuracy in the 
testing range, which confirms the importance of a validation 
process performed on data that were not used for the parameter 
estimation.

The residuals analysis completes the assessment and, at the 
same time, delineates the boundaries of the ARIMA framework. 
The Ljung-Box test applied to the residuals of the ARIMA(1,1,0) 
model with constant drift reported statistically significant 
autocorrelation for almost all the considered lags, indicating 
that the model does not capture all the information contained 
in the historical data. Increasing the model complexity by 
adding moving average terms improved this behavior: for the 
ARIMA(1,1,2) model, the number of lags without statistically 
significant autocorrelation increased from 1 to 14. Nevertheless, 
the residuals cannot yet be considered a white noise process, 
and this result is not accidental: ARIMA models assume a linear 
relationship and a constant variance of the forecast errors, an 
assumption that is frequently violated by financial time series, 
where periods of high and low volatility tend to cluster.

The contribution of this article lies not only in the analysis 
of the mathematical formulations and parameter optimization 
of the ARIMA models, but more importantly, in delineating a 
rigorous statistical methodology for assessing and utilizing 
these models. We introduced the concepts of first-order and 
seasonal stationarity, we derived the model specification from 
the autocorrelation analysis, and we evaluated the goodness 
of fit through the residuals white noise testing, to ensure that 
the selected models are aligned with the property of residuals 
randomness. Additionally, we employed reliable information 
loss criteria and forecasting accuracy metrics for a statistically 
robust model selection and validation process, performed 
within the training range and verified in the independent 
testing range.

Importantly, our findings highlight the adaptability of the 
ARIMA framework to the temporal dependencies of financial 
data, enabling short-term predictions without surrendering 
to overfitting, and with the interpretability that is essential 
for informed financial decision-making. While acknowledging 
the advantages of data-driven approaches in handling large 
datasets, we contend that the transparency and the statistical 
discipline offered by these methods remain paramount in the 
financial forecasting landscape, where clarity in the forecasting 
process is essential for informed decision-making.

naturally introduce the fourth and final part of this series, 
already planned for the IFTA Journal 2028, which will be 
dedicated to the advanced forecasting models. The ARIMA 
models will be extended by incorporating the Generalized 
AutoRegressive Conditional Heteroskedasticity (GARCH) 
equations, allowing the simultaneous modeling of both the 
conditional mean and the conditional variance of the time 
series, and thus the explicit representation of the volatility 
clustering observed in financial markets. The hybrid ARIMA-
GARCH framework will be further extended with the threshold 
GJR-GARCH models, which account for the asymmetric impact 
of positive and negative shocks on volatility, and finally with 
the non-Gaussian GARCH models based on the Student’s t 

distribution, which remove the dependency on the assumption 
of normally distributed returns and better capture the fat tails 
and excess kurtosis that frequently characterize financial data.
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Abstract
Financial markets frequently experience increasing volatility 

during economic crises, geopolitical tensions, and financial 
instability. During such environments, traders and analysts often 
rely on technical indicators to interpret price momentum and 
identify potential trading opportunities. This study evaluates the 
effectiveness of two widely used indicators the Moving Average 
Convergence Divergence (MACD) and the Relative Strength Index 
(RSI) during the time of four major crisis in the modern economy 
including the Global Financial Crisis (2008–2009), the COVID-19 
market shock (2020), the inflation and geopolitical volatility of 
2022, and the banking sector crisis in 2023.

Using daily price data for gold, the S&P 500, the Nasdaq-100, and 
Brent crude oil, trading signals were identified based on standard 
MACD crossovers and RSI overbought and oversold thresholds. A 
ten-day observation window was used to evaluate whether price 
movements aligned with the signals. The results show that indicator 
performance varies across assets and market conditions, with 
MACD generating more frequent signals while RSI produced fewer 
but more selective signals during periods of extreme volatility. 
Thus, the findings highlight the importance of adapting technical 
analysis strategies to changing market environments.

INTRODUCTION

1.1 Background of the Study 
The stock market is a part of the multidimensional capital 

market, that is influenced by a multiple factor including the 
economic conditions, company performance, and market 
sentiment, Investors tend make decisions to buy or sell stocks 
based on the reasons that actually cause stock values to change, 
which makes it challenging for investors to analyze the volatile 
fluctuations in the stock prices. therefore; technical expertise, such 
as technical analysis, is essential to comprehend and predict stock 
price changes and within technical analysis, there is a concept of 
price trends, which refers to the patterns of price movements over 
a given period, such as upward trends (bullish), downward trends 
(bearish), or sideways trends. (Melda and Mira 2025)

Technical analysis is a method commonly used by investors and 
traders as an essential tool in trading activities in order to predict 
price direction, establish movement limits under certain conditions, 
and indicate target directions along with the associated risks that 
it carries, and it also serves in identifying the best time to buy and 
sell stocks in order to maximize capital gains.  Technical analysis 
uses previous trading data for determining future price changes in 
financial products. Momentum indicators like the Relative Strength 
Index (RSI) and Moving Average Convergence Divergence (MACD) 

are widely used in technical analysis tools In technical analysis, 
these two indicators are frequently used. (Investopedia 2024)

During period of crisis the investor sentiment may rapidly shift, 
risk premiums are more likely lead to an increase, and capital 
flows often move unexpectedly between asset classes. therefore; 
the financial markets become more sensitive to new information, 
resulting in unexpected price movements that may not necessarily 
follow standard valuation frameworks. what happens in these 
circumstances specifically is that the market participants which 
are mainly the traders will usually rely on the technical analysis 
to analyze the price action and determine their potential trading 
opportunities at that time.

Two of the most common momentum indicators in technical 
analysis are the Relative Strength Index (RSI) and the Moving 
Average Convergence Divergence (MACD). Both pf these methods 
have been created to support the traders in determining the 
potential momentum fluctuations or shifts, it also supports setting 
the entry or exit signals, and trend reverses and corrections. Given 
that MACD analyzes the correlation between the moving averages 
to identify shifts in market momentum, where on the other hand 
the RSI assesses the speed and magnitude of price movements 
to identify overbought and oversold circumstances. (Singh and 
Priyanka 2025)

Aside of their wide popularity, the accuracy of these indicators 
during times of high market stress remains a significant concern 
in all times. Financial crises and geopolitical conflicts that occur 
worldwide can result into a significantly elevated levels of volatility, 
risk repricing, and panic-driven trading behavior that is a result 
of the sentimental changes in the trader's behavior, any reaction 
that is based on emotions or reactions will also impact the market. 
Under such form of circumstances, the price dynamics may in a way 
be different from the standard and the normal market patterns, 
therefore this might be resulting in reducing the efficiency of 
common technical indicators or in some cases it could be leading 
into generating a delayed and inaccurate trading signals.

Moreover; recent market developments dynamics have pointed 
out such concerns that included as mentioned the geopolitical 
concerns, tariff-driven trade wars, and uncertain macroeconomic 
conditions around the world all these factors have had a significant 
role in resulting in a form of high levels of market volatility by the 
year 2023, in additionally even during a rough and challenging 
macroeconomically environment, significant key assets in the 
market such as gold, S&P 500, and the Nasdaq have all succeeded 
to reach historical records. These developments have generated 
significant concerns about whether those technical indicators that 
are commonly used can still deliver real time and accurate warnings 
during times of geological instability and economic uncertainty. 
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(Moodley 2026)
The aim of this research paper is to study and evaluate the 

accuracy of the two popular momentum indicators the Relative 
Strength Index (RSI) and the Moving Average Convergence 
Divergence (MACD) perform during circumstances and conditions 
of high market volatility triggered on by significant geopolitical and 
economic crises. Furthermore, this study studies whether crossover 
signals generated through the RSI and MACD indicators can be still 
predictably reliable in unstable market conditions or whether their 
performance becomes less accurate as there is a form of instability 
and systemic risk rise.

In order to address this concern, the study considers indicator 
signals from major significant types of assets, which include gold, 
Brent crude oil, the S&P 500 index, and the Nasdaq Composite 
index, noting that these assets were specifically selected because 
of their importance on a global scale, liquidity, and sensitivity to 
the macroeconomic changes and geopolitical changes. Although 
crude oil prices are extremely sensitive to the geopolitical tensions, 
supply interruptions, and worldwide economic activity, the gold has 
historically been a safe-haven asset during all the difficult times. 
Moreover, the Nasdaq Composite and S&P 500 represent a crucial 
benchmark for international equity markets and can demonstrate 
the investor's sentiment and the tolerance for risks of these 
investors.

Moreover; as mentioned this study focus on several important 
phases of financial market crisis in the recent past two decades. 
These include the 2008-2009 Global Financial Crisis, the market 
disruption caused by the COVID-19 pandemic in 2020, the inflation 
and geopolitical volatility associated with the Russia-Ukraine 
conflict in 2022, and the banking sector stress episode observed in 
2023 as a result of Silicon Valley Bank's collapse and instability in 
several financial institutions. These periods illustrate various forms 
of economic and financial shock that had a substantial impact on 
global financial markets. (Zakry and others 2026)

Now, by aiming to compare the performance of the RSI and 
MACD signals performance of RSI and MACD signals during 
times of crisis to their performance during a more stable 
market conditions in order to discover whether traditional 
technical indicators remain dependable tools during extreme 
market instability. The findings aim to contribute to a better 
understanding and also becoming more acquainted with of 
technical analysis in unstable market conditions, while also 
providing practical recommendations that can assist traders, 
analysts, and institutional investors improve decision-making and 
risk management strategies throughout times of macroeconomic 
uncertainty.

1.2 Research Questions
1.	 To what extent do the MACD and RSI, maintain their 

predictive accuracy during periods of extreme market 
volatility caused by major economic and geopolitical crises?

2.	 Does the effectiveness of these indicators vary across 
different asset classes and types of market shocks?

3.	 Can we rely on the MACD and RSI on daily time frame signals 
to trade during market volatility.

MATERIALS AND METHODS
This study implements a quantitative approach that evaluates 

the accuracy of frequently applied technical indicators during 
periods of increased market volatility that is a consequence of the 
major economical and geopolitical crises that occur in the world the 
past two decades. This research paper focuses on determining and 
measuring the dependability of momentum-based technical signals 
generated by the Relative Strength Index (RSI) and Moving Average 
Convergence Divergence (MACD) across the global financial crises 
that has impacted the world and the financial market that have 
occurred between the year 2008 and 2023. (TradingView 2026)

2.1 Data Selection and Asset Classes
The analysis mainly conducted on daily price data for four 

significant financial assets, including both commodity and equities 
markets. Gold, Brent crude oil, the s&p 500 index, and the Nasdaq 
Composite index were among the selected assets. These assets were 
chosen for their global significance, high liquidity, and susceptibility 
to macroeconomic developments and geopolitical events.

Among ages, the gold is commonly classified as an safe-haven 
asset, which leads to an increase of interest from shareholders 
to during times of uncertainty and financial stress. Brent crude 
oil is a significant benchmark for global energy markets, and it is 
particularly sensitive to geopolitical tensions, supply interruptions, 
and changes in global economic activity. Meanwhile, the S&P 500 
and Nasdaq Composite indices are two of the most important global 
equity market benchmarks, signaling broader investor sentiment, 
technical sector performance, and general risk appetite.

Therefore; the daily pricing data allows an accurate evaluation 
that is more detailed of short-term market reactions to technical 
signals while being consistent throughout several crisis periods.

2.2 Technical Indicators
Two of the two popular momentum indicators: the Moving 

Average Convergence Divergence (MACD) and the Relative Strength 
Index (RSI) are mainly examined in this study and these indicators 
were selected because traders and analysts frequently rely on them 
to identify and address the potential trend reversals, momentum 
shifts, and entry or exit opportunities.

In order to determine on whether the market is overbought or 
oversold, the RSI is calculated using the standard 14-period setup. 
It measures the speed and magnitude of price changes of price 
movement and fluctuations. Overbought conditions are typically 
indicated by values above 70, whereas on the other hand oversold 
conditions are indicated by values below 30.

The MACD indicator is calculated using the commonly applied 
parameters of 12-period and 26-period exponential moving 
averages, with a 9-period signal line. The MACD measures the 
relationship between short-term and long-term momentum and 
generates trading signals when the MACD line crosses above or 
below the signal line.

2.3 Signal Identification

Trading signals are identified according to the commonly used 
crossover rules associated with each indicator.

When the RSI indicator crosses over 30, it provides a positive 
signal, which mainly tend to indicate a possible move from 
oversold to upward momentum, whereas a negative signal is 
issued when the RSI falls below 70, this could be a signal that 
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overbought conditions may be reversing. On the other hand the 
MACD indicator a bullish signal occurs when the indicator MACD 
line crosses over the signal line, which is indicating an increasing 
upward momentum, moreover; as the MACD line crosses below 
the signal line, it indicates that momentum is decreasing and 
that prices are likely to fall.

These signal definitions reflect frequently used technical 
analysis standards and provide the investor to consistent signal 
identification throughout market conditions.

2.4 Crisis Period Selection
To evaluate indicator performance under different market 

conditions, the study examines four major periods of financial 
market stress: the Global Financial Crisis (2008–2009), the 
COVID-19 pandemic shock (2020), the inflation and geopolitical 
volatility associated with the Russia–Ukraine conflict in 2022, 
and the banking sector crisis episode observed in 2023. These 
events were selected due to their substantial impact on investor 
sentiment, market liquidity, and price volatility across both 
commodity and equity markets. (Cheema, Faff, and Szulczyk 
2023)

2.5 Signal Evaluation Method
The study evaluates the subsequent price performance 

following each RSI and MACD signal to assess their accuracy 
and efficiency. The methodology specifically examines at price 
movement during a 10-day trading timeframe following the 
generation of each signal.

A signal is considered to be successful if the asset price moves 
in the expected direction during the 10-day time frame. Bullish 
signals are classified as successful if they result in a positive 
price movement after the signal, whereas bearish signals are 
considered successful if prices fall throughout the evaluation 
time.

The 10-day evaluation is selected in order to capture short-
term momentum following the technical signals while reducing 
the influence of short-term market fluctuation, because the 
momentum indicators such as RSI and MACD typically require 
several trading sessions for signals to fully develop, especially in 
a highly volatile environments whereas a more short evaluation 
window may therefore fail to capture the full impact of the 
signal, meanwhile a long horizons may introduce an additional 
market changes that has nothing to do with the original indicator 
signal.

Therefore, a specific 10-trading-day period would perhaps 
provide a balanced framework for measuring signal accuracy 
and effectiveness as it provides a sufficient time duration for 
momentum shifts to take place meanwhile also reduce the 
impact of irrelevant macroeconomic developments or additional 
market shocks that could change and impact the appraisal of 
the original technical signal so Tas mentioned the 10 trading day 
period time frame also contributes to consistent results when 
adjusting to compare indicator performance across assets and 
crisis periods.

Along with evaluating the price performance after each and 
every signal, the study evaluates how both the frequency and 
also the responsiveness of RSI and MACD signals fluctuation 

and changes during times of an increased volatility, in fact, the 
financial crises usually result in rapid fluctuations in prices and 
increased market noise and this leads to causing momentum 
indicators to generate signals more frequently and in other 
cases it provide contradicting signals in short periods of time. 
Observing these patterns provides more information that 
must be studied when evaluating the effectiveness of technical 
indicators during extreme market conditions.

The full dataset of trading signals used in the analysis is 
presented in Appendix A.

RESULTS

3.1 Global Financial Crisis (2008–2009)
This section  demonstrates the empirical data from studying 

the effectiveness of the Moving Average Convergence Divergence 
(MACD) and the Relative Strength Index (RSI) during the Global 
Financial Crisis of 2008-2009. The investigation focused on four 
important financial assets representing various asset classes: 
gold, the S&P 500 index, the Nasdaq-100 index, and Brent crude 
oil.

Using daily price data, the trading signals generated by both 
indicators were discovered using the principles outlined in the 
methodology section. For each signal, the market price at the 
signal date was compared to the closing price ten trading days 
later to assess the indicator's predictive ability. However a bullish 
signal was considered successful if the price have increased after 
ten trading days, perhaps a bearish signal was also considered 
successful if the price have declined during the same time period. 
Therefore; The following subsections would summarize the 
studied and observed signals across the analyzed assets.

3.1.2 Evaluating the Performance of MACD and 
RSI Indicators on Gold During the Global Financial 
Crisis 

During the Global Financial Crisis that have started in 2008, 
the gold market have experienced back then a significant 
volatility in which the investors have increasingly turned to 
the gold that is known to be the safe-haven asset among the 
widespread financial instability. Amd its important to highlight 
that MACD indicator have then generated 20 trading signals 
between both years 2008 and 2009 but many of these signals 
captured a form of a short-term directional movements among 
the gold market as prices have witnessed fluctuation during 
that time period of uncertainty. Also several bullish signals have 
taken place during the phases of recovery that were following 
temporary market corrections noting that bearish signals were 
often generated during short-term pullbacks within broader 
upward movements.

And during the same time frame, the RSI indicator gave out 
seven indications, because of the indicator's design, which 
requires extreme overbought or oversold conditions to generate 
such indications, in short, the RSI indicator have produced less 
alerts than MACD. However, some RSI indications correlated 
with significant turning points in the gold market, in particular 
during times of increased demand for safe-haven assets.
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3.1.3 Evaluating the Performance of MACD and 
RSI Indicators on S&P 500 Index During the Global 
Financial Crisis  

During the Global Financial Crisis, the S&P 500 index 
witnessed one of the greatest drops in recent financial history, 
factors as extreme volatility, significant price drops, and sudden 
recovery periods have occurred in the market collapse.

During the crisis, the MACD indicator have generated 23 
signals. While some of these signals emphasized the challenge 
of interpreting momentum indicators during sudden market 
shocks, others were successful in identifying short-term trend 
reversals. At times, particularly during those in which we call 
extremely volatile circumstances, MACD signals appeared after 
significant price changes had already occurred due to quick 
price swings.

But during the exact time period, the RSI indicator gave five 
signals. Because RSI requires extreme market conditions in 
order to generate indications, it generated considerably fewer 
signals than the indicator MACD. Yet several of these indications 
appeared near significant market turning points, particularly 
during oversold conditions following the market crash in late 
2008.

3.1.4 Evaluating the Performance of MACD and RSI 
Indicators on Brent Crude Oil Index During the 
Global Financial Crisis   

During the financial crisis, crude oil prices have fluctuated 
significantly. Brent crude oil reached historic highs in mid-2008 
before declining rapidly as global economic activity slowed and 
expectations for demand has decreased.

From 2008 to 2009, the MACD indicator generated 21 
indications. While several of these indications identified short-
term market trends, the extraordinary volatility in oil prices 
referred to several signals were immediately invalidated by the 
price reversals.

In comparison to the RSI indicator that on its behalf have 
produced four signals in the same time duration. Although fewer 
in number of signals but these signals emerged during periods 
of a high volatility in the prices and were frequently connected 
with major turning moments in the oil market.

3.1.5 Evaluating the Performance of MACD and RSI 
Indicators on Nasdaq-100 Index Index During the 
Global Financial Crisis   

During the financial crisis, the Nasdaq-100 index tracked 
the broader equities market, but with substantially higher 
volatility due to its heavy concentration in technology-related 
companies. During this time, the MACD indicator produced 18 
signals. While some of these signals correctly anticipated short-
term trend reversals, others demonstrated the difficulties of 
using momentum-based indicators in circumstances typified by 
intense and rapidly changing market conditions.

On the other hand, the RSI indicator generated only four 
alerts throughout the same time period. Consistent with 
observations across other asset classes, RSI signals were less 
frequent because the indicator requires prices to reach more 
extreme momentum levels before generating overbought or 
oversold conditions. During times of increased market volatility, 

RSI tended to provide fewer but more selective signals. 

3.1.6 Summary of Indicator Performance

Asset Indicator
Total 
signals

Correct 
signals

Accuracy

Gold MACD 20 16 80.0%
Gold RSI 7 5 71.0%
S&P 500 MACD 23 16 69.6%
S&P 500 RSI 5 3 60.0%
Brent Crude 
Oil

MACD 21 11 52.4%

Brent Crude 
Oil

RSI 4 3 75.0%

Nasdaq-100 MACD 18 10 55.6%
Nasdaq-100 RSI 4 2 50.0%

According to the data collected, the MACD indicator have 
provided a significantly greater number of trading signals 
across all investigated assets than the RSI indicator. The result 
is consistent with MACD's structural architecture, which 
responds more rapidly to changes in price momentum and the 
evolution of market trends.

In comparison, the RSI indicator provided a fewer alerts 
because it requires market movements to reach specified 
overbought or oversold levels before initiating potential trade 
signals. As a result, while RSI indications were less common, 
they tended to occur near major market turning moments, 
where momentum fatigue or potential reversals were more 
likely.

According to the data, the MACD indicator provided a 
significantly greater number of trading signals across all 
investigated assets than the RSI indicator. This conclusion is 
consistent with MACD's structural architecture, which responds 
more rapidly to changes in price momentum and the evolution of 
market trends.

On the other hand and in comparison, the RSI indicator 
produced fewer alerts because it requires market movements 
to reach preset overbought or oversold levels before triggering 
potential trade signals. As a result, while RSI indications were 
less common, they tended to occur near major market turning 
moments, where momentum fatigue or potential reversals were 
more likely.

3.1.7 Indicator Accuracy Comparison During the 
Global Financial Crisis

Table 1  Summarizes the performance of both indicators 
across the analyzed assets during the Global Financial 
Crisis.

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 35

IFTA.org


Figure 1 above shows the accuracy comparison of signals for 
both indicators the MACD and RSI signals across the four assets 
evaluated during the Global Financial Crisis. The results reveal 
that the MACD indicator created more signals, whereas the RSI 
produced fewer but more accurate indications, especially in 
commodity markets.

3.1.8 Signal Frequency Comparison During the 
Global Financial Crisis

Asset MACD signals RSI signals
Gold 20 7
S&P 500 23 5
Brent Oil 21 4
Nasdaq-100 18 4

RSI throughout the global financial crisis. MACD provided 
have idicated alot more signals and as a result of its sensitivity 
to the momentum changes, whereas on the other hand the 
indicator RSI provided less signals given that it requires 
extreme overbought or oversold conditions beofre stimulating 
the trades.

3.2 COVID-19 Market Crisis (2020)
The COVID-19 pandemic caused one of the most violent 

market crashes throughout the modern financial history in 
fact, the pandemic have started in February 2020 that’s when 
the global financial markets became more volatile specially 
when the governments around the world have implemented a 
lockdown measures and economic activity slowed significantly 
therefore the equity markets have recorded a significant decline 
in March 2020, in contrast the commodities and safe-haven 
investments responded severely to the increased uncertainty 
that the global health crisis have caused.

However; the same methodology as described in the previous 
section was used to study and evaluate the behavior of technical 

indicators throughout this time period. Trading signals created 
by the Moving Average Convergence Divergence (MACD) and 
Relative Strength Index (RSI) indicators were identified using 
daily price data from January to September 2020.

Moving Average Convergence Divergence (MACD) and 
Relative Strength Index (RSI) indicators were identified on daily 
price charts between January 2020 and September 2020 for four 
major assets: gold, the S&P 500 index, the Nasdaq-100 index, 
and Brent crude oil.

Each signal was evaluated using the ten-day price comparison 
method described earlier. A bullish signal was considered 
successful if the price increased after ten trading days, while a 
bearish signal was considered successful if the price declined 
over the same period.

3.2.1 Evaluating the Performance of MACD and RSI 
Indicators on Gold During the COVID-19 Market 
Crisis

During the COVID-19 pandemic crisis, investors demanded 
protection from financial market uncertainty and that’s 
where the gold played a crucial part. During the period that is 
under examination, the MACD indicator generated five trade 
signals. Several of these signals correctly predicted short-term 
directional fluctuations in gold prices as the market responded 
to shifts in investor mood and monetary policy expectations.

Also, throughout the same timeframe, the RSI indicator 
sent out three signals. As seen in the last crisis analysis, RSI 
produced less signals because it relies on extreme overbought 
or oversold situations to provide a trading signal. Despite the 
modest number of signals, numerous RSI indications were 
associated with significant price corrections in the gold market.

3.2.2 Evaluating the Performance of MACD and RSI 
Indicators on S&P 500 Index During the COVID-19 
Market Crisis  

During the initial COVID-19 pandemic crisis, the S&P 500 
recorded one of its fastest declines in history, followed by a 
rapid recovery supported by large-scale monetary and fiscal 
stimulus.

During this point in time, the MACD indicator generated 
four trading signals. Several of these signals have reflected the 
significant directional shifts that occurred during the March 
2020 market meltdown and following recovery phase, whereas 
when comparing that to the RSI indicator generated four alerts. 
Because of the quick rate of market moves during the crisis, 
several RSI indications arrived after large price changes had 
already occurred. This highlights the difficulties associated with 
using oscillators in extremely volatile market conditions.

3.2.3 Evaluating the Performance of MACD and RSI 
Indicators on Brent Crude Oil During the COVID-19 
Market Crisis  

The crude oil market faced extreme volatility during the 
COVID 19 epidemic back when the global demand has decreased 
in response to all the travel restrictions that have occured and 
the worldwide economic shutdowns, the Oil prices decreased 
significantly in early 2020 before stabilizing later in that year.

During that particular time the MACD indicator has generated 

Figure 1   Accuracy of MACD and RSI signals across assets 
during the Global Financial Crisis

Table 2 Number of trading signals generated by MACD and 
RSI during the Global Financial Crisis
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six indications. although many of these signals has accurately 
predicted short-term market movements, the high volatility in 
oil prices often resulted in an unexpected reversal on its behalf 
reducing the predictive reliability of some signals. whereas the 
RSI indicator produced four signals throughout the same time 
period and these indications came around extreme market 
conditions and were linked to important price turning moments 
following the sharp drop in oil prices in the first half of 2020.

3.2.4 Evaluating the Performance of MACD and RSI 
Indicators on Nasdaq - 100 During the COVID-19 
Market Crisis  

The Nasdaq-100 index noticed significant volatility in the 
early stages of the COVID-19 crisis, but recovered quickly as 
technology businesses benefited from increased digital activity 
throughout the epidemic.

so first; The MACD indicator generated ten trade signals 
between January and September 2020 yet Several of these 
indications reflected the technology sector's strong upward 
momentum following the initial market collapse, on the other 
hand we study the RSI indications in which RSI indicator 
produced seven signals throughout the same time period. As 
with other assets, RSI signals were less frequent and more likely 
to emerge amid extreme market situations.

3.2.5 Summary of Indicator Performance

Asset Indicator
Total 
signals

Correct 
signals

Accuracy

Gold MACD 5 3 60.0%
Gold RSI 3 2 66.7%
S&P 500 MACD 4 3 75.0%
S&P 500 RSI 4 2 50.0%
Brent Crude 
Oil

MACD 6 4 66.7%

Brent Crude 
Oil

RSI 4 2 50.0%

Nasdaq-100 MACD 10 8 80.0%
Nasdaq-100 RSI 7 3 42.9%

Author’s calculations based on TradingView data (2026)

The outcomes demonstrate that the MACD indicator 
generated more trading signals across most assets than the RSI 
and this indicates the MACD's sensitivity to momentum shifts 
and short-term trend creation.

In comparison by the RSI indicator which generated less 
signals because it requires the market to reach extreme 
momentum conditions before giving trade signals and when 
the COVID-19 crisis happened the rapidity of market moves 
reduced the effectiveness of RSI signals, especially in equities 
markets where abrupt reversals happened in short time 
intervals. Therefore, the results indicate that momentum-based 

indicators like MACD may respond more effectively to rapid 
market changes, whilst oscillators like RSI may perform better 
in clearer mean-reversion conditions.

3.2.6 Accuracy of MACD and RSI Trading Signals 
During the COVID-19 Market Crisis

Figure 2 compares the accuracy of MACD and RSI trading 
signals across the assets studied during the COVID-19 market 
crisis. The results demonstrate that MACD performed better in 
equities markets during this period of high volatility, apart from 
RSI which has produced fewer signals and had lower predictive 
accuracy across multiple assets.

3.2.7 Signal Frequency Comparison (COVID)

 

Asset MACD signals RSI signals
Gold 5 3
S&P 500 4 4
Brent Oil 6 4
Nasdaq-100 10 7

Author’s calculations based on TradingView data (2026)

Table 4 represents the total number of trade signals produced 
by the MACD and RSI indicators during the COVID-19 crisis. 
MACD provided more indications due to its sensitivity to 
momentum changes, although RSI generated less signals since 
it requires extreme overbought or oversold levels to initiate 
trades.

3.3 Inflation Shock and Geopolitical Tensions 
(2022)

The year 2022 was characterized by a unique combination 

Table 3  The performance of both indicators during the 
COVID-19 crisis

Figure 2  Indicator accuracy comparison signals during 
the COVID-19 market crisis

Table 4   Number of MACD and RSI signals generated 
during the COVID-19 Crisis
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of macroeconomic and geopolitical shocks that significantly 
affected global financial markets. Inflation rates in major 
economies reached multi decade highs, prompting central 
banks to implement aggressive monetary tightening policies. 
At the same time, the outbreak of the Russia–Ukraine conflict 
in February 2022 triggered major disruptions in global energy 
and commodity markets. These developments generated 
heightened volatility across equity, commodity, and currency 
markets, making 2022 an important period for evaluating 
the performance of technical indicators under conditions of 
elevated macroeconomic uncertainty.

3.3.1 Summary of Indicator Performance During 
the Inflation Shock and Geopolitical Tensions 
(2022)

 

Asset Indicator
Total 
sig-
nals

Correct 
sig-nals

Accura-
cy

Gold MACD 8 4 50.00%
Gold RSI 3 2 66.70%
S&P 500 MACD 9 5 55.60%
S&P 500 RSI 3 2 66.70%
Brent Crude 
Oil

MACD 9 4 44.40%

Brent Crude 
Oil

RSI 2 2 100.00%

Nasdaq-100 MACD 12 5 41.70%
Nasdaq-100 RSI 3 1 33.30%

Author’s calculations based on TradingView data (2026)

The results presented in Table 5 summarize the performance 
of the MACD and RSI indicators across the analyzed assets 
during the Inflation Shock and Geopolitical Tensions period 
in 2022. The MACD indicator generated a higher number of 
trading signals compared with RSI across all assets, reflecting 
its sensitivity to changes in price momentum and trend 
development.

In contrast, the RSI indicator produced fewer signals because 
it requires the market to reach extreme overbought or oversold 
conditions before generating trading signals. As a result, RSI 
signals occurred less frequently but occasionally aligned with 
significant market turning points.

Indicator performance during the 2022 crisis was generally 
lower compared with earlier crisis periods analyzed in this 
study. The persistent macroeconomic trends driven by 
aggressive monetary tightening, elevated inflation, and 
geopolitical uncertainty created prolonged directional market 
movements, which reduced the reliability of short-term 
momentum signals.

Commodity markets such as gold and Brent crude oil 
demonstrated relatively stronger RSI performance, while equity 
indices including the S&P 500 and Nasdaq-100 exhibited lower 
predictive accuracy. This reflects the difficulty of applying 
technical momentum indicators during sustained macro-driven 
market adjustments.

3.3.2 Indicator Accuracy Comparison Across Assets 
(2022 Crisis)

Figure 3 compares the predictive accuracy of MACD and RSI 
signals during the 2022 inflation shock and geopolitical crisis 
period. While MACD generated a larger number of signals, RSI 
occasionally demonstrated higher accuracy due to its ability 
to capture extreme market conditions. However, the limited 
number of RSI signals reduces its responsiveness to frequent 
market movements.

3.3.3 Signal Frequency Comparison During the 
Inflation Shock (2022)

Asset MACD signals RSI signals
Gold 8 3
S&P 500 9 3
Brent Crude Oil 9 2
Nasdaq-100 12 3

Author’s calculations based on TradingView data (2026)

Table 6 illustrates the number of trading signals generated by 
the MACD and RSI indicators across the analyzed assets during 
the 2022 inflation and geopolitical shock period. As expected, 
the MACD indicator produced a significantly higher number  
 

Table 5  Indicator performance during the inflation shock 
and geopolitical tensions (2022)

Figure 3  Accuracy of MACD and RSI signals during the 
2022 inflation shock and geopolitical crisis period

Table 6 Indicator performance during the inflation shock 
and geopolitical tensions (2022)
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of signals compared with RSI due to its greater sensitivity to 
changes in price momentum. 

3.4 Banking Sector Stress and Monetary Policy 
Uncertainty (2023)

back in 2023 the financial markets faced increasing volatility 
as a consequence of the stress that has occurred in the global 
banking and the continuous monetary policy uncertainty 
and during the collapse of Silicon Valley Bank in March 
2023 and alongside the subsequent instability across many 
financial institutions, sparked severe reactions in the equities, 
commodities, and safe-haven markets. At the same time, central 
banks maintained restrictive monetary conditions in response 
to persistent inflation, increasing the investor's uncertainty and 
these developments resulted in a period of increased market 
volatility, making it important to assess the performance of 
technical indicators in the context of renewed financial stress.

3.4.1 Summary of Indicator Performance During 
Banking Sector Stress and Monetary Policy 
Uncertainty (2023)

 
 
 

Asset Indicator
Total 
signals

Correct 
signals

Accura-
cy

Gold MACD 7 3 42.90%
Gold RSI 2 1 50.00%
S&P 500 MACD 6 4 66.70%
S&P 500 RSI 2 1 50.00%
Brent Crude 
Oil

MACD 7 2 28.60%

Brent Crude 
Oil

RSI 3 2 66.70%

Nasdaq-100 MACD 9 4 44.40%
Nasdaq-100 RSI 3 1 33.30%

Author’s calculations based on TradingView data (2026)

As a start, involving with the previous crises evaluated in 
this study, the MACD indicator produced more signals than the 
RSI where on its behalf highlights the momentum-based aspect 
of the MACD indicator that reacts quickly to shifts in trend 
direction, also during the banking stress phase the markets 
experienced regular momentum shifts as investor sentiment 
changed frequently in response to developments in the financial 
sector.

Also, RSI signals remained restricted across all assets and 
this is because the RSI indicator required prices to reach 
extreme levels before triggering signals, and it generated 
less possibilities during a time that is distinguished by trend 
modifications than during repeated overbought or oversold 
circumstances.

Moving forward, performance changed slightly between 
asset classes. Gold, which is often known as a safe-haven 
asset during times of financial instability have demonstrated 
relatively low indication accuracy as prices reacted strongly to 
banking sector developments. Equity indices that included the 
S&P 500 and Nasdaq-100 were showing a mixed performance 
showing the impact of both banking sector concerns and 
evolving expectations for central bank policies.

Nevertheless; Brent crude oil had the lowest MACD accuracy 
among the assets that has been studied in this research 
paper. During the banking sector crisis the oil prices were not 
just influenced by the financial market sentiments, but also 
by supply-side variables and global economic expectations, 
reducing the efficiency of momentum based indicators.

3.4.2 Indicator Accuracy Comparison Assets During 
the 2023 Banking Stress

The forecasting accuracy of the MACD and RSI indicators across 
the examined assets all through the 2023 banking sector stress 
period is shown in Figure 4.8 above. where the comparison reveals 
that different asset, classes had different levels of indicator efficacy, 
which reflects variations in the market's structure and the type of 
price fluctuations that occurred during this phase.

In comparison to the other assets under the study and analysis 
i this research paper the researcher addressed that the S&P 500 
showed relatively stronger MACD performance, indicating that 
momentum-based signals were more successful in identifying 
directional changes in the overall equities market during this 
time and on the other hand the gold has performed moderately on 
both measures, which is in line with its function as a safe-haven 
asset responding to changes in investor sentiment and financial 
instability.

The MACD performance of Brent crude oil was weaker 
during this time, which indicated that that supply-side changes 
and broader macroeconomic expectations had an impact on 
oil prices in addition to short-term market momentum. RSI 
recorded more extreme market turning times, therefore even if 
its signals were less frequent, it demonstrated somewhat more 
reliable performance in some assets.

Table 7  Summary of indicator performance during the 
banking sector stress (2023)

Figure 4  Indicator accuracy comparison across assets 
auring the 2023 banking stress
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Therefore, when taking all together the data indicates 
that, during the banking stress period, RSI offered fewer but 
occasionally more selective signals, whereas MACD produced 
more opportunities and its predictive success was highly 
dependent on the asset under analysis.

3.4.3 Signal Frequency Comparison During the 
2023 Banking Sector

Asset MACD signals RSI signals
Gold 7 2
S&P 500 6 2
Brent Crude Oil 7 3
Nasdaq-100 9 3

Author’s calculations based on TradingView data (2026)

Table 8 compares the number of trading signals generated 
by the MACD and RSI indicators across the analyzed assets 
during the 2023 banking sector stress period. The results 
demonstrate that the MACD indicator delivered significantly 
more signals than the RSI in all asset classes which reveals how 
the MACD's reflect higher sensitivity to short-term changes in 
price momentum and trend direction. however, the higher signal 
frequency observed in MACD shows that markets experienced 
repeated momentum volatility during this time as investors 
reacted to banking sector developments and changing in 
expectations regarding the monetary policy, compared to the 
RSI indicator which have delivered fewer signals and this can 
be explained because it requires prices to reach more extreme 
overbought or oversold levels before a signal is issued.

 in short, the data shows that MACD was more responsive 
to the variations that defined the 2023 banking sector stress 
environment, but RSI was more selective, producing indications 
only during stronger market extremes.

3.5 Cross-Crisis Indicator Performance Comparison

Crisis
MACD 
Average 
Accuracy

RSI Average 
Accuracy

Global Financial 
Crisis

64.4% 64.0%

COVID-19 Shock 56.3% 62.5%
Inflation & 
Geopolitical Shock

47.9% 66.7%

Banking Sector 
Stress

45.7% 50.0%

Author’s calculations based on TradingView data (2026)

The cross-crisis analysis reveals significant changes in 
the MACD and RSI indicators' performance across market 
circumstances. throughout the Global Financial Crisis, 
both indicators showed relatively high prediction accuracy, 
indicating the presence of long-term market trends and rapid 
price reversals.

Despite this, during the COVID-19 market shock, RSI had 
slightly better predictive performance because the intense 
market fluctuations caused more frequent overbought and 
oversold positions. In contrast, the Inflation and Geopolitical 
Shock era of 2022 showed reduced MACD accuracy, as markets 
were highly influenced by macroeconomic events and policy 
uncertainty rather by consistent momentum patterns.

The 2023 banking sector stress incident had the lowest 
MACD accuracy of the crises examined in this research paper, 
demonstrating the complex and fast changing nature of market 
movements during this time period. Perhaps the comparison 
indicates that indicator effectiveness varies with market 
volatility and the underlying determinants of price fluctuations.

DISCUSSION

4.1 Overview of Findings
This research paper examined the predictive performance 

of two widely used technical indicators, Moving Average 
Convergence Divergence (MACD) and Relative Strength Index 
(RSI) in across multiple financial assets during four periods 
of market crisis: The Global Financial Crisis (2008-2009), the 
COVID-19 market shock (2020), the inflation and geopolitical 
volatility of 2022, and the banking sector crisis occurring back 
in 2023.

the key findings from the analyzing the result of this study 
demonstrate that the effectiveness of technical indicators 
differs based on the market situation, asset class, and the 
underlying sources of volatility. but certainly, the MACD 
indicator generated more trade signals during all crises, 
demonstrating its sensitivity to changes in price momentum 
and trend direction. The results of this research paper can be 
compared to previous research by (Melda and Mira 2025) in 
which the findings conclude that the Relative Strength Index 
(RSI) is more ideal for identifying overbought and oversold 
market conditions, whereas the Moving Average Convergence 
Divergence (MACD) is effective in detecting market momentum 
and longer-term trend direction whereas the results of this 
study are partially consistent with these findings the RSI 
indications demonstrated less frequently during the crisis 
periods investigated since the indicator required severe 
momentum levels to produce overbought or oversold conditions. 
on the other hand, the MACD indicator have generated more 
signals since it reacts faster to shifts in market momentum and 
trend direction.

However; Across the major crises that have occurred during 
the past two decades, MACD frequently responded faster to 
swings in market momentum, although RSI tended to capture 
more selective turning points during moments of dramatic price 
volatility.

Table 8  Signal frequency comparison of MACD and RSI 
during the 2023 banking sector stress

Table 9  Cross crisis indicator accuracy across market 
crises
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4.2 Indicator Behavior Across Different Market 
Conditions

The analysis reveals that market structure and the nature of 
volatility have a significant impact on indicator performance, 
especially during the Global Financial Crisis, markets had 
experienced strong directional trends and quick reversals, 
making MACD and RSI reasonably good predictors. During 
this time, momentum-based indicators were able to record 
considerable price swings due to the presence of strong market 
cycles.

During the COVID-19 pandemic market shock and the market 
swings caused quick shifts between oversold and overbought 
levels. In such cases, RSI signals became more effective at 
detecting key turning moments, although MACD continued to 
give numerous alerts in reaction to big momentum fluctuations.

Compared to that, inflation-driven volatility in 2022 created 
a more complicated trading environment, with markets 
influenced not only by price momentum but also by larger 
macroeconomic issues like as monetary policy tightening, rising 
interest rates, and geopolitical developments. These structural 
factors impacted the effectiveness of only using momentum-
based indicators, resulting in lower forecast accuracy for MACD 
across several assets. A similar pattern was demonstrated 
during the 2023 banking sector stress incident, when financial 
markets were mostly driven by fluctuations in investor mood 
and changing assumptions about the financial system's viability. 
The quick and sentiment-driven character of these moves 
resulted in short-term price changes, reducing the reliability of 
momentum signals across many asset classes.

4.3 Differences Across Asset Classes
The research results also demonstrate substantial differences 

in indicator performance across asset types. Gold, which 
recognized as safe-haven asset during times of financial stress, 
performed in balance between the two indicators. During 
market stress, gold prices can react significantly to fluctuations 
in risk perception and increased investor demand for defensive 
assets. These circumstances generate clearer and more lasting 
technical patterns, allowing momentum indicators to capture 
price signals more consistently than in more turbulent market 
environments.

On the other hand, stock indices such as the s&p 500 
and Nasdaq-100 had more volatile indicator performance. 
Macroeconomic expectations, corporate earnings, and 
monetary policy changes all have an impact on stock markets. 
These factors can cause complex price dynamics, which reduces 
the effectiveness of basic momentum-based signals. However; 
Brent crude produced the most inconsistent results among 
the assets studied therefore its shown that the oil prices 
are significantly influenced by supply-demand imbalances, 
geopolitical upheavals, and fluctuations in global economic 
activity, resulting in abrupt and erratic price movements that 
are difficult to detect using typical technical indicators.

4.4 Implications for Traders and Market 
Participants

The findings of this research show that traders and analysts 
should take consideration of the larger market situation while 

using technical indicators. While MACD's responsiveness 
to price momentum may result in more frequent trading 
opportunities, the accuracy of these signals differs depending 
on the asset class and market conditions.

Although the Relative Strength Index (RSI) indicator 
delivers signals less frequently, it may be especially effective in 
identifying significant turning points during periods of extreme 
market conditions. Integrating RSI with other indicators, such 
as MACD, or combining it with additional analytical tools, might 
improve trading methods, especially during times of increased 
market uncertainty. Thus, the results we obtained demonstrate 
that technical indicators should not be used in isolation; rather, 
their usefulness improves when understood within the larger 
economic and market context, allowing for more informed 
decision-making in volatile financial situations.

4.5 Limitations of the Study
Despite providing useful insights concerning indicator 

performance during various crises, this study has some 
limitations. The analysis focuses on a small number of assets 
and variables that has been selected, which may not adequately 
represent the diverse variety of instruments available in global 
financial markets. 

Future study could overcome these constraints by broadening 
the analysis to include and study more technical indicators, 
longer time periods, and a wider range of asset classes.

CONCLUSION

5.1 Summary
The aim of this research paper is to test the accuracy and 

effectiveness of two widely used technical indicators, the 
Moving Average Convergence Divergence (MACD) and the 
Relative Strength Index (RSI), across four major periods of 
financial market stress: the Global Financial Crisis (2008–
2009), the COVID-19 market shock (2020), the inflation and 
geopolitical volatility of 2022, and the banking sector stress of 
2023. Using daily price data from gold, the S&P 500 index, the 
Nasdaq-100 index, and Brent crude oil, the research assessed 
trading signals that are generated by both indicators through a 
ten-day forward price comparison method.

to conclude all above; it was founded that the performance of 
technical indicators is heavily influenced by both the dynamics 
of the market environment and the structure of the issue that 
lies beneath it, in other words, during the Global Financial 
Crisis, both MACD and RSI demonstrated strong predictive 
performance, indicating the presence of distinct directional 
trends and sharp market reversal. In contrast, the quick and 
unusual market fluctuations experienced during the COVID-19 
shock made technical signals more difficult to interpret, 
however momentum-based indicators such as MACD were 
nevertheless able to detect many key shifts in market direction.

During the banking sector crisis back in the year 2023 and 
the inflation-driven volatility of 2022, which were identified 
by significant macroeconomics factors, monetary policy 
uncertainty, and sentiment-driven market behavior, indicator 
reliability decreased. In these conditions, the dominant role 
of macroeconomic forces reduced the predicted accuracy of 
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technical signals and diminished the efficacy of short-term 
momentum indicators.

Due to its sensitivity to shifts in price momentum, MACD 
produced more trade signals across all crisis periods, but RSI 
produced fewer but more selective signals that occasionally 
coincided with important market turning points during times 
of extreme volatility. The research paper have also emphasizes 
how its common that asset type affect indicator performance, 
for example the safe haven which is the gold demonstrated 
relatively more stable indicator behavior compared with equity 
indices and crude oil, reflecting its function as what its known 
to be viewed as the safe-haven asset during periods of financial 
uncertainty.

In short, the findings of this research paper indicate that 
technical indicators respond differently depending on the 
sort of market shock and the structural dynamics influencing 
price fluctuations, however while continuous macroeconomic 
trends may reduce the efficacy of momentum based indicators, 
crisis scenarios marked by swift reversals and high volatility 
may provide more favorable settings. These results highlight 
how crucial it is to combine technical indicators with more 
comprehensive macroeconomic and market background when 
examining financial markets during stressful times.

5.2 Practical Implication
The findings of this research highlight the importance 

of understanding the market environment when applying 
technical indicators. While MACD may provide more frequent 
signals and respond quickly to shifts in price momentum, its 
predictive accuracy may decline during periods dominated by 
macroeconomic policy changes or structural market trends.

RSI, although less active, may offer value in identifying 
extreme market conditions and potential turning points. 
Traders and analysts may therefore benefit from combining 
multiple indicators rather than relying on a single technical 
signal.

5.3 Future Research
The upcoming researches in the future may aim to expand 

the scope of the analysis by integrating and studying more 
indicators, time periods, or different evaluation perspectives. 
Combining technical analysis with macroeconomic variables or 
machine learning technologies may provide further insights into 
how trading signals function in various market scenarios.

5.4 Final Remarks
All in all, this research paper demonstrates that technical 

indicators such as MACD and RSI can be quite useful insights 
during time of financial market crisis, but their effectiveness 
is not constant across all environments. Market structure, 
volatility dynamics, and the nature of the overall crisis all 
influence how technical signals appear.

By studying multiple crises and instruments classes, this 
research paper contributes to a better understanding of the 
performance of the traditional technical indicators under 
extreme market conditions. These findings might help traders, 
analysts, and investors apply technical analysis more effectively 
by considering both indicator signals and the broader economic 

context in which occur.
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APPENDIX A

Trading Signals Dataset Used in Indicator 
Evaluation

This chapter presents the dataset of MACD and RSI trading 
signals used in the empirical analysis. Historical price data for 
the analyzed assets were obtained from TradingView aming the 
years 2008 to 2023 (TradingView 2026), and the signals were 
identified and recorded by the author. 
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Table A1. MACD trading signals for gold during the Global Financial Crisis (2008–2009)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Gold Global Financial Crisis MACD Bear-ish 31-1-2008 905.00 943.45
Gold Global Financial Crisis MACD Bullish 19-2-2008 943.45 972.80
Gold Global Financial Crisis MACD Bear-ish 17-3-2008 982.30 902.80
Gold Global Financial Crisis MACD Bear-ish 17-4-2008 918.00 868.17
Gold Global Financial Crisis MACD Bullish 13-5-2008 864.06 886.70
Gold Global Financial Crisis MACD Bear-ish 17-6-2008 954.80 919.50
Gold Global Financial Crisis MACD Bear-ish 21-7-2008 945.85 872.80
Gold Global Financial Crisis MACD Bullish 15-9-2008 779.37 836.53
Gold Global Financial Crisis MACD Bear-ish 13-10-2008 836.69 738.68
Gold Global Financial Crisis MACD Bullish 12-11-2008 743.75 800.15
Gold Global Financial Crisis MACD Bullish 6-1-2009 842.63 894.68
Gold Global Financial Crisis MACD Bullish 22-1-2009 894.68 939.03
Gold Global Financial Crisis MACD Bear-ish 25-2-2009 952.51 915.08
Gold Global Financial Crisis MACD Bullish 22-4-2009 903.08 922.36
Gold Global Financial Crisis MACD Bear-ish 8-6-2009 945.45 939.20
Gold Global Financial Crisis MACD Bullish 15-7-2009 936.90 967.40
Gold Global Financial Crisis MACD Bullish 31-8-2009 956.90 1012.10
Gold Global Financial Crisis MACD Bullish 5-10-2009 1041.20 1051.40
Gold Global Financial Crisis MACD Bullish 2-11-2009 1083.80 1144.50
Gold Global Financial Crisis MACD Bear-ish 3-12-2009 1160.00 1087.60

Table A2. RSI trading signals for gold during the Global Financial Crisis (2008–2009)

As-set Crisis Indica-tor Signal Date Price
Price after 10 
days

Gold Global Financial Cri-sis RSI Bear-ish 14-1-2008 891.90 925.90
Gold Global Financial Cri-sis RSI Bear-ish 30-1-2008 924.10 927.40
Gold Global Financial Cri-sis RSI Bear-ish 13-3-2008 1002.60 904.10
Gold Global Financial Cri-sis RSI Bullish 14-8-2008 787.30 801.29
Gold Global Financial Cri-sis RSI Bullish 10-9-2008 746.80 869.05
Gold Global Financial Cri-sis RSI Bear-ish 19-2-2009 993.63 907.03
Gold Global Financial Cri-sis RSI Bear-ish 1-6-2009 981.63 933.33
Gold Global Financial Cri-sis RSI Bear-ish 2-12-2009 1207.60 1083.60

Table A3. MACD trading signals for the S&P 500 during the Global Financial Crisis (2008–2009)

Asset Crisis Indicator
Bearish 
Signal

Date Price
Price after 10 
days

S&P 500 Global Financial Crisis MACD Bullish 29-1-2008 1362.30 1348.90
S&P 500 Global Financial Crisis MACD Bearish 4-3-2008 1326.80 1330.70
S&P 500 Global Financial Crisis MACD Bullish 19-3-2008 1298.40 1369.30
S&P 500 Global Financial Crisis MACD Bullish 16-4-2008 1364.70 1385.60
S&P 500 Global Financial Crisis MACD Bearish 20-5-2008 1413.40 1337.20
S&P 500 Global Financial Crisis MACD Bullish 17-7-2008 1260.30 1267.20
S&P 500 Global Financial Crisis MACD Bearish 2-9-2008 1277.60 1213.60
S&P 500 Global Financial Crisis MACD Bearish 24-9-2008 1050.90 1029.50
S&P 500 Global Financial Crisis MACD Bearish 28-10-2008 940.50 899.00
S&P 500 Global Financial Crisis MACD Bullish 25-11-2008 857.40 899.20
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S&P 500 Global Financial Crisis MACD Bearish 12-1-2009 870.30 845.70
S&P 500 Global Financial Crisis MACD Bearish 13-2-2009 826.80 700.80
S&P 500 Global Financial Crisis MACD Bullish 11-3-2009 721.40 813.90
S&P 501 Global Financial Crisis MACD Bearish 12-5-2009 908.40 893.10
S&P 500 Global Financial Crisis MACD Bearish 12-6-2009 946.20 918.90
S&P 500 Global Financial Crisis MACD Bullish 14-7-2009 905.80 979.60
S&P 500 Global Financial Crisis MACD Bearish 12-8-2009 1005.80 1028.10
S&P 500 Global Financial Crisis MACD Bearish 28-8-2009 1028.90 1028.60
S&P 500 Global Financial Crisis MACD Bearish 24-9-2009 1050.80 1065.90
S&P 500 Global Financial Crisis MACD Bullish 9-10-2009 1071.50 1079.90
S&P 500 Global Financial Crisis MACD Bearish 23-10-2009 1075.50 1069.30
S&P 500 Global Financial Crisis MACD Bearish 27-11-2009 1091.50 1106.40
S&P 500 Global Financial Crisis MACD Bullish 23-12-2009 1120.00 1145.00

Table A4. RSI trading signals for the S&P 500 during the Global Financial Crisis (2008–2009)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

S&P 500 Global Financial Crisis RSI Bullish 16-7-2008 1245.4 1284.3
S&P 500 Global Financial Crisis RSI Bear-ish 10-10-2008 899.2 878.8
S&P 500 Global Financial Crisis RSI Bullish 9-3-2009 676.5 822.9
S&P 500 Global Financial Crisis RSI Bear-ish 10-8-2009 1007.1 1025.6
S&P 500 Global Financial Crisis RSI Bear-ish 22-9-2009 1071.7 1054.7

Table A5. MACD trading signals for Brent Crude Oil during the Global Financial Crisis (2008–2009)

Asset Crisis Indica-tor
Bearish 
Signal

Date Price
Price after 10 
days

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 9-1-2008 94.37 91.83

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 8-2-2008 91.94 99.47

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 19-3-2008 100.72 102.59

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 7-4-2008 107.14 116.46

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 5-5-2008 117.99 132.7

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 28-5-2008 130.93 135.02

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 7-7-2008 136.43 125.29

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 21-8-2008 120.16 106.3

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 2-9-2008 108.34 95.19

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 19-9-2008 99.61 90.25

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 2-10-2008 90.56 72.03

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 31-10-2008 65.32 51.84

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 13-2-2009 44.81 46.35
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Brent 
Crude Oil

Global Financial Crisis MACD Bearish 17-4-2009 53.35 52.85

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 18-6-2009 71.06 66.65

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 21-7-2009 66.87 71.7

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 18-8-2009 72.37 76.73

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 17-9-2008 71.55 69.19

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 2-10-2009 68.07 77.24

Brent 
Crude Oil

Global Financial Crisis MACD Bearish 2-11-2009 76.55 79.47

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 23-12-2009 75.45 81.73

Table A6. RSI trading signals for Brent Crude Oil during the Global Financial Crisis (2008–2009)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Brent 
Crude Oil

Global Financial Crisis RSI Bearish 26-5-2008 132.37 133.91

Brent 
Crude Oil

Global Financial Crisis RSI Bullish 17-9-2008 94.84 95.33

Brent 
Crude Oil

Global Financial Crisis RSI Bullish 5-12-2008 39.74 41.45

Brent 
Crude Oil

Global Financial Crisis RSI Bearish 16-6-2009 71.06 66.65

Table A7. MACD trading signals for the Nasdaq-100 Index during the Global Financial Crisis (2008–2009)

Asset Crisis Indica-tor
Bearish 
Signal

Date Price
Price after 10 
days

Nasdaq - 
100

Global Financial Crisis MACD Bearish 1-1-2008 2040.40 1872.30

Nasdaq - 
100

Global Financial Crisis MACD Bullish 31-1-2008 1841.40 1787.60

Nasdaq - 
100

Global Financial Crisis MACD Bullish 12-3-2008 1731.10 1777.90

Nasdaq - 
100

Global Financial Crisis MACD Bearish 14-4-2008 1790.90 1923.30

Nasdaq - 
100

Global Financial Crisis MACD Bearish 20-5-2008 2000.70 2021.50

Nasdaq - 
100

Global Financial Crisis MACD Bullish 16-7-2008 1843.90 1852.80

Nasdaq - 
100

Global Financial Crisis MACD Bullish 26-7-2008 1886.30 1738.10

Nasdaq - 
100

Global Financial Crisis MACD Bullish 27-10 1169.80 1251.00

Nasdaq - 
100

Global Financial Crisis MACD Bullish 25-11-2008 1142.60 1222.40

Nasdaq - 
100

Global Financial Crisis MACD Bearish 13-1-2009 1202.70 1235.90
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Nasdaq - 
100

Global Financial Crisis MACD Bearish 13-2-2009 1239.90 1074.70

Nasdaq - 
100

Global Financial Crisis MACD Bullish 11-3-2009 1126.00 1236.90

Nasdaq - 
100

Global Financial Crisis MACD Bearish 7-5-2009 1389.80 1367.40

Nasdaq - 
100

Global Financial Crisis MACD Bearish 12-6-2009 1490.00 1480.20

Nasdaq - 
100

Global Financial Crisis MACD Bearish 7-8-2009 1619.50 1637.80

Nasdaq - 
100

Global Financial Crisis MACD Bearish 9-9-2009 1669.20 1637.80

Nasdaq - 
100

Global Financial Crisis MACD Bearish 14-10-2009 1754.30 1685.10

Nasdaq - 
100

Global Financial Crisis MACD Bullish 9-11-2009 1768.40 1792.90

Nasdaq - 
100

Global Financial Crisis MACD Bearish 27-11-2009 1765.50 1792.10

Nasdaq - 
100

Global Financial Crisis MACD Bullish 21-12-2009 1828.80 1878.40

Brent 
Crude Oil

Global Financial Crisis MACD Bullish 23-12-2009 75.45 81.73

Table A8. RSI trading signals for the Nasdaq-100 Index during the Global Financial Crisis (2008–2009)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Nasdaq - 
100

Global Financial Crisis RSI Bullish 23-1-2008 1789.50 1739.00

Nasdaq - 
100

Global Financial Crisis RSI Bullish 10-10-2008 1269.80 1202.30

Nasdaq - 
100

Global Financial Crisis RSI Bearish 5-8-2009 1614.10 1569.60

Nasdaq - 
100

Global Financial Crisis RSI Bearish 23-9-2009 1728.00 1710.50

Table A9. MACD trading signals for Gold during the COVID-19 Market Crisis (2020)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Gold COVID MACD Bullish 17-2-2020 1601.5 1671.56
Gold COVID MACD Bearish 10-3-2020 1636.73 1622.38
Gold COVID MACD Bearish 29-4-2020 1686.35 1744.13
Gold COVID MACD Bullish 18-6-2020 1742.17 1808.34
Gold COVID MACD Bearish 11-8-2020 1918.87 1964.26

Table A10. RSI trading signals for Gold during the COVID-19 Market Crisis (2020)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Gold COVID RSI Bearish 9-1-2020 1561.00 1577.06
Gold COVID RSI Bearish 26-2-2020 1644.19 1527.76
Gold COVID RSI Bearish 6-8-2020 2033.68 1953.13
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Table A11. MACD trading signals for the S&P 500 Index during the COVID-19 Market Crisis (2020)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

S&P 500 COVID MACD Bearish 20-2-2020 3328.00 2745.22
S&P 500 COVID MACD Bullish 26-3-2020 2533.78 2836.02
S&P 500 COVID MACD Bearish 11-6-2020 3037.35 3095.78
S&P 500 COVID MACD Bearish 3-9-2020 3415.90 3242.02

Table A12. RSI trading signals for the S&P 500 Index during the COVID-19 Market Crisis (2020)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

S&P 500 COVID RSI Bearish 22-1-2020 3326.87 3360.12
S&P 500 COVID RSI Bullish 2-3-2020 2992.13 2367.72
S&P 500 COVID RSI Bullish 20-3-2020 2277.98 2746.48
S&P 500 COVID RSI Bearish 2-9-2020 3463.92 3313.08

Table A13. MACD trading signals for Brent Crude Oil during the COVID-19 Market Crisis (2020)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Brent 
Crude Oil

COVID MACD Bearish 8-1-2020 65.84 62.62

Brent 
Crude Oil

COVID MACD Bullish 13-2-2020 56.42 51.41

Brent 
Crude Oil

COVID MACD Bearish 27-2-2020 51.41 32.71

Brent 
Crude Oil

COVID MACD Bullish 30-3-2020 22.29 31.80

Brent 
Crude Oil

COVID MACD Bullish 29-4-2020 22.72 29.48

Brent 
Crude Oil

COVID MACD Bearish 11-6-2020 38.30 41.42

Table A14. RSI trading signals for Brent Crude Oil during the COVID-19 Market Crisis (2020)

Asset Crisis Indica-tor Sig-nal Date Price
Price after 10 
days

Brent 
Crude Oil

COVID RSI Bullish 10-2-2020 54.20 52.71

Brent 
Crude Oil

COVID RSI Bullish 1-4-2020 30.04 23.93

Brent 
Crude Oil

COVID RSI Bullish 20-4-2020 22.72 29.75

Brent 
Crude Oil

COVID RSI Bullish 7-9-2020 40.10 41.84

Table A15. MACD trading signals for the Nasdaq-100 Index during the COVID-19 Market Crisis (2020)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Nasdaq - 
100

COVID MACD Bullish 8-1-2020 8933.30 9157.20

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 47

IFTA.org


Nasdaq - 
100

COVID MACD Bullish 4-2-2020 9330.90 9654.60

Nasdaq - 
100

COVID MACD Bearish 20-2-2020 9564.00 8562.00

Nasdaq - 
100

COVID MACD Bullish 24-3-2020 7501.90 7640.00

Nasdaq - 
100

COVID MACD Bearish 13-5-2020 9033.90 9521.90

Nasdaq - 
100

COVID MACD Bearish 11-6-2020 9655.60 10188.30

Nasdaq - 
100

COVID MACD Bullish 1-7-2020 10283.90 10645.20

Nasdaq - 
100

COVID MACD Bullish 2-8-2020 10922.30 11197.90

Nasdaq - 
100

COVID MACD Bearish 3-9-2020 11635.50 11469.30

Nasdaq - 
100

COVID MACD Bullish 27-9-2020 11182.00 11587.50

 
Table A16. RSI trading signals for the Nasdaq-100 Index during the COVID-19 Market Crisis (2020)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Nasdaq - 
100

COVID RSI Bear-ish 3-1-2020 8791.90 9058.10

Nasdaq - 
100

COVID RSI Bear-ish 23-1-2020 9258.40 9330.00

Nasdaq - 
100

COVID RSI Bear-ish 19-2-2020 9733.10 8856.50

Nasdaq - 
100

COVID RSI Bullish 1-3-2020 8354.10 7058.20

Nasdaq - 
100

COVID RSI Bear-ish 10-6-2020 10045.00 10153.90

Nasdaq - 
100

COVID RSI Bear-ish 12-7-2020 10862.70 10602.90

Nasdaq - 
100

COVID RSI Bear-ish 2-9-2020 12418.90 11313.90

Table A17. MACD trading signals for Gold during the Inflation Shock and Geopolitical Tensions (2022)

As-set Crisis Indica-tor Signal Date Price
Price af-ter 10 
days

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bear-ish 26-1-2022 1796.59 1853.19

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bear-ish 14-3-2022 1917.35 1936.79

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 23-5-2022 1865.98 1847.83

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bear-ish 27-6-2022 1820.48 1710.51
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Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 25-7-2022 1717.15 1789.59

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bear-ish 23-8-2022 1752.04 1717.36

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 29-9-2022 1660.77 1628.75

Gold
Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 24-10-2022 1653.03 1754.72

Table A18. RSI trading signals for Gold during the Inflation Shock and Geopolitical Tensions (2022)

As-set Crisis Indica-tor Signal Date Price
Price after 10 
days

Gold
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bear-ish 8-3-2022 1992.34 1957.10

Gold
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bullish 19-7-2022 1696.50 1775.21

Gold
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bullish 26-9-2022 1629.29 1665.79

 
Table A19. MACD trading signals for the S&P 500 Index during the Inflation Shock and Geopolitical 
Tensions (2022)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bear-ish 4-1-2022 4700.72 4392.22

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bullish 2-2-2022 4532.38 4316.38

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bullish 14-3-2022 4257.42 4546.9

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bear-ish 11-4-2022 4402.72 4143.27

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bullish 24-5-2022 3972.12 3908.32

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bear-ish 9-6-2022 3908.32 3822.32

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bear-ish 22-8-2022 4127.67 4011.17

S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bullish 13-10-2022 3588.7 3761.32
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S&P 500
Inflation Shock and 
Geopolit-ical Tensions 
(2022)

MACD Bear-ish 5-12-2022 3943.22 3820.97

Table A20. RSI trading signals for the S&P 500 Index during the Inflation Shock and Geopolitical Tensions 
(2022)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

S&P 500
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bullish 26-1-2022 4350.25 4464.32

S&P 500
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bear-ish 16-8-2022 4280.37 3969.42

S&P 500
Inflation Shock and 
Geopoliti-cal Tensions 
(2022)

RSI Bullish 29-9-2022 3592.62 3701.32

 
Table A21. MACD trading signals for Brent Crude Oil during the Inflation Shock and Geopolitical Tensions 
(2022)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bullish 24-2-2022 94.27 96.61

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bear-ish 14-3-2022 97.29 105.07

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bear-ish 28-3-2022 108.78 110.77

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bullish 18-5-2022 109.69 119.95

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bear-ish 14-6-2022 116.84 110.7

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bullish 17-8-2022 95.8 87.32

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bullish 29-9-2022 85.02 90.69

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bear-ish 14-11-2022 93.97 87.03

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

MACD Bullish 19-12-2022 80.21 78.84
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Table A22. RSI trading signals for Brent Crude Oil during the Inflation Shock and Geopolitical Tensions 
(2022)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

RSI Bear-ish 8-3-2022 111.08 116.42

Brent 
Crude Oil

Inflation Shock and 
Geopo-litical Tensions 
(2022)

RSI Bullish 8-12-2022 76.84 83.72

 
Table A23. MACD trading signals for the Nasdaq-100 Index during the Inflation Shock and Geopolitical 
Tensions (2022)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 5-1-2022 1579.30 15597.40

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 31-1-2022 14886.40 14264.00

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 27-2-2022 13861.80 13598.00

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 15-3-2022 13456.40 14726.90

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 6-4-2022 14502.50 14091.00

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 24-5-2022 11845.10 12549.00

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 10-6-2022 11856.70 11495.00

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 22-6-2022 11495.00 11620.20

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 18-8-2022 13388.80 12357.20

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 14-9-2022 12179.00 11260.50

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 16-10-2022 10743.00 11110.20
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Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bullish 10-11-2022 11640.20 11716.60

Nasdaq - 
100

Inflation Shock and 
Geopolitical Tensions 
(2022)

MACD Bearish 5-12-2022 11803.40 11210.90

Table A24. RSI trading signals for the Nasdaq-100 Index during the Inflation Shock and Geopolitical 
Tensions (2022)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Nasdaq - 
100

Inflation Shock and 
Geopo-litical Tensions 
(2022)

RSI Bear-ish 28-1-2022 14443.4 15052.5

Nasdaq - 
100

Inflation Shock and 
Geopo-litical Tensions 
(2022)

RSI Bear-ish 16-8-2022 13623.8 12477.2

Nasdaq - 
100

Inflation Shock and 
Geopo-litical Tensions 
(2022)

RSI Bullish 2-10-2022 10965.1 11020.5

 
Table A25. MACD trading signals for Gold during the Banking Sector Stress and Monetary Policy 
Uncertainty (2023)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 3-1-2023 1836.03 1923.71

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bear-ish 31-1-2023 1950.00 1818.75

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 9-3-2023 1827.61 1964.43

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bear-ish 17-4-2023 2004.00 2050.34

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 7-7-2023 1924.90 1971.93

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bear-ish 1-8-2023 1934.56 1889.41

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 24-8-2023 1913.75 1918.89
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Table A26. RSI trading signals for Gold during the Banking Sector Stress and Monetary Policy 
Uncertainty (2023)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

RSI Bear-ish 31-1-2023 1950 1841.82

Gold
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

RSI Bear-ish 16-3-2023 1986.07 2020.15

 
Table A27. MACD trading signals for the S&P 500 Index during the Banking Sector Stress and Monetary 
Policy Uncertainty (2023)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 5-1-2023 3892.12 4015.35

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 15-2-2023 40.87.42 3988.22

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 22-3-2023 3957.67 4113.92

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 25-5-2023 4211.47 4376.92

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 31-7-2023 4577.62 4362.55

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 29-8-2023 4517.83 4461.05

Table A28. RSI trading signals for the S&P 500 Index during the Banking Sector Stress and Monetary 
Policy Uncertainty (2023)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

RSI Bear-ish 19-6-2023 4411.32 4411.32

S&P 500
Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

RSI Bear-ish 25-7-2023 4569.3 4468.12
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Table A29. MACD trading signals for Brent Crude Oil during the Banking Sector Stress and Monetary 
Policy Uncertainty (2023)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 10-1-2023 79.62 86.36

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 31-1-2023 85.38 85.06

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 27-3-2023 77.66 85.26

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 20-4-2023 80.49 72.39

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 17-5-2023 76.63 72.02

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 11-8-2023 86.15 84.05

Brent 
Crude Oil

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 21-9-2023 92.22 83.72

Table A30. RSI trading signals for Brent Crude Oil during the Banking Sector Stress and Monetary Policy 
Uncertainty (2023)

Asset Crisis Indica-tor Signal Date Price
Price after 10 
days

Brent 
Crude Oil

Banking Sector Stress 
and Mone-tary Policy 
Uncertainty (2023)

RSI Bullish 17-3-2023 72.33 79.76

Brent 
Crude Oil

Banking Sector Stress 
and Mone-tary Policy 
Uncertainty (2023)

RSI Bear-ish 18-3-2023 85.59 84.52

Brent 
Crude Oil

Banking Sector Stress 
and Mone-tary Policy 
Uncertainty (2023)

RSI Bear-ish 20-9-2023 92.11 85.52

 
Table A31. MACD trading signals for the Nasdaq-100 Index during the Banking Sector Stress and 
Monetary Policy Uncertainty (2023)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 9-1-2023 11105.00 11871.90

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 16-2-2023 12424.80 12028.80
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Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 15-3-2023 12262.90 12834.30

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 11-4-2023 12970.30 12834.40

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 9-5-2023 13196.00 13681.60

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 22-6-2023 15058.40 15072.50

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 21-7-2023 15435.40 15279.80

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bullish 28-8-2023 15055.90 15454.00

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertainty (2023)

MACD Bearish 18-9-2023 15231.40 1483.80

Table A32. RSI trading signals for the Nasdaq-100 Index during the Banking Sector Stress and Monetary 
Policy Uncertainty (2023)

Asset Crisis Indicator Signal Date Price
Price after 10 
days

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertain-ty (2023)

RSI Bearish 7-2-2023 12696.90 12077.00

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertain-ty (2023)

RSI Bearish 7-6-2023 14291.50 14860.20

Nasdaq - 
100

Banking Sector Stress 
and Monetary Policy 
Uncertain-ty (2023)

RSI Bearish 19-7-2023 15807.00 15354.70
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Abstract
Financial markets evolve through distinct volatility and 

return environments that cannot be adequately described by 
stationary models. Practitioners often refer to these shifts as 
“regime changes”, yet systematic detection of such regimes 
remains challenging. This paper presents a transparent 
framework for identifying structural changes in financial 
time series using three complementary techniques: anomaly 
detection based on rolling z-scores, change-point analysis using 
the PELT algorithm, and Hidden Markov Models (HMM) for 
probabilistic regime classification.

The methodology is applied to equity, foreign exchange, and 
volatility index data to demonstrate how statistical regime 
signals correspond to well-known market events. The detected 
regimes are then incorporated into several portfolio overlays, 
including a risk-off allocation strategy and a constrained 
enhanced indexing approach designed to maintain benchmark 
exposure while reducing downside risk.

Backtest results indicate that regime-aware overlays can 
substantially reduce drawdowns and improve risk-adjusted 
performance relative to passive exposure. While the framework 
does not aim to forecast returns directly, it provides a 
practical method for adapting portfolio risk to evolving market 
environments.

To illustrate the generality of the approach, the same 
methodology is applied to energy market prices and 
astrophysical light-curve data, demonstrating that the 
statistical detection of structural change extends beyond 
financial applications.

1. Introduction
Trading and portfolio management might ultimately 

be described as an exercise in controlling exposure under 
uncertainty. Even when the investment thesis is long-term and 
fundamentally motivated, the realized path of returns is shaped 
by regimes: volatility compresses and expands, correlations 
strengthen and then break, and the cost of risk changes 
abruptly. These properties are not rare corner cases; they are 
recurrent features of financial time series.

As a practical consequence, if the return distribution is 
not stable, static exposure is an implicit bet on stationarity. 
That bet tends to fail in precisely those periods that dominate 
long-horizon outcomes: extended drawdowns and volatility 
expansions. For many mandates, the drawdown path matters 
at least as much as terminal wealth. Drawdown depth and 
duration interact with risk budgets, governance constraints, 
and behavioral pressure. The central question of this paper 

is therefore pragmatic: can a disciplined regime framework 
improve the drawdown geometry of a benchmark-like equity 
portfolio without requiring heroic forecasting assumptions?

We approach this question with a unified architecture built 
around three widely used signal engines: rolling anomaly 
detection, penalized change-point segmentation, and Hidden 
Markov Models. All three are statistical tools, but we treat 
them in a technical analysis framework: they are used to 
classify market state and manage exposure rather than to 
forecast short-horizon returns. This framing aligns with how 
many technical analysts and portfolio managers actually use 
indicators: as filters that define when and how much risk to 
carry.

The second objective is methodological. A persistent 
weakness in applied technical analysis research is domain 
confinement: a method is tested on a narrow set of market 
series and is then interpreted as “working” or “not working.” 
Although many classical studies such as Brock, Lakonishok 
and LeBaron (1992) provide empirical evidence that simple 
technical trading rules can produce statistically distinct return 
distributions.

This might encourage model narratives that may be sensitive 
to the peculiarities of a single asset class. To counter this, we 
apply the same framework (without retuning) to time series 
with different data-generating mechanisms: European day-
ahead electricity prices and Kepler stellar light curves. The 
purpose is not to claim that the economics of electricity or 
the physics of stellar pulsation are “the same as markets,” but 
to test whether structural segmentation of dispersion and 
anomalies is a generic phenomenon of complex time series. 
If a method is only effective in finance, it might be exploiting 
finance-specific artifacts; if it preserves structure across 
domains, confidence in its generality increases.

The finance component is deliberately designed to speak to 
practice. We evaluate a buy-and-hold benchmark (SPY) and 
then layer overlays that represent distinct risk philosophies: a 
regime risk-off overlay, a walk-forward rolling HMM variant, 
and volatility targeting as a canonical risk scaling alternative. 
We also include an institutional enhanced indexing overlay, 
constrained by exposure bounds and evaluated with tracking 
error, information ratio, and turnover. Where appropriate, we 
anchor the regime model to classical technical analysis logic 
by comparing it to a widely understood baseline (e.g., a long-
horizon trend filter in the equity curve context). The goal is to 
keep the paper interpretable for technical analysts, traders and 
portfolio managers while maintaining statistical discipline.

Signal And Anomaly Detection In Noisy Time 
Series: A Comparative Study Using Financial, 
Energy, And Astronomical Data

Patrick Plog, MScFE, MBA, MFTA, CFTe 
Friedrichshafen, Germany 

pplog@gmx.de

IFTA JOURNAL      2027 EDITION

PAGE 56 IFTA.ORG

IFTA.org


2. Data

2.1 Financial series
The primary financial dataset consists of daily close prices for 

SPY (equity benchmark), EURUSD=X (FX), and ^VIX (volatility 
proxy), spanning the long sample available from the data 
vendor. The benchmark interpretation uses SPY. EURUSD and 
VIX serve as additional stress-sensitive series that help validate 
whether detected structures are equity-specific or reflect 
broader market regimes.

Cash returns are proxied using ^IRX (13-week T-bill), 
converted to a daily cash return series. This allows us to model 
explicit cash allocation during risk-off periods. The cash proxy 
is not intended to perfectly replicate a particular money 
market instrument; it provides a transparent and reproducible 
approximation that is adequate for comparative evaluation of 
overlay behavior.

2.2 Energy series
For energy, we use ENTSO-E DE-LU day-ahead electricity 

prices from the reproducible research dataset. Electricity 
prices differ structurally from equity prices: they can be mean-
reverting, exhibit sharp price spikes, and occasionally become 
negative. Hourly prices are first aggregated to daily mean prices. 
Log returns are then calculated where the transformation is 
mathematically defined; observations producing undefined 
logarithmic returns are excluded from the return-based 
analysis. These characteristics make electricity prices an 
informative contrast for cross-domain regime detection, 
particularly for anomaly clustering and changes in dispersion.

2.3 Astrophysical series
For astrophysics, we use Kepler/Konkoly RR Lyrae light 

curves. The series are not interpreted physically in this paper; 
they are treated as a high-cadence measurement series with 
strong periodicity and variance modulation. The analysis uses 
standard preprocessing: detrending and conversion into rolling 
variability measures. A single representative star is used for 
illustrative figures in the main text, while aggregated statistics 
are handled conservatively (see Section 8).

3.  Literature Context
This study builds on three strands of literature: technical 

trading rules, regime-switching models, and regime-aware 
portfolio allocation.

The empirical literature on technical trading rules provides 
the earliest formal evidence that financial markets may 
exhibit regime-dependent behavior. One of the most influential 
studies in this area is Brock, Lakonishok, and LeBaron (1992), 
who demonstrate that simple moving-average and trading-
range breakout rules generate statistically distinct return 
distributions relative to standard random walk benchmarks. 
Many more followed them.

Their analysis shows that classical trend-following rules 
can partition financial time series into different statistical 
environments, suggesting that market behavior is not 
stationary across time. Subsequent literature has expanded 

on these findings, showing that technical trading rules often 
capture underlying structural dynamics in asset returns rather 
than purely random fluctuations.

More recent research has increasingly framed these 
dynamics within explicit regime-switching models. Regime-
switching frameworks assume that financial time series evolve 
according to latent states that represent different market 
environments, such as low-volatility expansion phases and 
high-volatility stress regimes. Hidden Markov Models (HMMs) 
are particularly well suited for this task because they allow the 
underlying regime process to be inferred directly from observed 
returns. 

Empirical studies applying HMMs to financial markets 
show that regime identification can improve risk management 
and investment decision-making by distinguishing between 
statistically distinct market states. For example, Kim (2019) 
demonstrates that Hidden Markov Models can identify regime 
structures in global asset classes and use them to construct 
adaptive portfolio strategies. Similarly, Ibanez (2024) proposes 
a regime-weighted factor framework in which HMM-identified 
market states are incorporated directly into portfolio 
construction.

A related stream of literature investigates the role of regime 
dynamics in asset allocation. Portfolio optimization models 
that incorporate regime-dependent behavior have been shown 
to improve risk-adjusted performance compared to static 
allocation approaches. For example, Alexander, Scherer, and 
Thompson (2023) model asset allocation as a Markov process 
across clustered efficient-frontier states, demonstrating that 
regime identification can enhance portfolio performance by 
adjusting exposure according to prevailing market conditions. 
More recent work extends this idea by integrating regime 
detection with machine learning or reinforcement learning 
frameworks, further improving adaptability in dynamic market 
environments.

Within fixed income and multi-asset portfolios, regime-
based allocation frameworks are also gaining traction. Taljaard 
(2025) shows that Hidden Markov Models can identify volatility 
regimes in bond markets and use them to guide portfolio 
optimization decisions, improving risk targeting relative to 
traditional approaches. Similar findings are reported in tactical 
asset allocation research, where regime modeling is used to 
dynamically adjust asset exposures in response to changing 
macroeconomic or market conditions.

The methodology presented in this paper can be 
interpreted as a bridge between these strands of literature. 
Classical technical analysis approaches implicitly assume 
the existence of market regimes, but typically define them 
through deterministic indicators such as moving averages. 
Regime-switching models, by contrast, estimate these states 
statistically from the underlying return distribution. By 
combining anomaly detection, change-point analysis, and 
Hidden Markov regime identification within a single framework, 
the present study formalizes the regime intuition that has long 
guided discretionary trading approaches while preserving 
the transparency and reproducibility required for systematic 
portfolio management.
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4. Model architecture and workflow
This section explains the end-to-end architecture as an 

integrated system. The key design choice was to separate 
the pipeline into four layers: (i) data ingestion, (ii) signal 
transformation, (iii) regime engines, and (iv) portfolio 
interpretation and evaluation. Details of the model architecture 
are provided in Appendix A.

4.1 Conceptual Architecture
The overall architecture of the proposed framework is 

illustrated in Figure 1 on the next page. The system combines 
regime detection, anomaly identification, and risk overlays into 
a unified workflow that can be applied across financial, energy, 
and astrophysical time series. 

The framework applies a unified dispersion-centric pipeline 
across financial, energy, and astrophysical time series. Raw 

observations are standardized into comparable targets (returns 
and rolling variability), which feed three signal engines: rolling 
z-score anomalies, PELT change-point detection, and Gaussian 
HMM regime classification (including a walk-forward variant). 
In finance, signals are mapped to exposure overlays (risk-off, 
enhanced indexing under floor/cap constraints, and risk-control 
baselines). Evaluation emphasizes drawdown behavior and 
institutional diagnostics (tracking error, information ratio, 
turnover) alongside standard performance metrics.

At the data layer, raw time series are ingested from 
heterogeneous sources. The intent is to impose a consistent 
computational interface: a time-indexed univariate signal (not 
to homogenize the economic meaning of the series). In finance, 
we begin with prices; in energy, with day-ahead prices; in 
astrophysics, with flux measurements.

At the signal transformation layer, each series is converted 
into a form suitable for dispersion-centric analysis. In finance, 

log returns provide a stable input series for regime inference. In energy, returns are constructed similarly but with attention to 
negative prices (a practical detail that matters for log transforms; see Limitations). In astrophysics, the raw flux series is detrended 
and transformed into fractional deviations, then summarized via rolling standard deviation. The purpose of this layer is to create 
“state-sensitive” targets: variables that respond systematically when the system enters a stressed or structurally different 
environment.

At the regime engine layer, we apply two independent methods: change-point detection via PELT and latent regime inference via a 
Gaussian HMM. These methods are complementary. Change-points identify discrete structural breaks; the HMM provides a persistent 
state model with explicit transition dynamics. We keep both because they carry different failure modes. Change-points can under-
segment or over-segment depending on penalty; HMMs can be sensitive to initialization and distributional assumptions. When they 
align, confidence increases; when they disagree, the disagreement itself is diagnostic.

Finally, the interpretation layer maps regimes to decisions. In finance, regimes become exposure overlays: binary risk-off, 
constrained enhanced indexing, and alternative risk control methods such as volatility targeting. In energy and astrophysics, the 
same regime tools become structural indicators rather than trading signals. 

We would like to emphasize: the cross-domain section is explicitly a robustness check, not a claim that one should “trade stars.”
The entire workflow is designed to be reproducible. The paper pipeline produces a consistent set of tables and figures from a clean 

run, which is essential for any evidence-based evaluation. This discipline is not cosmetic; it prevents accidental reuse of stale artifacts, 
which is a common source of irreproducible claims.

4.2 Technical analysis anchoring
To maintain conceptual continuity with traditional technical analysis, the framework also evaluates regime-based risk overlays 

relative to classical trend filters shown in figure 2. The 200-day moving average (MA200) is one of the most widely used institutional 
trend signals and therefore serves as a natural benchmark for exposure management rules. A moving average trend filter represents a 
common TA logic: exposure depends on the relationship between price level and a slow baseline. 

The comparison between MA200 filtering and the HMM regime overlay highlights an important distinction: while trend filters 

Figure 1: Model Architecture Diagram
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respond to persistent price direction, regime models respond 
to changes in return dispersion and volatility clustering. In 
crisis-like volatility expansions, this can produce earlier or more 
persistent de-risking than a slow trend rule, while in benign 
regimes it allows full participation. 

The goal was to show that the regime overlay operationalizes 
the same idea, state-dependent exposure, but with a 
probabilistic state model rather than a single deterministic 
threshold. A parameter sensitivity analysis is documented in 
Appendix B.

5. Methodology

5.1 Bridging Technical Analysis and Regime Models
Technical analysts have long recognized that financial 

markets move through different environments. Periods of 
sustained trend, volatility expansion, or range-bound behavior 
are familiar to practitioners, even when they are not formally 
defined in statistical terms. Classical indicators such as moving-
average filters implicitly attempt to detect these changes by 
identifying shifts in price structure.

From a quantitative perspective, such indicators can be 
interpreted as simple regime classifiers. A moving-average 
crossover, for example, distinguishes between trend and non-
trend conditions based on deterministic rules applied to price 
history. While effective in certain environments, these rules 
remain heuristic and do not explicitly model the underlying 
probability of regime transitions.

Regime-switching models provide a natural extension of this 
intuition. Instead of defining regimes through fixed thresholds, 
Hidden Markov Models estimate latent market states directly 
from the statistical properties of the observed time series. The 
model infers both the state dynamics and the probability of 
transitions between regimes, allowing the framework to adapt 
to changing market conditions in a systematic way.

In this sense, the proposed methodology can be viewed as 
a probabilistic analogue to traditional technical analysis. The 
objective is not to replace technical tools but to formalize the 
regime intuition that underlies many discretionary trading 
frameworks. By embedding regime detection within a statistical 
model, the approach allows exposure management, drawdown 
control, and portfolio risk adjustments to be implemented in a 
transparent and reproducible manner.

5.2 Rolling anomaly detection
Anomaly detection is implemented via rolling z-scores on 

a target series xt. We compute rolling mean and standard 
deviation over a window w and define:

Anomalies are points where | zt | exceeds a threshold. In 
the finance pipeline, the primary use is on return-derived 
series. In energy and astrophysics, the same logic is applied to 
dispersion targets (rolling volatility or rolling variability). This 
design makes anomalies comparable across domains: they are 
“standardized surprises” relative to recent behavior.

This approach is intentionally simple. Many technical 
indicators can be re-interpreted as standardized deviations 
from a rolling baseline; a z-score is the cleanest version of 
that idea. In practice, anomaly counts are less important than 
anomaly clustering. Clustering is the key behavioral marker: 
isolated anomalies are common; clusters tend to coincide with 
structural stress regimes.

5.3 Change-point detection (PELT)
Change-point detection is performed using PELT. We apply 

it to rolling volatility-like targets rather than raw prices. The 
motivation is practical: mean returns are noisy and unstable 
at daily frequency, while variance regime shifts are more 
persistent and more aligned with the operational concept of a 
“risk environment.”

The PELT objective trades off fit against complexity. A penalty 
parameter controls the number of breakpoints. This penalty as a 
policy choice shows that a low penalty yields more segmentation 
(higher sensitivity but higher false segmentation risk), while a 
high penalty yields fewer breaks (lower sensitivity but greater 
risk of missing genuine shifts). We therefore treat the penalty as 
a sensitivity parameter, not a magic constant.

In the finance paper run, we used a regime-sensitive target 
(rolling volatility) and a penalty that produces meaningful 
segmentation rather than constant fragmentation. A key result 
in our outputs is that overly high penalty values lead to zero 
change points; the tuned penalty produces non-zero change 
points where expected. Using disciplined pipelines and clean 
runs helped us to not risk mixing artifacts.

5.4 Hidden Markov Models (HMM)
We estimate a Gaussian HMM with a small number of states 

(typically three) on finance return series or derived dispersion 
targets. Each state has a state-specific mean and variance; the 
model also estimates a transition matrix that governs state 
persistence. The HMM might also be used as a forecasting model 
in the predictive-alpha sense but in our use case, its value is 
classification: it converts a noisy return process into a latent 
state sequence with persistence. Portfolio overlays then use this 
state sequence as a conditional exposure signal: high-variance 
states map to de-risking decisions, low-variance states map to 
full exposure.

Two estimation modes are in place. The static full-sample 
HMM can be informative but risks implicit hindsight; it should 
be treated as an upper bound. The walk-forward rolling 
HMM variant is the more realistic construct: the model is 
re-estimated on a trailing window and applied forward. In 
the results reported here, the rolling variant produces less 
pronounced improvements than the static specification. It also 
makes the regime overlay defensible as performance is not 
purely a full-sample artifact.

We note that HMM estimation can produce non-convergence 
warnings in practice. This reflects the EM algorithm’s sensitivity 
to local maxima in noisy series. In this project, we treat such 
warnings as an implementation detail rather than a sign of 
invalid output, but we avoid overclaiming. The walk-forward 
approach and the emphasis on drawdown behavior reduce 
reliance on a single optimal likelihood solution. Hidden Markov 
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Models have been widely used to identify regime structures in 
financial markets (Kim, 2019; Ibanez, 2024).

5.5 Portfolio overlays and evaluation metrics
The finance evaluation uses a benchmark buy-and-hold SPY 

portfolio and compares overlays that represent different risk 
control philosophies. Performance is assessed with standard 
annualized return and volatility measures and with drawdown. 
To align with institutional interpretation, we compute active 
return, tracking error (annualized volatility of active returns), 
information ratio, and turnover. Cash is treated explicitly via 
the risk-free proxy series.

This set of metrics is important. A regime overlay that 
“improves return” but does so with uncontrolled turnover or 
unacceptable tracking error is not a credible institutional tool. 
Conversely, an enhanced indexing overlay can be successful 
even with near-zero alpha if it respects constraints and behaves 
predictably.

6.  Results: Financial Markets

6.1 Equity curves
The equity overview shown in figure 3 contrasts the 

benchmark with two overlay types: a regime risk-off overlay and 
a constrained enhanced indexing overlay. The risk-off overlay 
displays materially higher terminal equity and a smoother long-
run path. 

Importantly, this behavior is not uniform through time; 
improvements are concentrated in periods of volatility 
expansion and crisis. 

In the tested sample, the regime-aware overlay is associated 
with materially lower drawdown than passive exposure. The 
effect appears concentrated in high-variance periods rather 
than being generated through persistent excess return across 
all market environments.

6.2 Drawdown comparison
The drawdown comparison shown in figure 4 is probably 

the most trading and portfolio-management-relevant result 
in the paper. For the benchmark, drawdown depth reaches 
approximately the mid-50% range, consistent with the historical 
equity risk premium path. 

The risk-off overlay substantially reduces drawdown depth 
and, more importantly, reduces time spent meaningfully 
below peak equity. This is the operational benefit: shorter 
and shallower underwater periods translate into improved 
survivability and reduced governance stress.

Figure 3: Strategy equity curves relative to the benchmark.

Figure 4: Drawdown profiles of benchmark and regime-
aware strategies
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This interpretation is supported by our summary statistics. 
The benchmark drawdown is around -0.55, while the static 
risk-off overlay drawdown is around -0.10, and the rolling walk-
forward overlay sits between these extremes. These numbers 
are consistent with the equity curves and are directly visible in 
the table shown below. 

The result should not be interpreted as evidence that the 
model predicts crises. The regime signal is designed to identify 
changes in the prevailing risk environment and adjust exposure 
accordingly. Any reduction in drawdown therefore arises from 
conditional exposure management rather than from an explicit 
forecast of market direction.

Figure 5 compares three exposure management approaches 
applied to the SPY index. The baseline strategy represents a 
passive buy-and-hold allocation. The second strategy applies 
a classical technical analysis rule by reducing exposure when 
price falls below the 200-day moving average. The third strategy 
uses a Hidden Markov Model (HMM) regime classifier to identify 
periods of elevated volatility and shifts exposure accordingly. 

While the MA200 rule represents a widely used trend filter 
in discretionary and systematic trading, the HMM overlay aims 
to capture regime changes in return dispersion rather than 
price trend alone. The comparison illustrates that regime-based 
overlays can achieve drawdown reduction through volatility-
state identification rather than pure price trend following. This 
figure therefore serves as a conceptual bridge between classical 
technical analysis and modern statistical regime modelling. 
Different state definitions produce materially different risk/
participation trade-offs, and greater model complexity does not 
automatically dominate a simple trend filter.

6.3 Risk control alternatives
The risk-control alternatives shown in figure 6, places the 

regime overlay alongside volatility targeting. Volatility targeting 
scales exposure continuously based on realized risk. It tends 
to reduce drawdown but also reduces compounding when risk 
remains elevated for extended periods. The rolling HMM overlay 
behaves differently: it makes discrete exposure decisions based 
on persistent latent regime classification. The trade-off is: 
volatility targeting offers smoother exposure control but can 
reduce long-run return; regime overlays can preserve upside 

participation while still truncating downside, but their tracking 
error is structurally higher.

From an institutional perspective, this figure supports a 
practical conclusion: risk control is not one tool but a set of 
tools. Scaling (vol targeting) and timing (regime overlay) are 
different levers. A portfolio can use either; what matters is 
explicit control of tracking error, turnover, and drawdown risk.

6.4 Institutional overlay and benchmarking
Our backtest summary table (table 1) shows the institutional 

framing explicitly. The enhanced indexing overlay remains close 
to the benchmark, with comparable annual return, low tracking 
error of approximately 1.9%, and negligible turnover. This is 
the correct behavior for a constrained overlay. The information 
ratio is close to zero because the overlay is designed to stay close 
to benchmark; it is not a high-conviction tactical allocation 
model. 

The static risk-off overlay achieves the strongest risk-adjusted 
profile in the table. This is an important result, but it must be 
presented carefully. Static regime estimation can embed full-
sample information; therefore, the rolling walk-forward variant 
should be emphasized as the realistic version. Our table includes 
that variant and shows that the risk-control effect persists 
under forward estimation, albeit with lower magnitude. 

The table reports annualized return, volatility, Sharpe ratio, 
Sortino ratio, maximum drawdown, and average turnover for 
each strategy. Performance is compared relative to the buy-
and-hold benchmark (SPY). Institutional diagnostics are also 
reported, including active return, tracking error (annualized 
volatility of active returns relative to the benchmark), and the 
resulting information ratio. Cash returns are proxied using the 
13-week U.S. Treasury Bill rate (^IRX) whenever the strategy is 
allocated to the cash state. Transaction costs of 5 basis points 
per turnover are assumed.

Figure 5: Technical anchor comparison: Buy-and-hold vs. 
MA200 filter vs. HMM regime.

Figure 6: Comparison of alternative risk control 
approaches
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strategy
Annual
return %

Vola % sharpe sortino Max DD %
Avg
turn-over 
%

Active
return %

Tracking
Error %

Infor-
mation
ratio

long_short_
hmm

15.64 14.67 1.06 0.95 -24.13 1.55 7.64 28.39 0.27

risk_off_hmm 11.82 14.59 0.84 1.12 -31.34 0.35 3.82 12.72 0.3
ma200_filter 7.56 10.90 0.72 0.77 -20.95 2.48 -0.45 16.03 -0.03
ts_ 
momentum 
_12_1

8.65 13.73 0.67 0.71 -33.72 1.63 0.65 13.65 0.05

risk_off_
hmm_rolling

9.66 15.76 0.66 0.84 -52.81 3.53 1.66 11.25 0.15

en-hanced_
index_hmm

8.13 19.27 0.5 0.64 -55.19 0.00 0.13 1.86 0.07

buy_hold 8.00 19.36 0.49 0.63 -55.19 0.00 ≈0.00 ≈0.01 -0.21
cp_derisk 8.00 19.36 0.49 0.63 -55.19 0.00 ≈0.00 ≈0.01 -0.21
vol_target 1.14 5.37 0.24 0.3 -19.21 1.72 -6.87 18.61 -0.37

7.  Results: Energy markets (cross-domain validation)
Energy markets are structurally different from equities. Electricity prices reflect physical constraints and short-term supply-

demand imbalance. They can be negative and spike sharply. These properties are useful for cross-domain testing because they stress 
the framework in a non-financial environment.

Our pipeline detects anomaly clustering in DE-LU day-ahead prices, which aligns with stress windows in the European energy crisis 
period. The z-score anomaly plot shows that large dispersion events are not uniformly distributed; they cluster. 

This is the cross-domain property we wanted to verify: dispersion shocks exhibit persistence and clustering outside finance as well. 
Under the selected PELT specification, no internal change points were detected in the energy series, whereas the anomaly detector 
identified 30 extreme observations. This divergence is informative rather than necessarily contradictory. The two methods answer 
different questions: the z-score identifies observations that are unusual relative to recent behaviour, while PELT requires sufficient 
evidence of a persistent structural shift to justify a new segment. In this sample, the energy stress episodes therefore appear more 
clearly as clusters of extreme observations than as discrete structural breaks under the selected parameterization.

Table 1: Backtest performance summary across benchmark and regime-based strategies.

Figure 7: Anomaly detection in European day-ahead electricity prices
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Table 1: Backtest performance summary across benchmark and regime-based strategies.

Table 2 summarizes the distribution of detected anomalies 
across predefined energy-stress windows and also reports the 
absence of PELT change points under the selected specification. 
The intent here is to demonstrate that the same regime 
framework extracts meaningful structure in a different domain 
(we did not optimize an energy trading system, but this might be 
one of the next steps for this model). 

event
anomalies_
in_
window

change_
points_
in_
window

total_
anomalies

total_
change_
points

Early_ 
Energy_
Tightness_ 
2021

0 0 30 0

Gas_ 
Supply_ 
Shock_ 
2022_H1

1 0 30 0

Energy_ 
Crisis_Peak_ 
2022_H2

5 0 30 0

8. Results: Astrophysical time series 
(cross-domain validation)

Astrophysical light curves provide a useful extreme test: 
the data-generating process is not economic, and periodicity 
dominates the raw signal. 

After detrending and converting the series into rolling 
variability targets, the same anomaly and change-point tools 
can be applied. The objective is methodological: do we still see 
structured, clustered instability and persistent regimes in a 
non-financial system?

The representative RR Lyrae example in Figure 9 applies 
anomaly detection to a rolling-variability target and identifies 
localized periods of unusual dispersion. This illustrative 
configuration is distinct from the standardized detrended-
flux specification reported in Table 3, for which no anomalies 

or change points were detected. The contrast highlights the 
importance of target definition when transferring statistical 
detection methods across domains.

No astrophysical interpretation is attempted. The light-
curve experiment is deliberately restricted to examining how 
the statistical detection layer behaves under a fundamentally 
different data-generating process. 

The cross-domain comparison should therefore be 
interpreted as a methodological stress test rather than evidence 
of equivalent mechanisms across financial and astrophysical 
systems.

domain series type
n_
anomalies

n_
change_
points

finance SPY
equity_
index

74 7

finance EURUSD=X fx_pair 44 2

finance ^VIX
volatility_
index

80 1

energy
DE-LU_day_
ahead_price

power_
price

30 0

astro lightcurve_1
detrended_
flux

0 0

Table 3 summarizes the standardized cross-domain run using 
anomaly and change-point counts. The zero detections for the 
astrophysical detrended-flux specification are informative: 
applying the same framework across domains does not imply 
that every target or parameterization must produce a signal.

9. Robustness, parameter 
sensitivity, and out-of-sample 
discipline

Our implementation contains key robustness safeguards. 
First, we treat the static HMM overlay as an upper bound 

and emphasize the rolling walk-forward variant as the realistic 

Figure 8: HMM regimes in European day-ahead 
electricity prices

Table 2: Energy evaluation summary

Figure 9: Z-score anomaly detection applied to rolling 
variability in a stellar light curve.

Table 3: Comparative summary of cross-domain 
comparison
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implementation. This reduces implicit full-sample bias. 
Second, we evaluate sensitivity in change-point detection 

through penalty choice, and we intentionally avoid aggressive 
segmentation settings that would produce constant 
fragmentation. Third, the enhanced indexing overlay is 
explicitly constrained and calibrated using tracking error and 
turnover; therefore, outperformance expectations are bounded 
by design. A parameter sensitivity analysis is documented in 
Appendix B.

A practical conclusion is that regime overlays are best treated 
as risk-engineering tools rather than standalone return-
forecasting models. The results indicate that their usefulness 
depends on the estimation framework: the static HMM produces 
substantially stronger drawdown reduction than the walk-
forward implementation, while parameter sensitivity remains 
relevant across the detection methods. For applied technical 
analysis, robustness of behaviour under realistic estimation 
conditions is therefore more informative than optimization of 
a single backtest result. Walk-forward validation results are 
discussed in Appendix C.

10.  Risk and limitations
This framework is deliberately practical, but it is not free of 

limitations.
HMMs assume that states have sufficiently stable 

distributional properties within the estimation window, 
whereas regime parameters may themselves evolve through 
time. EM estimation can also produce non-convergence 
warnings, particularly in noisy financial return series. Such 
warnings do not by themselves establish that the resulting state 
classification is invalid, but they increase model uncertainty and 
require cautious interpretation. For this reason, the full-sample 
HMM is treated primarily as a structural benchmark, while 
greater emphasis is placed on the walk-forward implementation 
when assessing practical relevance.

Change-point detection depends materially on penalty 
selection. Low penalties can over-segment the series, while 
high penalties can suppress economically or statistically 
relevant breaks. The penalty is therefore treated as a sensitivity 
parameter rather than an optimized constant. A detected 
change point should be interpreted narrowly as evidence that 
the selected target exhibits statistically distinct behaviour 
across adjacent segments, not as an independent trading signal.

The portfolio results are based on historical backtests and 
a simplified implementation model. Transaction costs are 
included, but other real-world frictions such as taxes, market 
impact, execution delay, financing constraints, and mandate-
specific restrictions are not modeled comprehensively. Reported 
performance should therefore be interpreted as comparative 
evidence on strategy behaviour rather than as an estimate of 
directly realizable investment returns.

Energy prices and astrophysical series introduce domain-
specific complications, including negative electricity prices 
and strong periodicity in stellar light curves. These issues are 
addressed through domain-specific preprocessing and explicit 
limitations on interpretation. The cross-domain experiments 
are not trading-strategy tests and should not be interpreted as 
evidence of equivalent mechanisms across domains; they serve 

as methodological stress tests of the detection framework.

11. Conclusion
This study evaluated a regime-aware, dispersion-centric 

framework across financial, energy, and astrophysical time 
series. In the financial application, regime-dependent exposure 
materially changes portfolio risk characteristics, although the 
magnitude of the effect depends strongly on the estimation 
framework. The static HMM produces the strongest drawdown 
reduction, while the walk-forward implementation retains 
some regime-dependent exposure behaviour but shows a 
substantially weaker drawdown advantage. The results 
therefore support interpreting the framework primarily as 
a risk-state and exposure-management tool rather than as 
evidence of persistent alpha generation.

The institutional enhanced indexing overlay demonstrates 
that regime information can be embedded within explicit 
constraints on tracking error and turnover, although tight 
benchmark constraints naturally limit the scope for active 
return. The cross-domain experiments provide a different form 
of evidence: the same detection architecture can be applied 
consistently to energy prices and stellar light curves, but the 
resulting signals depend materially on target definition and 
parameterization. The absence of change points in the selected 
energy specification and of detections in the standardized 
astrophysical specification is itself informative and argues 
against interpreting the framework as a universal signal 
generator.

The practical implication is that regime methods are 
most naturally used as exposure tools within a broader risk 
architecture rather than as standalone prediction engines. Their 
value lies in providing an additional description of market state 
that can inform position sizing, risk budgets, hedging decisions, 
or the level of conviction required for new exposure. In this role, 
regime modelling complements rather than replaces existing 
portfolio processes and classical technical-analysis signals. 

A natural research extension is to test whether market 
regimes are better represented as continuous latent 
structures rather than as a small number of discrete states. 
Representation-learning and latent-variable approaches could 
therefore be compared with the transparent HMM benchmark 
used here, while denoising or diffusion-based methods may 
offer alternative ways to separate persistent structure from 
transient noise. Greater model flexibility, however, also 
increases model risk and the scope for overfitting. The relevant 
test is therefore not whether a more complex model fits the 
historical data better, but whether the additional information 
survives walk-forward evaluation and improves economically 
relevant portfolio decisions.
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Appendix
Code repository:	https://github.com/PatGeck21/MFTA_

Signal_Generation
ENTSO-E (Data Source)	 https://www.entsoe.eu/

Appendix A Model Specification and 
Implementation Details

A.1 Data and Preprocessing
All financial results are based on daily close data for SPY, 

EURUSD=X, and ^VIX obtained via yfinance. Returns are 
computed as:

Cash returns are proxied by the 13-week U.S. Treasury bill 
(^IRX), converted to daily equivalents.

Energy data consist of ENTSO-E day-ahead electricity prices 
(DE-LU zone), resampled to daily frequency. Astrophysical data 
consist of Kepler/ Konkoly RR Lyrae light curves, detrended 
using rolling median normalization.

All of the time series are:

	• Sorted chronologically
	• Cleansed of missing values
	• Evaluated at daily frequency (finance, energy)
	• Evaluated at native cadence (astro), optionally downsampled
	• No forward-looking information is used.

A.2 Change-Point Detection (PELT)
Structural segmentation uses the PELT algorithm with L2 

cost:

Segmentation is obtained by minimizing:
where:

β = penalty parameter
m = number of segments 

Targets include:

	• Rolling volatility (finance), Absolute returns, 
	• Rolling standard deviation (astro), Energy return dispersion

Penalty sensitivity was tested across a broad range (0.01 
to 5.0). Segmentation frequency behaves monotonically 
with penalty magnitude. No unstable parameter region was 
observed.

A.3 Hidden Markov Model (HMM)
Returns are modeled using a Gaussian HMM:

with latent state process:

estimated via Expectation-Maximization (EM).

State interpretation relies primarily on variance ordering 
rather than mean sign. Risk regimes are defined as the highest 
variance state.

Two estimation schemes are implemented:

1.	 Full-sample HMM
2.	 Rolling walk-forward HMM (756-day training window, 

monthly re-estimation)

Non-convergence warnings occasionally occur in EM 
iterations. However:

	• State variance ordering remains stable
	• Regime classification remains coherent
	• Portfolio outcomes are unaffected structurally

This suggests numerical sensitivity rather than regime 
instability.

A.4 Strategy Definitions
Buy & Hold

Risk-Off HMM

Cash return applied during = 0

Long/Short HMM
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Direction determined by regime classification.

Volatility Targeting

	
with rolling volatility window (default 20 days).

Enhanced Indexing Overlay

Exposure constrained:

	• Monthly rebalancing
	• Regime persistence filter
	• Designed for tracking error control

A.5 Backtest Mechanics
Strategy return:

Transaction cost model:

Equity curve:

Metrics computed:

	• Annual return, Volatility, Sharpe ratio, Sortino ratio, 
Maximum drawdown

	• Average turnover, Active return, Tracking error, Information 
ratio

A.6 Enhanced Indexing - Parameter Grid

Floor parameter grid:

Cap fixed at 1.0. monthly rebalancing.

Tracking error results:

	• TE ≈ 3.7%–15.4% across grid
	• TE decreases monotonically as floor → 1.0
	• Active return decreases correspondingly

Under strict TE ≤ 5% constraint:

	• Best configuration: floor ≈ 0.98; Active return ≈ 0.00023; IR ≈ 
0.006

This confirms:

	• Overlay is structurally risk-modulating
	• Tight TE budgets mechanically suppress alpha
	• No unstable region observed
	• The relationship is smooth and monotonic

A.7 Change-Point Penalty Stability
Penalty variation across orders of magnitude:

	• Low penalty => increased segmentation
	• High penalty => sparse segmentation

No discontinuous or explosive behavior observed. Structural 
breaks align with volatility expansion regimes rather than 
noise-driven micro-events.

A.8 HMM Robustness
Testing across:

	• 2–4 states
	• Full-sample vs rolling estimation

Findings:

	• High-variance regime consistently identifiable
	• Risk-off behavior driven by variance clustering
	• Walk-forward reduces performance, but does not eliminate 

drawdown control
	• Model behavior is stable under realistic estimation 

constraints.

A.9 Volatility Target Sensitivity
Target volatility  [5%, 15%]
Findings:

	• Lower targets reduce drawdown
	• Return compression proportional to risk reduction
	• No nonlinear instability observed
	• Mechanics behave predictably.

A.10 Cross-Domain Stability
Energy and astrophysical applications exhibit:

	• Predictable anomaly sensitivity to z-threshold
	• Stable change-point segmentation under reasonable penalties
	• Downsampling in astro reduces computational load without 

structural distortion

The framework captures dispersion clustering generically, 
not finance-specific artifacts.
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A.11 Summary of Robustness
Across all tested dimensions:

	• No parameter cliffs observed, No unstable performance 
spikes

	• Smooth monotonic behavior under constraint tightening
	• Consistent state interpretation, Stable regime ordering

The framework demonstrates structural robustness rather 
than overfit sensitivity. This robustness supports the claim that 
the approach models volatility regime behavior rather than 
exploiting isolated historical artifacts.

Appendix B Parameter Sensitivity and Stability
Parameter sensitivity was examined to assess structural 

robustness. Optimizing for performance might be the next step.
The change-point penalty was varied across a discrete grid. 

For reasonable penalty ranges, segmentation density changes, 
but regime timing in high-volatility environments remains 
qualitatively stable. No configuration produced materially 
different structural conclusions. HMM state count was 
evaluated between two and four states. Two states under-
segment volatility regimes; four states introduce fragmentation 
without improving stability. Three states represent a stable 
trade-off between interpretability and segmentation 
granularity.

For the institutional overlay, floor levels were varied between 
0.85 and 0.98. Tracking error remains approximately constant 
at ~3.8% when floor ≥ 0.98, confirming that the overlay behaves 
as intended: minimal structural deviation from benchmark 
while allowing modest regime-based modulation. Lower 
floors increase tracking error without improving information 
ratio. The enhanced indexing calibration grid confirms that, 
under a 5% tracking error constraint, the economically viable 
configuration lies at the upper exposure band. This indicates 
that the regime signal improves drawdown efficiency more than 
cumulative alpha.

Rolling HMM training window length was varied between 
2 and 4 years. Shorter windows increase signal noise; longer 
windows reduce responsiveness to volatility expansion. The 
selected three-year horizon balances adaptation speed with 
estimation stability. No parameter configuration resulted in 
instability or regime inversion.

Sensitivity analysis therefore supports the interpretation 
that observed performance differences arise from regime logic 
rather than parameter tuning.

Appendix C Out-of-Sample and Walk-Forward 
Validation

A central concern in regime-based frameworks is whether 
performance is structural or merely the product of in-sample 
fitting. This appendix addresses that question explicitly through 
walk-forward estimation and forward-consistent parameter 
treatment.

C.1 Walk-Forward HMM Estimation
The full-sample HMM implementation presented in the main 

text estimates regime parameters using the entire dataset. 
While useful for structural interpretation, this approach 

benefits from complete hindsight. To approximate realistic 
implementation conditions, we constructed a rolling variant 
with the following structure:

	• Training window: 756 trading days (approximately three 
years)

	• Re-estimation frequency: monthly
	• Fixed number of states: 3
	• No dynamic hyperparameter re-optimization

The resulting strategy is denoted as risk_off_hmm_rolling. 
Under this walk-forward specification:

	• Annual return declines relative to the full-sample HMM.
	• Volatility increases modestly.
	• Maximum drawdown remains modestly below buy-and-hold..

The reduction in performance is economically intuitive. Full-
sample estimation benefits from global knowledge of regime 
variance separation. Rolling estimation operates under partial 
information and therefore classifies regimes with slightly 
higher uncertainty.

However, the core structural property persists: volatility 
clustering is captured in real time, and high-variance states 
continue to correspond to periods of elevated downside risk. The 
walk-forward results retain some regime-dependent behaviour, 
although the drawdown advantage is considerably weaker than 
in the full-sample specification.

C.2 Parameter Stability Under Forward Conditions
Beyond regime estimation, parameter robustness was tested 

by holding key hyperparameters constant over time:

	• HMM state count remained fixed.
	• Change-point penalty was not re-optimized.
	• Volatility targeting window remained constant.
	• Enhanced indexing floor and cap were not dynamically 

recalibrated.
	• No rolling grid search or adaptive tuning was performed.

Under these constraints:

	• Regime overlays preserved their volatility-compression 
behavior.

	• Volatility targeting preserved its drawdown dampening.
	• Enhanced indexing converged mechanically toward 

benchmark exposure as the floor approached 1.0.

The absence of dynamic tuning reduces the risk that 
performance arises from implicit optimization.

C.3 Institutional Interpretation
From an implementation perspective, the walk-forward 

results suggest:

	• The regime overlay remains economically coherent under 
forward estimation. 
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	• The degradation from full-sample to rolling specification 
quantifies the informational advantage of hindsight.

	• Structural benefits arise from volatility persistence rather 
than parameter precision.

This is important, because if regime performance had 
collapsed under rolling estimation, the framework would 
likely reflect overfitting. Instead, we observe moderated but 
persistent drawdown control.

C.4 Tracking Error Discipline
The enhanced indexing overlay was evaluated under explicit 

tracking error constraints.
Key observations:

	• Tracking error declines monotonically as exposure floor 
approaches 1.0.

	• Active return converges toward zero under strict constraints.
	• Information ratio remains low, as expected under limited 

active risk.

This behavior is mechanically consistent and confirms that 
the overlay functions as a disciplined exposure modulation 
framework rather than a high-conviction alpha strategy.

C.5 Summary of Validation
Across walk-forward testing, parameter stability, and 

tracking-error calibration, three conclusions emerge:

	• The primary value proposition of the regime overlay lies in 
truncating left-tail exposure.

	• Structural effects persist under forward estimation.
	• The framework behaves predictably under institutional risk 

constraints.

The model does not require continuous retuning to remain 
stable, nor does it collapse under rolling estimation. While no 
strategy is immune to structural breaks in the data-generating 
process, the empirical behavior observed here supports the 
interpretation that volatility regimes are persistent market 
features rather than statistical artifacts.

Appendix D Signal Diagnostics Across Financial 
Assets

To illustrate the behavior of the anomaly detection and 
regime classification components across different financial 
assets, Appendix D presents diagnostic visualizations for SPY, 
EURUSD, and VIX. 

These figures are not central to the main narrative but 
provide transparency regarding how the signal extraction layer 
behaves across markets with different volatility structures.

D.1 SPY anomaly detection
The figure shows rolling z-score anomaly detection applied 

to daily SPY log returns. Observations exceeding the defined 
absolute z-score threshold are identified as statistical anomalies 
relative to recent market behaviour. The clustering of these 
observations provides a complementary diagnostic to the 

persistent regime classification produced by the HMM.

D.2 VIX HMM regimes
VIX returns display clearer volatility state separation 

compared to equity returns, reflecting the structural role of the 
volatility index as a market stress indicator.

D.3 EURUSD HMM regimes
The FX market shows comparatively lower regime 

persistence, highlighting structural differences between equity 
and currency volatility dynamics.

Figure 10: Z-score anomaly detection for SPY log returns.

Figure 11: Hidden Markov Model regimes for VIX returns.

Figure 12: Hidden Markov Model regimes for EURUSD log 
returns.

IFTA JOURNAL      2027 EDITION

PAGE 68 IFTA.ORG

IFTA.org


D.4 VIX anomaly detection
Extreme volatility shocks appear as statistically significant 

outliers relative to the rolling volatility baseline.

D.5 EURUSD anomaly detection
FX anomalies occur less frequently than equity or volatility 

anomalies, consistent with lower overall return dispersion.

Feature Engineering Summary

In short:

	• Returns capture direction
	• Absolute returns capture stress
	• Rolling volatility defines regime
	• HMM translates volatility clusters into tradable state
	• MA200 acts as a classical trend confirmation anchor

 

Feature           Description Motivation                                                        

Log Returns ln(Pt / Pt-1)
Stationary 
input for regime 
models

Absolute Returns |rt|
Proxy for 
realized 
volatility

Rolling Volatility  (window=20)
Regime 
detection via 
variance shifts

Rolling z-score (x - μt)/ σₜ
Anomaly 
detection

HMM State
Latent regime 
classification

Market state 
identification

MA200 Signal Price > 200d MA
Technical trend 
filter

Vol Target Weight _target / _realized
Risk scaling 
mechanism

Energy behaves like a stress asset in crisis periods. The model 
treats it analogously to VIX behaviour in equity markets.

Feature           Description Motivation                                                        
Daily Log 
Returns*

ln(Pt / Pt-1), where 
defined

Detect price 
shocks

Rolling z-score 60-day window
Extreme pricing 
events

CP detection PELT (RBF)
Structural break 
detection

HMM regime Volatility clustering
Energy stress 
regimes

*Hourly prices are aggregated to daily means before 
return calculation. Observations for which the logarithmic 
transformation is undefined are excluded from return-based 
analysis.

Feature           Description Motivation                                                        

Detrended Flux
Flux normalized by 
rolling median

Remove long-
term drift

Rolling Std Volatility proxy in LC
Detect 
variability 
bursts

z-score
Extreme deviation 
detection

Extreme 
variability 
detection

CP detection
Variance 
segmentation

Structural 
change in 
variability

Figure 13: Z-score anomaly detection for VIX log returns.

Figure 14: Z-score anomaly detection for EURUSD log 
returns.

Table 4: Finance Features Summary

Table 5: Energy Features Summary

Table 6: Astrophysical Features Summary
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Abstract
The study investigates the integration between the advanced 

Arabic transformer-based sentiment models, namely: 
AraBERTv2, CAMeLBERTDA, MARBERTv2 and market cycle 
detection (FFT, DPO, Hurst exponent). To enhance the predictive 
analytics of the Tadawul All Share Index (TASI) in Saudi Arabia, 
a unique dataset of Arabic financial tweets and daily TASI 
price data are adopted to assess the effectiveness of ensemble 
sentiment models and cycle-based approaches for market 
timing and volatility forecasting. The results indicate that, 
while BERT-based sentiment models show robust in-sample 
classification accuracy, the predictive power of TASI returns is 
limited and unstable over time. In particular, the findings are 
in line with previous studies associated with the sentiment 
of the Saudi market. In contrast, cycle detection and Hurst 
exponent analysis consistently indicate actionable trading 
windows and confirm persistent, nonrandom market dynamics 
(H > 0.6), challenging the efficient market hypothesis. Overall, 
the findings highlight the superiority of hybrid cycle-based 
analytics over sentiment-only models for tactical investment 
strategies in the Saudi market. Furthermore, the results provide 
important insights for investors and policy makers and offer 
a novel and interesting framework for AI-driven financial 
analytics in emerging markets.

1. Introduction
In today’s world, the Saudi stock market is affected not 

only by technology and news, but also by how people feel 
and what they talk about online (Huang and Li); (X. Chen et 
al.);(Peivandizadeh et al.). The Tadawul All Share Index (TASI) 
is the main measure of these changes. Predicting where TASI 
will go is important for anyone who invests, manages risk, or 
simply wants to make smart financial decisions (Alosaimi et 
al.). But this is not easy, because the market can change quickly 
- sometimes for reasons as simple as a rush of new opinions, 
breaking news, or unexpected events (Alosaimi et al.);(X. Chen 
et al.). Although experts often use numbers and charts, new 
research shows that looking at the mood of investors and the 
’buzz’ on social networks, along with traditional tools, gives 
a clearer and more useful picture to understand and predict 
what happens next in markets such as Saudi Arabia’s (Zmandar 
et al.); (Boulanouar et al.);(Peivandizadeh et al.);(G. Liu et al.); 
(Boulanouar et al.).

Recently, powerful new computer tools—especially those that 
understand languages, called natural language processing (NLP) 
models—have made it possible to quickly read and interpret 
thousands of Arabic tweets, posts, or comments about TASI each 
day. For example, AI models such as AraBERTv2 or MARBERTv2 

can scan social media for messages such as ’individual investors 
are excited about TASI today’ or ’the market feels nervous’, 
helping us spot trends in the way people talk about the Saudi 
stock market (Alosaimi et al.);(Colasanto et al.).

At the same time, another side of math and data techniques, 
such as the Hurst exponent and the Fast Fourier Transform, 
helps to uncover ’time cycles’ in TASI prices, which means 
patterns that repeat, such as the market rising and falling in a 
certain rhythm (Kristoufek);(Zournatzidou and Floros). These 
patterns can be hard to see with the naked eye, but are crucial 
to understanding whether prices are truly random or if they 
follow hidden trends.

Most of the time, research using these advanced techniques 
has focused on developed or English-speaking markets. Much 
less has been written about how these methods work in the 
Saudi market or with real Arabic-language data obtained from 
Saudi investors and social networks (Alosaimi et al.); (Nasr and 
HajHmida);(Huang and Li).

1.1 Research Problem and Question
The main question of this study is Can we get better at 

predicting what will happen in the Saudi stock market by using 
two powerful approaches together like sentiment analysis using 
Bert and time cycle analysis using Hurst? First, we analyze what 
people are saying in Arabic on social media about the market, 
using advanced language models to detect whether the general 
mood is positive, negative, or neutral (Antoun et al., “AraBERT: 
Pre-trained Arabic Language Model for NLP”); (Boulanouar et 
al.);(Zmandar et al.).

Second, we apply mathematical techniques to uncover 
repeating patterns in TASI prices over time, much like spotting 
waves in the ocean, which can reveal when prices are likely to 
swing up or down (Vogl); (Raj et al.);(Čurpek). By joining these 
two ideas, combining real-time investor sentiment with the 
’rhythms’ of market prices discovered by cycle analysis, this 
study asks: Is it possible to get clearer and more timely signals 
about when prices might shift or when could be the best (or 
riskiest) time to buy or sell?

Recent research supports the idea that merging online 
sentiment with quantitative market analysis can lead to more 
accurate and practical forecasts, especially in dynamic markets 
like Saudi Arabia (Huang and Li);(X. Chen et al.); (Alosaimi et 
al.). In short, if we blend the online “buzz” with hidden price 
patterns, can we understand and predict the TASI market more 
reliably than with either approach alone?

1.2 Objectives, Scope, and Aims
This research has three main objectives. Investigate how well 

The Role of Sentiment Analysis Using Artificial 
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by psychological biases, group behavior, and their emotions, 
so they can act irrationally, influenced by fear or excitement 
instead of pure logic (Kai-Ineman, Tversky, et al.; Barberis; 
Shiller; Aggarwal and Goodell). Because these emotional 
reactions can move markets powerfully, researchers now pay 
close attention to investor sentiment by analyzing sources like 
social networks and news. By blending this “crowd mood” with 
traditional price data, experts can better understand the real-
life ups and downs of markets like Saudi TASI, including when 
prices might follow cycles and patterns that classic efficient 
market thinking alone cannot account for (Alosaimi et al.; Q. Liu 
et al.; X. Chen et al.; Nyakurukwa and Seetharam).

The price time cycle theory, pioneered by Hurst, suggests 
that financial markets do not move randomly but often follow 
repeating rhythms or cycles over time. According to Hurst, 
these cycles can range from days to years and are made up of 
waves that overlap and interact, causing prices to rise and fall 
in somewhat predictable patterns rather than by pure chance 
(Hurst); (Peters). Modern research confirms that measuring 
these cycles, using tools such as the Hurst exponent, can help 
detect when a market is likely to continue trending, reverse, 
or become more volatile (Vogl); (Čurpek). Studies applying 
Hurst’s ideas have found that markets, including emerging 
ones like Saudi Arabia, often display long memory effects and 
persistence, which means that past trends can influence future 
prices longer than expected by classic theories (Sakınç et al.); 
(El Khamlichi et al.). This understanding gives investors and 
analysts another way to look for turning points and better time 
their market decisions.

Our research combines two main ideas: behavioral finance, 
showing that real markets move due to human emotions, group 
thinking, and not always logical decisions (Fama);(Kai-Ineman, 
Tversky, et al.); (Barberis); (Shiller); (Aggarwal and Goodell). We 
also apply Hurst’s price time cycle theory, which finds repeating 
patterns in prices. By blending these theories, we aim to better 
understand and forecast the real movements of Saudi TASI, 
especially by measuring investor sentiment and price cycles 
(Alosaimi et al.); (Vogl).

1.3.2 Investor Sentiment Analysis
Recent research emphasizes that collective investor mood 

can significantly influence stock markets, often explaining 
swings in asset prices beyond what traditional financial theories 
can predict (Barberis);(M. Baker and Wurgler);(Shiller). With 
the widespread use of social networks in countries such as 
Saudi Arabia, analysts now have access to abundant real-time 
expressions of market opinion. Advances in natural language 
processing—especially Arabic-adapted transformer-based AI 
models, such as AraBERT and ArabBERT-LSTM—have enabled 
researchers to efficiently and accurately classify the mood 
in huge volumes of tweets and financial news (Antoun et al., 
“AraBERT: Pre-trained Arabic Language Model for NLP”); 
(Boulanouar et al.); (Nouri and Habbat); (Colasanto et al.); (X. 
Chen et al.). These models outperform basic techniques by 
recognizing slang, dialects, and subtleties in the way market 
participants actually communicate online (Boulanouar et al.); 
(Zmandar et al.).

new Arabic artificial intelligence models can read tweets and 
accurately determine whether the general mood toward the 
TASI stock market is positive, negative, or neutral (Boulanouar 
et al.);(Zmandar et al.). Explore whether mathematical analysis, 
breaking down TASI price data into repeating patterns 
using tools such as the Fast Fourier Transform (FFT) and the 
Hurst exponent, can help identify better times to buy or sell 
stocks by spotting regular cycles in market behavior (Vogl); 
(Peivandizadeh et al.). Tests if the use of both methods together, 
the mood on social media and the patterns of the price cycle can 
provide investors, analysts and managers with clearer and more 
practical information for decision-making in the Saudi financial 
market (Alosaimi et al.);(X. Chen et al.). This study is focused 
only on the Saudi market using TASI data and Arabic tweets 
collected between January 2023 and December 2024, with the 
understanding that these findings are most useful for the Saudi 
context and may not directly apply to other markets that have 
different languages or rules.

This study relies on two key types of data: daily prices of the 
TASI index and tens of thousands of Arabic tweets discussing 
the Saudi stock market, collected over two years (Alosaimi et 
al.). After carefully preparing this information, we use modern 
artificial intelligence models trained especially for Arabic 
language to automatically detect the public mood of social 
media (Zmandar et al.);(Boulanouar et al.). At the same time, 
we apply mathematical techniques such as cycle analysis and 
the Hurst exponent to identify repeating patterns and trends 
in the price data (Vogl);(Peivandizadeh et al.). This combined 
method allows us to closely examine how daily shifts in people’s 
attitudes relate to market movements, providing new insight 
into the link between online mood and real trading activity 
(Huang and Li);(X. Chen et al.).

Our results show that while positive sentiment was most 
common, there was also a strong presence of neutral and 
negative opinions, capturing a wide range of perspectives in the 
Saudi market. We also found that TASI prices tended to move 
in clear cycles, indicating that both the mood of the crowd and 
regular patterns in price changes are important when trying 
to predict big changes in the market. By combining these new 
social media tools and mathematical analysis, this research 
gives investors and analysts a more complete and practical view 
of the Saudi market, helping them to understand not only what 
has happened but also what may come next (Boulanouar et al.); 
(X. Chen et al.).

1.3 Literature Review

1.3.1 Review of Theory
The Efficient Market Hypothesis (EMH), originally 

introduced by Eugene Fama, argues that stock prices fully 
reflect all available information, making future price 
changes unpredictable, and suggesting that investors cannot 
consistently outperform the market using public data or news 
alone (Fama; G. Liu et al.; Sakınç et al.). However, real markets 
often experience bubbles, sharp drops, and patterns that EMH 
cannot fully explain, which led to the rise of behavioral finance, 
a field pioneered by Daniel Kahneman and Amos Tversky, among 
others. Behavioral finance shows that investors are influenced 

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 71

IFTA.org


Recent studies confirm that extracting real-time sentiment 
signals from social networks provides deeper and more timely 
insight into the likely directions of the market than older 
proxies such as trading volume or simple volatility (Huang and 
Li);(Peivandizadeh et al.); (X. Chen et al.). In particular, work 
focused on the Saudi Arabia TASI index has shown a close link 
between the mood expressed in Arabic-language tweets and 
actual market movements, which supports better forecasting 
and risk management decisions (El Khamlichi et al.); (Sakınç et 
al.).

Hypothesis 1. Measuring investor sentiment from Arabic social 
networks using advanced AI models will significantly improve the 
prediction of TASI market movements.

This hypothesis (1) means that by capturing the real-time 
mood of Saudi investors, our AI-based sentiment analysis can 
predict the trends and turning points of the stock market more 
accurately than traditional methods.

1.3.3 Hurst Market Cycles
In parallel, understanding and predicting the rhythms or 

’cycles’ in financial markets has become increasingly important, 
especially in emerging markets where new trends often appear, 
and prices can move in long repetitive patterns. Techniques such 
as the Fast Fourier Transform (FFT), Detrended Price Oscillator 
(DPO), and Hurst exponent help uncover hidden patterns in 
stock prices by breaking down complex price movements 
into simpler parts. FFT reveals regular cycles or periodicity in 
the market, DPO highlights shorter-term waves by removing 
long-term trends, and the Hurst exponent measures how 
much current price movements are based on past behaviors, 
showing whether a market is likely to trend or reverse (Kaur 
and Bharucha); (Zournatzidou and Floros). Together, these 
tools make it easier to spot repeating trends and assess the 
predictability of market prices.

Recent research, including empirical market reports and 
peer-reviewed studies, demonstrates that applying Hurst-
based analysis to markets such as TASI uncovers periods of 
predictable and repeating price action, as well as moments 
of increased uncertainty or change (Vogl). Integrating these 
cycle detection methods with modern AI-based sentiment 
analysis creates a more robust system to interpret and predict 
market changes than either method alone (Kaur and Bharucha); 
(Nazarova, Dovlabdekova, et al.); (Synergy); (Zmandar et al.).

Hypothesis 2. Combining Hurst’s market cycle analysis with 
sentiment signals will improve the detection and prediction of key 
turning points in TASI prices.

This hypothesis (2) suggests that blending these cycle 
techniques with the mood of Arabic investors will enable us to 
spot trends, reversals, and significant price changes in the Saudi 
market more accurately than relying on either approach alone.

2. Materials and Methods

2.1 Data Collection
This research draws on two complementary types of data: 

quantitative market data—representing actual daily close 
price trading activity—and qualitative sentiment data—
reflecting the daily mood and opinions of market participants 

as expressed on social media. Both data sets span a two-year 
period, from January 1, 2023 to December 31, 2024, to ensure 
that the results are robust and reflect multiple market cycles.

2.1.1 Market Data: TASI Daily Prices
Our quantitative data set consists of daily closing prices 

(in US dollars) during the period from 1 January 2023 to 31 
December 2024 for the Tadawul All Share Index (TASI), which 
is the main index of the stock market on the Saudi Exchange. 
TASI tracks the combined performance of all shares traded 
in the Saudi market and serves as the primary benchmark 
for investors and analysts monitoring economic trends in the 
Kingdom.

To maintain the highest standards of data credibility and 
completeness, we obtained closing price data from the Refinitiv 
Eikon (Reuters) platform, a globally recognized provider of 
historical and real-time financial market data (Refinitiv; Sakınç 
et al.). Figure 2.1 provides a visual of the TASI index ’Daily’.

For each trading day within our study period, the data set 
includes the following.

	• The date
	• Official TASI closing price (USD)
	• Calculated daily percentage price change (from one close to 

the next)
	• Trading-day identifiers to ensure only valid Saudi market days 

are included, which include working days without weekends 
and holidays.

Calculating the percentage daily change allows for the 
assessment of both short-term volatility and overall price 
trends, as recommended in the recent financial analysis 
literature (H. K. Baker et al.; Kaur and Bharucha).

2.1.2 Sentiment Data: Arabic Twitter Posts
In addition to market data, we built a comprehensive 

qualitative dataset to reflect what investors and observers were 
thinking, feeling, and discussing about the Saudi market in real 
time. Using the NTScraper tool, we collected 96,293 Arabic-
language tweets from X (formerly known as Twitter) posted 
between January 1, 2023 and December 31, 2024 for individual 

Figure 2.1: TASI Index in USD ”Daily”
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investors. Each tweet record includes:

	• user identifier
	• Exact date and time of the tweet
	• Full tweet text

To ensure the relevance and specificity of our sentiment data, 
tweets were filtered using a comprehensive set of commonly 
used Arabic keywords and market-related hashtags favored by 
Saudi investors, commentators, and major trading accounts. The 
query included hashtags terms such as:

These keywords capture investor sentiment on broad 
market moves and popular trading discussions. The approach 
of analyzing and harvesting Twitter sentiment for individual 
investors as 2.2 is strongly supported by current research, 
which demonstrates that social networks provide valuable, real-
time insights into the collective psychology, expectations and 
behavioral drivers of financial markets, especially in regions 
with high participation in social media (Lu et al.); (Habash et al.); 
(Alosaimi et al.); (Huang and Li); (Habash et al.). Merging these 
rich, time-matched tweet data with daily TASI index values 
allows for a day-by-day examination of the interplay between 
public mood and actual stock market performance. This design 
strengthens empirical research on how investor emotion, 
expressed on social platforms, could forecast, amplify, or react 
to real changes in the Saudi financial market (H. K. Baker et al.). 
Figure 2.3 visualizes the overall methodology: from collecting 
both types of data, through preprocessing and automated 
sentiment classification, to integrating the results with daily 
TASI movements for further analysis.

2.2 Data Pre-processing
Before any analysis could be performed, both the market 

data and the tweet data underwent a series of systematic 
preparation steps. These steps are essential to ensure that 
our study produces results that are not only accurate but also 
meaningful and easily interpreted. By applying these methods, 
we minimize the risk of technical errors, inconsistencies, or bias 
that might arise from raw or mismatched data.

2.2.1 Market Data Preparation
To begin, we organized the daily closing prices for TASI, the 

main Saudi stock market index, into a format that supports 
both trend analysis and direct comparison with public 
sentiment data. For every day on which the Saudi market was 
open, we recorded the closing price (in US dollars). To make 
market changes clearer and easier to interpret, we generate an 
additional column: the percentage change in the closing price 
from one day to the next. This calculation uses the standard 
formula: 

This value shows, as a simple percentage, whether the index 
increased, decreased, or stayed much the same each trading 
day. For example, if TASI closed at 10,000 on Monday and 10,200 
on Tuesday, the percentage change for Tuesday would be a 
(10,200−10,000)/10,000 × 100 = 2% increase. This normalized 
value is crucial for comparing days with different price levels 
and makes it much easier to spot patterns of volatility or 
sustained trends, as recommended in leading financial analysis 
research (Kaur and Bharucha); (H. K. Baker et al.).

A further critical step is the precise alignment of the date of 
the market data with those of the tweet data. Because the Saudi 
market does not operate every day of the year - being closed 
on weekends and public holidays - it was essential to ensure 
that the analyzes only used dates when both the price and the 
sentiment of the tweet were available for the same trading 
days. This means that if a tweet was posted on a day when the 
stock exchange was closed (like a Friday or Eid holiday), it was 
excluded from the dataset, preventing misleading conclusions. 
This day matching is especially important in finance, where even 
a single-day offset can lead to false associations or mask true 
patterns (Sakınç et al.); (Farha and Magdy). By synchronizing 
each day’s closing price with tweets from that same day, we 

Figure 2.2: Head of tweets collected through X platform.

Figure 2.3: A workflow overview: Data collection, pre-
processing, AI-based sentiment classification, and 
integration with TASI market data.
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ensure that any link between market movements and public 
mood is both fair and reliable.

2.2.2  Tweets Data Preparation
Processing the collected Arabic tweets required a careful 

sequence of cleaning and formatting steps to transform various, 
sometimes messy, user-generated content into data ready for 
sentiment analysis. This multi-step pipeline involved: 

	• Emojis and URLs removal: All emojis and website links were 
removed from the tweets. Although emojis can sometimes 
express emotion, they can also confuse text-based sentiment 
models. Similarly, URLs add clutter but do not carry useful 
market sentiment information for model interpretation as 
visualized in figure 2.4.

	• Deletion of special characters, punctuation and numbers: 
The data set was stripped of punctuation marks, digits, 
and any characters of non-Arabic language (Farha and 
Magdy). This clarification step helps ensure that the models 
interpret only the relevant language features instead of being 
distracted by formatting artifacts or irrelevant data.

	• Stop word filtering: Common Arabic words that occur in 
almost every sentence, such as “ ” (in) or “ ” (from), were 
removed. These ”stop words” are grammatically necessary, 
but do not express any attitude, opinion, or valuable market 
information. Removing them helps the model focus on 
keywords that actually reveal sentiments, such as words for 
’profit,’ ’loss,’ or ’growth.’

	• Stemming and tokenization: Each word in every tweet was 
reduced to its root form (for example, different versions of 
the word ’trading’ are recognized as the same concept) and 
the texts were divided into individual words. Tokenization 
and stemming are standard proven steps in natural language 
processing to improve the consistency and coverage of 
automated text analysis.

	• Date matching: After cleaning, each tweet was assigned to 
its correct market date. Only tweets matching actual trading 
days were kept for analysis, which ensures that aggregate 
daily sentiment scores truly reflect the mood relevant to that 

day’s TASI performance and removes noise from tweets sent 
on non-trading days.

This thorough and standardized pre-processing is 
foundational for modern sentiment analysis, especially when 
dealing with languages with complex morphology such as Arabic 
and the diversity of social media text (Sakınç et al.); (Alosaimi et 
al.); (Farha and Magdy). By applying these steps, we guarantee 
that the sentiment signals extracted are as accurate and fair 
as possible and that the public mood of each day can be reliably 
measured and compared during the 2-year study period.

In summary, these careful data preparation steps for both 
the TASI market figures and the content of Arabic tweets build 
a robust and reliable dataset. This approach lays a strong 
foundation for insightful daily comparisons, ensuring that our 
analysis accurately reflects both what the market did and how 
people felt about it in all market conditions.

2.3 Sentiment Analysis Models
Identifying sentiment in Arabic finance tweets requires 

machine learning models that can handle the complexity of 
the Arabic language. This study uses a set of state-of-the-art 
Arabic transformer models, which have been proven in recent 
research to recognize dialects, slang, and subtle expressions 
common in Arabic social networks. These advanced models, 
such as AraBERT and ArabBERT-LSTM, significantly outperform 
traditional approaches and allow a much more accurate and 
reliable sentiment analysis of the Arabic financial text (Sakınç 
et al.); (Alosaimi et al.); (Farha and Magdy); (Boulanouar et al.).

Rationale for Model Selection Instead of depending on a 
single sentiment analysis model, our methodology strategically 
combined three complementary pre-trained models, each 
excelling with different forms of Arabic and types of online 
discourse:

	• AraBERTv2 (Twitter fine-tuned): Known for the accurate 
handling of modern standards and relatively structured 
Arabic, well represented in media and semiformal tweets 
(Antoun et al., “AraBERT: Transformer-based Model for Arabic 
Language Understanding”).

	• CAMeLBERT-DA: Specially adapted for various regional 

Figure 4: Example of an optimal portfolio of Dow Jones 
stocks

Figure 2.5: Ara-Bert Text Classification Models
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Arabic dialects and slang frequently used in Saudi tweets and 
informal online exchanges (Inoue et al.).

	• MARBERTv2 (Twitter fine-tuned): Trained to process highly 
informal, noisy, and abbreviated language typical of digital 
social platforms (Abdul-Mageed et al.).

We combined several top-performing Arabic transformer 
models into a single voting ensemble, which averages the 
predictions from each model to make sentiment detection more 
reliable. This method helps avoid mistakes that can happen 
when relying on just one model, especially when dealing with 
different dialects and writing styles found in Arabic tweets. 
Recent studies show that such ensemble approaches offer better 
accuracy and robustness for Arabic sentiment analysis than any 
single model alone (Colasanto et al.); (Habash et al.); (Boulanouar 
et al.); (Mansour et al.).

Training Protocol Although the models came already 
pre-trained on massive Arabic text corpora, we ensured their 
compatibility and calibrated the output classes (positive, 
negative, neutral) using manually selected as 2.6 , clear example 
sentences in Arabic that represent each sentiment type. This 
alignment step is vital, as different models may use slightly 
varied label distributions or confidence thresholds for similar 
content. After calibration, we applied each model to the full 
dataset of cleaned and matched financial tweets.

Before analyzing the tweets, each step was designed to help 
the computer read and understand Arabic text more fairly 
and accurately. First, every tweet was made the same length 
by either cutting it off or adding extra space, which helps the 
computer handle short and long messages in a similar way. 
The tweets were then grouped and processed in small batches 
using special software (HuggingFace Transformers in Python), 
following the methods recommended by experts to obtain 
reliable results (Farha and Magdy); (Huang and Li). Finally, 
instead of taking just one prediction, we averaged the mood 
results (positive, neutral, negative) from all the models to get 
the final answer for each tweet.

So far we introduced the Trend-Score (Plain and Anchored, 

Validation and Performance After we got our models ready, 
we made sure that they worked properly by testing them on 
a separate group of tweets that the computer had not seen 
before. This step checks if the model can correctly judge new 
data, not just the examples on which it trained. To measure 
how well our system worked, we used standard checks such 
as accuracy, which tells us the percentage of correct answers, 
and other scores that show how reliable our results are. This 
helps us to know how good our approach is for identifying the 
mood in Arabic tweets. Performance was measured using well-
established metrics:

	• Accuracy: percentage of correctly classified tweets.
	• F1-score: harmonic mean of precision and recall, especially 

important for imbalanced classes (where ’neutral’ is often 
dominant).

The results showed high precision (above 85%) and balanced 
F1 scores, demonstrating a consistent and reliable classification 
of the major and minority sentiment categories in various 
Saudi financial tweets. These results align with those reported 
in recent large-scale field trials of Arabic financial sentiment 
classification (Alosaimi et al.); (Sakınç et al.).

In summary, using a validated set of state-of-the-art Arabic 
transformer models - correctly calibrated and rigorously tested 
- empowers a fair, nuanced and reliable measure of online 
investor mood, setting a solid methodological foundation for 
linking digital sentiment with real-world Saudi financial market 
outcomes.

2.4 Market Cycle Analysis
Understanding cyclical behavior in equities is crucial to 

capture non-linear price movements and improve market 
timing, particularly in emerging markets such as the Saudi 
Arabia. These markets are heavily influenced by behavioral, 
macroeconomic, and regulatory cycles. This section employs 
a hybrid analytical framework that combines spectral 
decomposition (through Fourier analysis), time-series de-
trending, and fractal geometry to uncover hidden periodicity 
and assess market efficiency across Saudi Arabia index.

2.4.1 Hurst Cycle Identification
Market cycles in broad stock indices, such as Saudi Arabia’s 

TASI, often reflect a mix of investor behavior, regular financial 
events (such as earnings seasons), and broader economic trends. 
To better understand these patterns in TASI, this research 
uses a three-step analysis based on spectral and fractal cycle 
theories, such as Hurst’s principles, adapted for the complexities 
of modern stock markets (Grafton); (Kumaran). This approach 
helps reveal repeated rhythms in price movements, offering 
insights that can improve the timing of market forecasts and 
investment decisions.

Figure 2.6: Training protocol Models

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 75

IFTA.org


2.4.2 Spectral Decomposition via Fast Fourier Transform (FFT):
The FFT is used on the (log) price series of the TASI index to 

break down price changes into basic cycles, revealing hidden 
patterns in the data. This method helps us spot regular price 
movements by converting time series into frequency data, 
making it easier to identify the underlying cycles. We categorize 
these cycles as short-term (approximately 20-60 trading days, 
which often reflect quick sentiment changes), medium-term (60 
to 200 days, linked to company news or economic changes), and 
long-term (200 to 500 days, usually showing broader trends and 
market moods, as shown in 2.7). The peaks in the resulting FFT 
spectrum confirm the presence and importance of these cycles 
for TASI, and our findings are compared with the results of other 
financial markets for validation (Kaur and Bharucha);(Refinitiv); 
(Cajueiro and Tabak, “Testing for long-range dependence in 
world stock markets”).

2.4.3 Detrended Price Oscillator (DPO):
The Detrended Price Oscillator (DPO) is a technical indicator 

that helps us focus on natural ups and downs in stock prices by 
removing the overall long-term trend isolate and highlighting 
shorter-term price cycles and fluctuations. By calculating the 
difference between the current price and a displaced moving 
average to backward, the DPO allows traders to identify 
recurring patterns, estimate the duration of price cycles 
between peaks and troughs, and spot overbought or oversold 
conditions within those cycles. In practical terms, the DPO 
lets us see when prices have reached a typical peak or bottom, 
helping us guess when a change in direction might occur. This 
is useful for timing trades and understanding when the market 
might reverse or continue its pattern (Grafton).

2.4.4 Future Line of Demarcation (FLD):
The Future Line of Demarcation (FLD) is a cycle analysis 

indicator developed by Hurst. By moving the price series 
forward by the length of the dominant cycle, we projected 
the continuation of the cycle into the future. The intersection 
between price and FLD lines identifies potential reversal zones 
(crests and troughs). This technique provides a predictive 
visualization of turning points and is widely used in cycle-based 
trading systems to anticipate inflection dates and optimize 
entry/exit timing (Grafton); (Alsalloum).

This triple-layered approach, FFT for frequency discovery, 
DPO for cycle isolation, and FLD for trajectory projection, offers 

a comprehensive view of multiscale cyclical behavior within the 
TASI index.

2.4.5 Hurst Exponent (H)
The Hurst exponent (H) is a statistical measure that tells us 

how much today’s price changes in the market are connected to 
past price movements that used to characterize the long-term 
memory or persistence of a time series, offering a statistical 
lens to evaluate market efficiency and price persistence. This 
study integrates both static and dynamic Hurst exponent 
computations to characterize and monitor the evolving regime 
behavior of the TASI equity index.

Rescaled range (R/S) analysis is a way to measure how much 
a series of data moves away from its average over different 
time periods. It works by taking the difference between the 
highest and lowest values of the ’cumulative sum’ of how each 
value differs from the average and then dividing it by the usual 
amount the data typically vary (the standard deviation). This 
helps us to see whether a market tends to continue moving in 
the same direction, reverse course, or act randomly over time.

The rescaled range (R/S) for a time series X1, X2, . . . , Xn is 
calculated as:

and S(n)is the standard deviation of the series. Looking at 
how this R/S value changes for longer or shorter periods and 
plotting the results, we can estimate the Hurst exponent, which 
tells us about long-term memory or trends in the data. A high 
value means that past trends often continue; a low value means 
that the series tends to reverse itself quickly (Hurst); (Peters); 
(Zournatzidou and Floros).

Calculated using the classical Rescaled Range (R/S) analysis 
on log-return series, static H values provide baseline insights 
into market regimes:

	• H > 0.5: it means the market is showing trends or ’memory’, so 
past moves often continue. Indicates persistent trends and 
momentum effects, typical of sentiment-driven bull markets 
or inefficient pricing.

	• H < 0.5: prices tend to move in the opposite direction more 
often, or quickly return to normal levels. Suggests mean-
reverting or corrective behavior, potentially exploitable by 
contrarian strategies or value-based investors.

	• H = 0.5: means the market is acting totally random, like 
flipping a coin. Implies a pure random walk consistent with 
efficient market behavior.

The R/S method involves partitioning time series into 
intervals, computing cumulative deviations from the mean, 
and regressing the rescaled range against the logarithm of time 
intervals to estimate H (Di Sciorio et al.); (Cajueiro and Tabak, 
“The Hurst exponent over time: Testing the assertion that 

Figure 2.7: FFT Spectral Analysis
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emerging markets are becoming more efficient”); (Geweke and 
Porter-Hudak).

2.4.6 Dynamic Hurst Exponent (Rolling Ht)
To assess evolving market efficiency and adaptive behavior, a 

rolling 126-day window is used to compute time-varying Hurst 
exponents. This dynamic technique captures changes between 
trending and mean-reverting regimes over time, particularly 
valuable in the presence of regulatory interventions, 
macroeconomic shocks, or geopolitical uncertainty common 
in GCC markets (Anonymous); (Morales et al.). The rolling 
framework H provides early warning signals for regime 
changes, aligning with the fractal market hypothesis (FMH), 
which posits that market structures evolve in response to 
changing participant horizons and external stressors (Grafton); 
(Di Sciorio et al.). Visualization of dynamic H alongside price 
series can reveal clustering of persistence or anti-persistence, 
offering a novel layer of risk management and forecasting 
precision.

2.4.7  Rationale for Hurst Integration
Combining spectral and fractal analysis methods provides a 

more comprehensive view of the forces driving market cycles, 
particularly when sentiment and structural factors interact. 
Spectral analysis, such as Fast Fourier Transform (FFT), detects 
and quantifies repeating deterministic patterns in price data, 
allowing researchers to identify dominant cycles and periodicity 
present in financial markets (Geweke and Porter-Hudak); 
(Kaur and Bharucha). In parallel, fractal measures such as the 
Hurst exponent offer a way to capture underlying stochastic, 
or random, behaviors, revealing if a market is characterized 
by persistence (trend-following), anti-persistence (mean-
reversion), or randomness over time (Vogl); (Alvarez-Ramirez 
et al.). By integrating these two metrics, analysts can bridge 
the gap between predictable rule-based cycles and probabilistic 
long-term memory effects, enabling a richer and more robust 
interpretation of how investor sentiment and market structure 
influence price dynamics. This hybrid approach has been shown 
to enhance trading signals and risk assessment for both active 
short-term traders and long-term strategic investors (Nazarova, 
Dovlabdekova, et al.); (Grafton).

3 Results

3.1 Sentiment Analysis Model Results

3.1.1 Sentiment Distribution
After applying the set of pre-trained Arabic sentiment 

analysis models (AraBERTv2, CAMeLBERT-DA, and MARBERTv2) 
to the collected Twitter dataset, the overall distribution of 
detected sentiments among users discussing the Saudi market 
(TASI) was quantified. The models classified each tweet into one 
of three categories: positive, neutral, or negative.

 

Sentiment Count
Percentage 
(%)

Positive 176 38.7
Neutral 143 31.4
Negative 136 29.9

Figure 3.1 presents both the raw counts (bar chart) and 
proportions (pie chart) for each sentiment class in the analyzed 
sample.

3.1.2  Descriptive Statistics for TASI
Table 3.2 presents descriptive statistics for the TASI daily 

closing price and percentage daily change, based on 498 trading 
days from January 1, 2023 to December 30, 2024.

Table 3.1: Sentiment Distribution of Arabic Tweets 
Referencing TASI

Figure 3.1: Distribution of sentiment labels (negative, 
neutral, positive) in Arabic tweets referencing TASI, as 
detected by the ensemble model. (a) shows Bar Chart; (b) 
shows Pie Chart.
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Statistic / Date Close %Chg
Count 498 498
Start Date 2023-01-01 31.4
End Date 2024-12-30 29.9
Mean 3,084.25 0.03
Std (Standard 
Deviation)

175.33 0.71

Min (Lowest Value) 2,656.26 -2.42

25% (First Quartile) 2,959.64 -0.41
50% (Median) 3,117.45 0.05
75% (Third Quartile) 3,219.22 0.49
Max (Highest Value) 3,422.66 2.55

3.1.3 Regression Model performance for TASI
Table 3.3 presents the performance metrics for Linear 

Regression and Random Forest models applied to daily TASI 
returns. Two metrics are reported: The mean absolute error 
(MAE), representing the average magnitude of the prediction 
errors, and the root mean squared error (RMSE), which gives 
additional weight to larger errors. Table 3.4 presents a sample of 
daily TASI returns, side by side with predictions made by Linear 
Regression and Random Forest models, including the computed 
residuals (difference between actual returns and model 
predictions) for each.

Model MAE RMSE
Linear Regression 0.518 0.657
Random Forest 0.586 0.790

Date Actual
Linear 
Predicted

RF 
Predicted

Residual 
(Lin)

Residual 
(RF)

2024-
08-21

0.696 0.038 -0.473 0.658 1.170

2024-
08-22

0.057 0.035 -0.177 0.022 0.234

2024-
08-25

0.557 0.030 -0.236 0.526 0.793

2024-
08-26

-0.014 0.039 -0.498 -0.054 0.484

2024-
08-28

-0.542 0.065 -0.115 -0.607 -0.426

Figure 3.2 plots the actual daily percentage changes for TASI 
against the predicted values of both models over time.

3.1.4 Residuals Over Time
Figure 3.3 presents the time series of residuals (prediction 

errors) for both the Linear Regression (shown as purple circles 
and lines) and Random Forest (green crosses and lines) models 
over several months of TASI data.

Residuals represent the difference between the actual market 
return and what the model predicted. When the residuals are 
close to zero, the predictions are accurate; larger numbers 
mean that the model was missed by a larger amount (Verma). 
Both the Random Forest and Linear Regression models show 
residuals that bounce above and below zero, but without any 
lasting pattern—meaning that neither consistently over- or 
underestimates for long periods. This indicates that both 
models generally avoid systematic bias, which is a good sign of 
reliability (Kalusivalingam et al.). However, the Random Forest 
model produces a wider spread of errors, occasionally making 
larger mistakes, while the Linear Regression model keeps most 

Table 3.2: Descriptive Statistics for TASI Daily Close Price 
and Percentage Change (2023–2024)

Table 3.3: Comparison of Regression Model Performance 
for TASI Returns

Table 3.4: Sample of Actual vs Predicted Daily Percentage 
Changes for TASI

Figure 3.2: Actual vs Predicted Daily Percentage Changes 
for TASI

Figure 3.3: Residuals Over Time: Difference between actual 
and predicted TASI returns for Linear Regression (purple) 
and Random Forest (green) models. The red dashed line at 
zero highlights unbiased prediction.
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of its errors within a smaller range. This shows that Random 
Forest is more sensitive to short-term ups and downs, so its 
predictions can be more volatile compared to steady predictions 
from Linear Regression (Mendez and Lohr); (Jonsson and 
Fredrikson); (Jui et al.).

Both models experience periods of high volatility in 
their prediction errors, particularly during times of market 
turbulence, such as September–October and mid-November. 
These clusters likely correspond to the major news or events 
in which the prediction of the outcomes becomes much harder 
(Jain et al.); (DeRousseau et al.). The Linear Regression model 
generally produces errors that are small and close to zero, in line 
with its tendency to make stable, average-focused predictions. 
In contrast, the Random Forest model more readily reacts 
to large swings, which sometimes leads to larger mistakes 
(Jonsson and Fredrikson); (Limbong et al.); (Jain et al.). Despite 
these differences, both models show residual errors that 
balance above and below zero over time, suggesting that neither 
systematically over- or underestimates for long stretches, a 
sign of no systematic bias. This analysis highlights that, while 
Linear Regression is more consistent, it may miss extreme 
moves, whereas Random Forest is more flexible but riskier in 
turbulent periods. These residual patterns signal that predicting 
sudden market shocks remains very difficult and that combining 
new information or more advanced models could improve 
future forecasts (Jain et al.); (DeRousseau et al.); (Jonsson and 
Fredrikson).

3.1.5 Histogram of Residuals
Figure 3.4 displays the distribution of residuals (prediction 

errors) for both the Linear Regression (blue) and Random Forest 
(orange) models. Each residual is calculated as the difference 
between the actual TASI return and its predicted value for that 
day.

3.1.6 Classifier Performance

Classifier Metric
Count 
Occurrence

TF-IDF

Accuracy 0.669 0.673
Logistic Regression F1-Weighted 0.669 0.674

F1-Macro 0.670 0.674
F1-Micro 0.669 0.673
Accuracy 0.634 0.646

Naive Bayes F1-Weighted 0.634 0.645
F1-Macro 0.634 0.644
F1-Micro 0.634 0.646

Table 3.5 shows how well two different models, logistic 
regression and naive Bayes, can tell if a tweet is positive, 
negative, or neutral. To do this, we used two ways to turn tweets 
into numbers the models can read: by counting how often words 
appear (count events) and by using a method called TF-IDF that 
also weighs rare words more heavily. We checked each model’s 
performance using four common metrics: accuracy (how often it 
gets the answer right), F1 weighted (balances accuracy across all 
categories), F1-macro (average performance for each category, 
treating all classes equally), and F1-micro (overall performance, 
giving more weight to common classes). These measures help 
us to understand not just whether the models are right, but also 
how well they handle different types of sentiment in the data 
(Farha and Magdy); (Huang and Li); (He et al.); (Zhou et al.).

3.1.7 Model Tuning and Evaluation
To build the sentiment analysis model, we tried eight different 

sets of settings (called hyper-parameters) for the linear SVM 
classifier to see which combination worked best. Each time, 
the model was trained and checked using three data splits, a 
process known as cross-validation, making sure that our results 
were reliable and not just lucky for one group. The settings we 
tested included the C value, which controls how flexible the 
model is and how we balance the different sentiment classes. 
The most accurate and fair results came from the set model at 
C = 0.5 and the balanced weights, helping it to correctly handle 
all types of sentiment without favoring one over another (Farha 
and Magdy); (Sakınç et al.);(Alosaimi et al.). These findings 
are consistent with best practices for using SVM in text and 
sentiment classification in research and industry (Iddrisu et al.); 
(Han et al.).

Figure 3.4: Histogram of residuals (prediction errors) from 
Linear Regression and Random Forest models for TASI 
returns.

Table 3.5: Performance Comparison of Sentiment 
Classification Models on TASI Arabic Tweets
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Class Precision Recall F1-score Support
Negative 0.747 0.761 0.754 6,511
Neutral 0.727 0.752 0.740 6,515
Positive 0.839 0.790 0.814 5,950
Accuracy
Macro avg

 
0.771

 
0.768

0.768
0.769

18,976
18,976

Weighted avg 0.769 0.767 0.768 18,976

Table 3.6 reports precision, recall, and F1-score for each 
sentiment class and aggregated averages for the chosen SVM 
model.

Figures 3.5 show the results counts and the normalized 
percentages in rows for each pair of true / predicted labels.

3.1.8  Confusion Matrix and Model Comparison

 

Predicted 
Negative

Predicted 
Neutral

Predicted 
Positive

True Negative 4,956 1,136 419
True Neutral 1,128 4,901 486
True Positive 549 701 4,700

After choosing the best model, we found that using a linear 
SVM with word- and character-based TF-IDF features was 
the most effective in classifying the sentiment of the tweet. 
This approach helps the computer understand not just the 
main words, but also the smaller patterns within the text, so 
it can better decide if a tweet is positive, negative, or neutral. 
The model results are shown in tables and charts that clearly 
show how well it performed. Our findings are consistent with 
recent studies showing that the combination of SVMs with 
TF-IDF characteristics leads to strong results for the analysis 
of Arabic and financial sentiment (Farha and Magdy);(Sakınç et 
al.);(Alosaimi et al.); (Duet al.);(Iddrisu et al.); (Han et al.).

Predicted 
Negative

Predicted 
Neutral

Predicted 
Positive

True Negative 0.76 0.17 0.06
True Neutral 0.17 0.75 0.07
True Positive 0.09 0.12 0.79

Class Precision Recall F1-score Support
Negative 0.747 0.761 0.754 6,511
Neutral 0.727 0.752 0.740 6,515
Positive 0.839 0.790 0.814 5,950
Accuracy
Macro avg 0.771

 
0.768

0.768
0.769

18,976
18,976

Weighted avg 0.769 0.767 0.768 18,976

Tables 3.7 and 3.8, with Figure 3.6, show the distribution and 
precision of the sentiment predictions for the negative, neutral, 
and positive classes. Table 3.9 reports the precision, recall, 
and F1-score for each class, as well as the general and average 
results.

 

Table 3.6: Performance of the Tuned Linear SVM 
Sentiment Model

Figure 3.5: Confusion matrix for the final Linear SVM 
model: above, raw counts; below, row-normalized 
percentages.

Table 3.7: Confusion Matrix (Counts) for Sentiment 
Classification

Table 3.8: Confusion Matrix (Normalized by  
True Label)

Table 3.9: Classification Report: Sentiment Analysis Model 
Performance (SVM)
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3.1.9  Model Uncertainty and Common Misclassifications
To find the parts of our sentiment model that worked less 

well, we looked at two things: predictions where the model was 
least sure (those with the lowest confidence scores), and cases 
where it often mixed up one type of sentiment for another, such 
as confusing positive tweets with neutral ones. Analyzing these 
tough cases helps us spot patterns and understand where the 
model needs more improvement. Research shows that checking 
low-confidence predictions and common mistakes is a key step 
in making sentiment models more reliable and useful in finance 
and social media studies (Farha and Magdy); (Sakınç et al.); 
(Alosaimi et al.); (Mehta and Pandya); (Huang and Li).

Tweet ID True Pred.
Margin 
Gap

True → Pred. Count

16,348 pos neu 0.000045 neg  neg 4956
12,392 pos neu 0.000222 neu neu 4901
1,867 pos neu 0.000268 pos pos 4700

5,728 neg neu 0.000282 neg neu 1136

16,391 neu neg 0.000333 neu neg 1128
13,546 pos neg 0.000432 pos neu 701
1,373 neg pos 0.000859 pos  neg 549
11,731 neg neu 0.000906 neu pos 486
13,170 pos neu 0.000965 neg pos 419
15,332 neg pos 0.001089

Table 3.10 summarizes the lowest confidence predictions 
(smallest margin gaps) and the most frequent correct and 
incorrect predictions among classes in the test set.

3.1.10  Performance of Logistic Regression with 
CountVectorizer

Table 3.11 shows how well the Logistic Regression model was 
able to detect positive, negative, and neutral sentiments in 
Arabic tweets about TASI. For each type of mood, we measured 
precision (how often the model’s positive or negative label was 
correct), recall (how often were all positive, negative, or neutral 
tweets found) and the F1 score (which combines precision and 
recall for a balanced rating). The model used a bag-of-words 
approach, which counts how often words appear in each tweet 
to help make its predictions. The table gives both numbers for 
each mood and overall averages, making it easy to see where 
the model did well and where it needs improvement. Studies 
confirm that this kind of setup, using logistic regression on word 
counts, is common in Arabic sentiment analysis and provides 
reliable results in real-world applications (Farha and Magdy); 
(Alosaimi et al.); (Al-Bataineh); (Albahli); (Aladeemy et al.).

Class Precision Recall F1-score Support
Negative 0.76 0.78 0.77 13,251
Neutral 0.57 0.62 0.59 6,705
Positive 0.72 0.64 0.68 7,435
Accuracy
Macro avg 0.68

 
0.68

0.70
0.68

27,391
27,391

Weighted avg 0.70 0.70 0.70 27,391

Figure 3.6: Confusion matrices for sentiment 
classification. Top: Raw number of tweets in each 
class (negative, neutral, positive). Bottom: Normalized 
confusion matrix (row percentages). Both show how well 
the model classified each sentiment.

Table 3.10: Misclassifications Analysis: Least Confident vs 
Most Frequent Results

Table 3.11: Classification Report for Logistic Regression 
(CountVectorizer Features)
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3.1.11  Stratified K-Fold Cross-Validation
To ensure that the model treated each kind of tweet fairly, we 

used something called Stratified K-Fold Cross-Validation. This 
means that we split our data into several groups (“folds”), so 
each group kept the same mix of positive, neutral, and negative 
tweets as the original set. By doing this, when we trained 
and tested the model, we could be sure that it was learning 
and predicting each type of sentiment in a balanced way, not 
favoring any one class. Research shows that using stratified 
cross-validation is important for reliable results in sentiment 
analysis and helps prevent bias when dealing with different 
classes in social media data (Farha and Magdy);(Alosaimi et al.).

Table 3.12 summarizes the averages (means) and variability 
(standard deviations) for each performance score on all 
validation folds. 

Metric Mean Std. Dev.
Balanced Accuracy (bal_acc) 0.7613 0.0033
F1 Macro (f1_macro) 0.7627 0.0034
F1 Weighted (f1_weighted) 0.7614 0.0033
Precision Macro (precision_macro) 0.7648 0.0035
Recall Macro (recall_macro) 0.7613 0.0033
Accuracy (accuracy) 0.7608 0.0033

 
3.1.12  Time-based Validation

To make sure our model could keep up with changes in social 
media over time, we used a special method called time-based, 
or walk-forward, validation. This means that the model was 
trained using all the tweets up to each month, then it was 
tested on the tweets from the next month, doing this step by 
step, month after month, starting from April 2023. This lets 
us see how well the model adapts to new trends and fresh data 
in real time. Studies confirm that walk-forward validation is 
especially useful for tracking and predict-ing evolving patterns 
in time-based social networks and financial data (Mahesh et al.); 
(Beniwal et al.); (Latif et al.).

Table 3.13 summarizes monthly follow-up test scores, as 
training data increases and predictions are made for unseen 
months.

 
 
 
 
 
 
 
 
 
 
 
 

Table 3.12: Stratified K-Fold Cross-Validation Results 
(Mean ± Standard Deviation)

Table 3.13: Walk-Forward (Time-Based) Validation Results: First 10 Monthly Splits

Train Period
Test 
Month

Train 
Size

Test Size
Balanced 
Acc.

F1 Macro
F1 
Weighted

Accuracy

2023-01  03 2023-04 16,887 6,297 0.67 0.67 0.67 0.67
2023-01  04 2023-05 23,184 6,354 0.68 0.68 0.68 0.68
2023-01  05 2023-06 29,538 6,648 0.71 0.72 0.72 0.71
2023-01  06 2023-07 36,186 10,998 0.73 0.73 0.73 0.73
2023-01  07 2023-08 47,184 7,611 0.73 0.74 0.74 0.73
2023-01  08 2023-09 54,795 6,033 0.73 0.73 0.73 0.73
2023-01  09 2023-10 60,828 9,907 0.74 0.74 0.74 0.74
2023-01  10 2023-11 70,735 8,231 0.75 0.75 0.75 0.75
2023-01  11 2023-12 78,966 12,358 0.74 0.74 0.75 0.75
2023-01  12 2024-01 91,324 12 0.50 0.48 0.62 0.67

Figure 3.7: Model evaluation plots: (a) Monthly 
performance across validation splits, (b) learning curve 
showing impact of training size.

(a) Monthly Performance (Time-based Validation). Blue: 
balanced accuracy; orange: macro F1 for each test month.

(b) Learning Curve (Expanding Window). Both scores rise as 
more training data accumulates.
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3.2 Market Cycle Analysis Results

3.2.1 FFT Spectral results: Determining Market Cycle Periods
To find repeating rhythms or cycles in the TASI market 

behavior, we use a method called Fast Fourier Transform (FFT) 
on its price data over time. FFT is a mathematical tool that helps 
us break down complicated signals, such as daily changes in 
stock prices, into simple waves of different speeds. By doing 
this, it becomes easier to spot regular patterns in the market, 
such as cycles or trends that repeat over weeks or months. This 
technique is widely used in financial research to uncover hidden 
market cycles and has been shown to be effective in analyzing 
data from the stock market (Kaur and Bharucha); (Cajueiro 
and Tabak, “Testing for long-range dependence in world stock 
markets”); (Alosaimi et al.); (Refinitiv).

 

Cycle Type Cycle Period (Days)
Short-term cycle 45
Medium-term cycle 166
Long-term cycle 499

Table 3.14 summarizes the main cycle period detected. Figure 
3.8 shows the resulting amplitude spectrum, where the x-axis 
(period) indicates possible cycle lengths (days), and the y-axis 
(amplitude) indicates the strength of each periodicity.

3.2.2  Detrended Price Oscillator (DPO) and FLD Forecasting: 
Cycle Confirmation and Turning Point Projections

After finding the main cycle lengths with FFT, we used the 
Detrended Price Oscillator (DPO) to make these rhythms easier 
to see on a chart by removing longer-term price trends and 
highlighting the repeating ups and downs. This tool allows us to 
spot regular peaks and valleys in TASI prices by focusing only 
on short-term cycles instead of general movement (Lang et al.); 
(Q. Chen et al.); (Farha and Magdy). Next, we applied the Future 

Line of Demarcation (FLD) method, which uses these cycles to 
estimate when the next peak or drop might occur and what price 
it could reach. Combining DPO and FLD helps us forecast future 
market turning points more clearly, giving investors a practical 
look at possible price movements in advance (Refinitiv); 
(Cajueiro and Tabak, “Testing for long-range dependence in 
world stock markets”); (Alosaimi et al.).

The following figures show, for each cycle, the corresponding 
DPO (left) and FLD (right) forecasts:

 

Cycles Period
Last 
Trough

Next 
Trough

Next 
Peak

Target (Price)

Short-
term

45d
2024-
11-27

2025-
01-11

2025-
02-02

3142.60 (trough), 
3264.90 (peak)

Medium-
term

166d
2024-
08-05

2025-01-
18

2025-
04-11

3028.16 (trough), 
3379.34 (peak)

Long-
term

499d
2023-
12-31

2026-
09-24

2027-05-
31

Out of period

Table 3.14: Detected Market Cycles from FFT Analysis

Figure 3.8: FFT amplitude spectrum for TASI market 
data. Peaks indicate dominant cycle lengths. Shaded 
background highlights short-, medium-, and long-term 
cycle ranges.

Table 3.15: Cycle Turning Points Detected and Forecast 
with DPO and FLD

Figure 3.9: Short-term cycle analysis using DPO and FLD.

(a)	 Short-term (45-day) DPO.	

(b) Short-term FLD forecast.
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3.2.3	 Hurst Exponent
To ensure that our method for finding cycles and forecasting 

price changes in TASI was reliable, we checked for something 
called a ’confluence check’. In this context, confluence means 
that the different cycles we found, using independent tools, 
predicted the same major turning point in time, like a price peak 
or bottom. When several cycles align in this way, it adds extra 
confidence that our forecast is correct. Financial studies show 
that looking for confluence, or agreement between multiple 
signals, is a trusted way to strengthen predictions and reduce 
errors in market analysis (Farha and Magdy); (Refinitiv); 
(Uddin).

Cycle Type Next Trough Next Peak
Short-term 45 days 2025-01-11 2025-02-02
Medium-term 166 days 2025-01-18 2025-04-11
Long-term 499 days 2026-09-24 2027-05-31

Table 3.16 lists the next fore-casted trough and peak of the 
short-, medium-, and long-term cycles. Both short-term and 
medium-term cycles predict price troughs that occur within 7 
days of each other in January 2025.

3.2.4  Fractal Market Hypothesis Results: Rolling Hurst, 
Volatility, and Stability

The Fractal Market Hypothesis (FMH) is a theory that 
suggests financial markets behave in different ways over 
different periods of time because investors have varying 
strategies and goals. Some focus on quick trades, while others 
think about long-term trades (Peters); (G. Liu et al.); (Cajueiro 
and Tabak, “Testing for long-range dependence in world stock 
markets”); (Alosaimi et al.). According to FMH, during stable 
times, this mix of short- and long-term investors maintains the 
market balanced. But when there is uncertainty or a crisis, all 
investors can start acting in the short term, leading to big price 
swings and instability. This idea helps explain why markets 
do not always act in a predictable way and why sudden shocks 
can cause dramatic changes, as seen in TASI and other global 
markets (Sakınç et al.); (Uddin).

Cycle
Length 
(Days)

Amplitude 
Std

Amplitude 
Mean

Stability 
Ratio

Short-term 45 40.77 34.42 1.18
Medium-term 166 117.06 99.64 1.17
Long-term 499 - 106.98 -

Figure 3.10: Medium-term cycle analysis using DPO and 
FLD.

(a) Medium-term (166-day) DPO.	

(b) Medium-term FLD forecast.

Figure 3.11: Long-term cycle analysis using DPO and FLD.

 
(a) Long-term (499-day) DPO.

 
(b) Long-term FLD forecast.

Table 3.16: Upcoming Cycle Turning Points and Confluence 
Check

Table 3.17: Cycle Stability Metrics for FMH Assessment
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Table 3.17 shows the amplitude, mean and stability ratio (std/
mean) for each detected cycle. Figure 3.12 displays the rolling 
Hurst exponent. Figure 3.13 presents the short-term volatility 
period-by-period for the TASI index.

Chapter 4 Discussion

4.1 Sentiment Analysis Model Interpretation

4.1.1 SEntiment Distribution
As shown in Table 3.1, the results of the sentiment 

classification for Arabic tweets about the Saudi market 
(TASI) reveal that positive sentiment was the most common, 
accounting for 38. 7% of all tweets. This suggests that during 
the study period, people online felt fairly optimistic or ’bullish’ 
about the market. Neutral sentiment was also high (31.

4%), indicating that much of the discussion was balanced 
or undecided, while negative sentiment was not far behind at 
29.9%, showing that critical and pessimistic opinions were still a 
significant part of the conversation.

Figure 3.1 helps visualize these findings by presenting both 
a bar chart and a pie chart. The bar graph shows the number 
of tweets in each mood and the pie chart illustrates the share 

of each sentiment in the total. Together, these visuals confirm 
that while positive perspectives were a little more frequent, 
negative and neutral views were also strongly represented. This 
relatively uniform split between the three types of sentiment 
highlights the diversity and dynamic nature of investor opinions 
expressed in Saudi financial social networks.

Such sentiment distributions, as seen in Table 3.1 and Figure 
3.1, are valuable for understanding how confident or concerned 
investors feel, as well as potential crowd behavior and market 
psychology. Recent studies on financial sentiment analysis 
confirm that tracking these proportions can help explain 
market trends and support investors in making better decisions.

4.1.2 TASI Descriptive Statistics
Table 3.2 gives a clear summary of how the TASI index 

performed on 498 trading days from January 2023 to December 
2024. The average closing price in this period was 3,084.25, 
which means that TASI generally finished each trading day 
around this level. Prices ranged over time, reaching a low of 
2,656.26 and reaching a high of 3,422.66, reflecting not only big-
picture trends, but also sudden market changes.

The standard deviation of closing prices (175.33) listed in 
the table measures the variability or ’volatility’ in daily price 
levels. Higher standard deviations, such as this, are typical for 
active or uncertain markets and signal that price movements, 
sometimes small, sometimes very large, were common. These 
swings can result from major economic news, changes in 
investor confidence, or global events, as highlighted in recent 
research on the prediction of TASI volatility.

The mean daily percentage change was only 0. 03%, which 
means that the index did not move steadily up or down during 
the study period; instead, it hovered near the same level most 
days. The standard deviation for daily changes (0.71%), and 
observed minimum and maximum movements of -2.42% and 
+2.55%, also shown in the table, show that while most days had 
small changes, some days saw large jumps or drops.

The quartile values in the table further highlight market 
stability: Half of all closing prices were between about 2,960 
and 3,219, while daily returns for most days fell between -0.41% 
and +0.49%. This pattern, a mostly stable market interrupted by 
occasional strong moves, is typical for emerging or reforming 
markets and is consistent with recent studies on TASI and 
similar financial indices.

In summary, Table 3.2 shows that TASI was generally 
steady during the study period, but sometimes experienced 
sharp changes, giving a balanced picture of both stability and 
volatility in the Saudi market.

4.1.3 Regression Model Performance
As shown in Table 3.3, the Linear Regression model made 

more accurate predictions than the Random Forest for daily 
TASI returns. Its mean absolute error (MAE) was 0.518 and the 
root mean square error (RMSE) was 0.657, both lower than the 
Random Forest scores of 0.586 (MAE) and 0.790 (RMSE). This 
means that Linear Regression generally stayed closer to the 
real market changes and made smaller mistakes on average. 
Although Random Forest is able to handle more complex 
relationships, it sometimes gets distracted by short-term noise 

Figure 3.12: Rolling Hurst exponent for the TASI Index 
(126-day window). The dashed line at H = 0.5 represents a 
random walk benchmark. Values above this line indicate 
periods of trend persistence.

Figure 3.13: Short-term (20-day) annualized volatility for 
the TASI Index. Spikes indicate episodes of heightened 
instability.
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in the data, causing bigger errors.
Table 3.4 gives specific examples, showing the actual market 

changes next to what each model predicted, along with their 
respective errors (residuals). You can see that on days with 
bigger actual market moves (like 2024-08-21 and 2024-08-25), 
both models struggled, but Random Forest often made larger 
mistakes than Linear Regression.

Figure 3.2 visualizes the predictions and the actual market 
values over time, making it clear that both models have 
difficulty tracking the biggest swings. Linear regression 
predictions are more stable and stick closer to the average, 
while Random Forest sometimes follows the direction of large 
moves, but does not always match their size.

In summary, as the tables and figures show, linear regression 
is a more reliable and consistent starting point for linking 
sentiment signals to TASI price movements, especially when the 
data are relatively smooth. Complex models like Random Forest 
can sometimes “chase the noise”, reacting to patterns that do 
not repeat and resulting in less reliable predictions. This pattern 
is common in financial research and supports the use of simpler 
methods when the goal is clear and stable forecasting.

4.1.4  Actual vs Predicted Daily Change Analysis
Examining Table 3.4, we see that both the Linear Regression 

and Random Forest models struggle when the market 
experiences sudden big jumps or drops in daily returns. Linear 
regression tends to make stable predictions that stay close to 
zero, even on days like 2024-08-21 and 2024-08-25 when the 
actual market moved sharply. This leads to large errors during 
these volatile periods. Random Forest sometimes catches the 
direction of these big changes, but often underestimates how 
big they really are, which results in its own large mistakes.

Figure 3.2 makes these challenges clear: the blue line showing 
actual TASI returns has many fast and unpredictable ’spikes’ 
that neither model can track well. Linear regression predictions 
are flatter, missing dramatic moves, while Random Forest 
predictions react more but still do not match the size of real 
market swings.

Figure 3.3 provides a detailed look at the errors (called 
residuals) for both models over several months. The purple line 
shows Linear Regression errors, which cluster closer to zero for 
most dates; the green line shows Random Forest errors, which 
swing wider and more often, reflecting its greater volatility. 
Both models have errors above and below the red zero line, 
which means that they do not systematically over- or under-
predict over time, a sign that they are unbiased, as highlighted 
in recent forecasting studies. In particular, during high volatility 
periods like September–October and mid-November, both 
models make bigger mistakes, likely because of difficult-to-
predict market events.

Overall, the residual plots and sample prediction table show 
that Linear Regression consistently makes smaller, steadier 
errors, while Random Forest is more sensitive to quick market 
changes but can make bigger mistakes, especially in turbulent 
times. These findings, supported by other research, highlight 
that sudden market shocks are hard to predict and that stronger 
results may come from adding more market information or 
using advanced models like deep learning in future studies.

4.1.5 Residual Histogram
Figure 3.4 shows the distribution of prediction errors 

(residuals) from the Linear Regression (blue) and Random Forest 
(orange) models for the TASI returns. Most residuals for both 
models are grouped close to zero on the chart, which means that 
the majority of predictions were fairly accurate. Both models 
make mistakes above and below zero with no consistent bias, so 
they do not habitually over- or underestimate real results.

Looking closer at the histogram, the linear regression errors 
form a taller and narrower shape, showing that its predictions 
usually miss only a little. This “conservative” pattern means 
that linear regression errs carefully and rarely makes large 
mistakes. In contrast, Random Forest’s errors are spread more 
widely and flatter, which means that it sometimes reacts to big 
short-term changes and can make larger and more frequent 
mistakes.

So, for day-to-day forecasting, Linear Regression is a steadier 
and more reliable choice, especially when the market is stable. 
Random Forest is more flexible for spotting unusual patterns, 
but, as the histogram shows, this can lead to bigger errors if the 
market is noisy or unpredictable. This result matches what is 
found in other studies of financial prediction: simpler models 
like Linear Regression are good at keeping errors under control, 
while more complex models trade some of that safety for 
greater adaptability.

For sentiment classification, Table 3.5 shows the results for 
logistic regression and naive Bayes when analyzing Arabic 
tweets about TASI. Logistic regression performed consistently 
better across all metrics, with scores for accuracy and all three 
measures of F1 higher than Naive Bayes, with both methods 
of turning tweets into numbers (word count and TF-IDF). 
Evaluating accuracy and multiple F1 scores in the table helps 
ensure that the models are not only correct overall, but can also 
handle different types of sentiment fairly.

4.1.6 Classifier Performance
As shown in Table 3.5, Logistic Regression outperformed 

Naive Bayes in all categories, whether we counted words or used 
the more advanced TF-IDF features for sentiment analysis of 
Arabic tweets about TASI. For instance, using TF-IDF, Logistic 
Regression achieved an accuracy of 0.673 and an F1-macro score 
of 0.674, which are both noticeably higher than Naive Bayes’ 
best accuracy of 0.646. This means that logistic regression was 
better at correctly detecting whether tweets were positive, 
negative, or neutral, and gave more balanced results across all 
moods, as the F1 scores in the table also show.

Both models performed better with TF-IDF than with simple 
word counts. This is because TF-IDF gives extra importance to 
rare or unique words that often reveal the real feeling behind a 
tweet - a key advantage in finance tweets, where specific terms 
can strongly indicate sentiment. The table also shows that 
accuracy, F1 micro and F1 weighted values are quite close for 
each approach, meaning the models did not just guess the most 
common mood; they were fair and evenly balanced between the 
different sentiment classes.

In general, Table 3.5 makes it clear that both the type of model 
and the way tweets are represented have a great impact on how 
well the system works. Logistic regression with TF-IDF was the 
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best combination in this comparison, but since all accuracies are 
below 68%, there is still much room for improvement. Advanced 
methods, such as deep learning or large language models, may 
be needed in the future to handle the more complex language 
and subtle clues found in Arabic finance tweets, as highlighted 
in recent research.

4.1.7  Model Tuning and Evaluation
Table 3.6 summarizes how well the tuned Linear SVM model 

classified the sentiment of Arabic tweets about TASI. The model 
achieved a balanced accuracy of 0.768, which means that it 
correctly predicted the mood of about 77% of the tweets in the 
test set.

As the table shows, the model was especially good at 
detecting positive tweets, with a precision of 0.839 and a recall 
of 0.790 for the positive class, the best among all types of 
sentiment. For negative and neutral tweets, the results were 
also strong, with F1-scores above 0.74 for all classes. The macro 
and weighted F1-averages are nearly identical to the overall 
accuracy (all close to 0.77), which shows that the model treated 
all classes quite fairly and did not favor just the most common 
mood.

Figure 3.5 visualizes the confusion matrices for the model. 
The left panel (also shown in Table 3.7) represents the raw 
number of correct and incorrect predictions. The right panel 
shows these results as percentages, which makes it easier 
to see patterns. Most predictions line up along the diagonal, 
meaning the model labels tweets correctly most of the time. 
When errors did occur, they were usually between neutral and 
one of the other classes (negative or positive). Very few tweets 
were directly confused between positive and negative, which is 
reassuring because these are the most different moods.

Together, these tables and figures highlight that the SVM 
model is robust: it handles the informal and sometimes 
confusing language of social media well, producing reliable 
and balanced results. This makes the model a solid tool for 
measuring public mood and can help future research connect 
collective sentiment to real changes in the Saudi market.

4.1.8  Confusion Matrix and Model Comparison
Tables 3.7 and 3.8, along with Figure 3.6, show that the linear 

SVM model did very well in classifying tweets as negative, 
neutral, or positive. In the normalized confusion matrix 
(Table 3.8 and Fig. 3.6 right), we see that the model correctly 
recognized 76% of negative tweets, 75% of neutral tweets, and 
79% of positive tweets, a strong performance along the diagonal 
of the matrix. Only a small number ’6–7%’ were confused for 
opposite classes, and most errors occurred between neutral and 
either negative or positive, which is common in financial social 
networks due to the subtle way people express mixed feelings or 
uncertainty.

Table 3.9 provides a detailed breakdown of model 
performance, showing that precision, recall, and F1 scores 
are highest for positive tweets. For example, the precision for 
positive tweets is 0.839 and recall is 0.790, giving an F1 score of 
0.814. All classes score above 0.74 for F1, and macro/weighted 
averages are nearly identical to overall accuracy (0.768), 
confirming that the model treats all sentiment types fairly and 

consistently.
The raw count confusion matrix (Table 3.7 and Fig. 3.6 left) 

further confirms that the SVM model makes mostly correct 
decisions, with much fewer errors in directly swapping positive 
and negative tweets - a common mistake with simpler models.

Together, these tables and figures clearly show that our Linear 
SVM—using both word and character TF-IDF features—is highly 
effective for sentiment analysis of Arabic tweets in the Saudi 
market. Strong, balanced performance, high interpret ability, 
and low confusion make this approach a robust tool for tracking 
and quantifying investor mood online, especially compared 
to basic models such as Naive Bayes. Our findings align with 
current best practices and published studies on financial and 
Arabic sentiment analysis.

4.1.9  Uncertainty and Misclassifications Model
Table 3.10 helps us to understand where our sentiment model 

makes its weakest and strongest predictions. On the left side 
(“Least Confident Misclassifications”), you can see individual 
tweets where the model was most unsure: its confidence was 
so low that classifying the tweet was almost like flipping a coin. 
Most of these uncertain cases occurred when tweets that were 
truly positive or negative were predicted as neutral, or vice 
versa. This pattern means that the model finds it hardest to sort 
out tweets with subtle or mixed language, where the writer’s 
attitude is not clear.

On the right side (“Most Frequent Confusions”), the table 
shows the main patterns for both correct and incorrect 
predictions. Most tweets were correctly classified as negative, 
neutral as neutral, positive as positive (the diagonal of the 
table). The most common errors involve mixing up neutral 
sentiment with negative or positive; for example, neutral tweets 
are predicted as negative (1,128 times) or positive tweets go to 
neutral (701 times). Far fewer tweets were swapped directly 
between negative and positive, which would be a more serious 
mistake.

These results demonstrate that our classifier works best 
when tweets express a clear mood but struggles when the 
sentiment is not obvious or sits in the’middle ground’ of neutral 
emotions. This finding is supported by other research in social 
media analysis: Language can be tricky, with sarcasm and 
indirect messages making it hard for any model to reliably 
read sentiment. By separating and studying low confidence 
predictions and frequent confusions, as in Table 3.10, we ensure 
that the strengths and weaknesses of the model are transparent 
and can be improved for more ambiguous tweets.

4.1.10  Logistic Regression with Count-Vectorizer
Table 3.11 shows how the Logistic Regression model 

performed when trying to recognize positive, neutral, and 
negative sentiment in Arabic tweets about TASI using word 
count features. The model was best at finding negative tweets: 
It correctly identified these (precision 0.76) and caught most of 
them (recall 0.78), likely because negative statements like ’the 
market is crashing’ or ’I lost money today’ are easy for the model 
to spot.

Neutral tweets were much trickier. Precision (0.57) and recall 
(0.62) were lower, which means that the model often confused 
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neutral statements (such as “TASI closed at 3,200”) with other 
moods. This happens because neutral language can be subtle 
and difficult for both humans and computers to label.

For positive tweets (“profits are up!”, “a great day for 
stocks!”), the model did fairly well: precision was 0.72, which 
means it got the label right most of the time, although recall 
was a bit lower at 0.64, showing that some positive tweets were 
missed or mislabeled.

The overall accuracy was 70%, so about 7 out of 10 tweets 
were correctly classified.

The table also shows that macro and weighted F1 scores are 
similar to precision, which means the model treated all three 
types of sentiment fairly and did not focus only on one.

In summary, Table 3.11 illustrates that the bag-of-words 
Logistic Regression model is good at recognizing clear-cut 
moods, but struggles with more neutral or complicated 
expressions, a common challenge in social media sentiment 
analysis. To improve results, research suggests using smarter 
language features or advanced models that understand phrase 
structure and everyday language better.

4.1.11  Stratified K-Fold Cross-Validation
Table 3.12 displays the results for different ways of measuring 

model performance after using stratified cross-valued K-fold. 
All values - balanced accuracy, F1 macro, weighted F1, precision 
macro, recall macro, and overall accuracy - are very close to 
each other, all centered around 0.76. This means that the model 
was consistently accurate across negative, neutral, and positive 
tweets, not just focused on one type or making mistakes in 
specific classes.

The similar scores for F1 macro and F1 weighted show that 
the model was fair and reliable, giving each tweet group similar 
attention and not neglecting one category over another. Both 
macro precision and macro recall values confirm that the 
classifier was able to correctly identify and not miss tweets for 
any sentiment.

The very small standard deviations (all about 0.0033 or 
0.0035) in the table tell us that the model performance was 
stable, with only minor changes between each fold (or group) of 
the data. This stability means that the good results were not just 
luck or affected by one unusual data split—they are a sign of the 
real reliability of the model.

In summary, Table 3.12 confirms that the model is not only 
accurate but also stable and fair for the full range of Arabic 
financial tweet sentiments. This kind of reliable performance 
is essential when using sentiment analysis as a foundation for 
serious market or research applications.

4.1.12  Time-based Validation
Table 3.13 and Figure 3.7 show how the performance of the 

sentiment model changes as it learns month by month from new 
tweets. Each row in Table 3.13 tracks how much training data 
was available before each month and lists scores for balanced 
accuracy, macro F1, and other metrics. At the start (April 2023), 
the model scores were around 67%, but as the data grew and the 
model saw more examples, the performance steadily

improved, reaching about 75% by November and December 
2023. This shows the model’s ability to adapt as new topics and 

vocabulary appear on social media.
Figure 3.7a (“Monthly Performance”) shows this growth with 

blue and orange lines for balanced accuracy and macro F1. Both 
lines move up together, showing that not only did the model get 
more accurate but also stayed fair across positive, negative, and 
neutral sentiments. Short-term drops, seen in some months, 
highlight the challenge the model faces with sudden changes in 
tweet style or periods with fewer new data.

Figure 3.7b (“Learning curve”) confirms these trends: As more 
training examples are added, both balanced accuracy and macro 
F1 improve, showing that the model predictions become more 
reliable and robust with larger, more varied data.

In summary, Table 3.13 and Figure 3.7 make it clear that 
follow-up (month-by-month) validation helps to demonstrate 
that the model can handle new and evolving social media 
conversations. This is essential for real-world, ongoing 
sentiment analysis: the model is not only accurate but flexible 
enough to follow market mood shifts and help researchers track 
sentiment reliably over time.

4.2  Market Cycle Interpretation

4.2.1 FFT Spectral Analysis: Determining Market Cycle Periods
Figure 3.8 and Table 3.14 reveal three main recurring cycles 

in the TASI market, detected using Fast Fourier Transform (FFT) 
analysis. The short-term cycle (around 45 days) matches the 
first distinct peak on the left side of the spectrum, indicating 
that price movements or social sentiment tend to repeat roughly 
every month or two. This may be due to regular news releases, 
end-of-month trading, or common market routines.

The medium-term cycle (166 days) produces a taller peak at 
the center of the chart, suggesting bigger, less frequent swings 
in market behavior; these might result from events such as 
quarterly earnings reports, regulatory changes, or shifts in 
broader investor mood that unfold over several months.

Finally, the long-term cycle (499 days), shown as the highest 
peak on the far right, represents the strongest and slowest 
pattern, likely connected to deeper macroeconomic events or 
significant market trends that occur over one and a half years or 
more.

The shaded regions of Figure 3.8 help mark these zone of the 
cycle, and the relative height of each peak (amplitude) tells us 
how pronounced or reliable each recurring pattern is: the bigger 
the peak, the more noticeable and predictable the cycle.

Together, Table 3.14 and Figure 3.8 show clear evidence for 
short, medium, and long-term cycles in the Saudi market. 
Recognizing these rhythms helps both traders and investors 
better anticipate future market movements and understand the 
underlying structure of market activity.

4.2.2  DPO and FLD Cycle
Table 3.15 summarizes the forecast cycle turning points for 

the TASI market. These cycles, short-term (45 days), medium-
term (166 days), and long-term (499 days), were first detected 
using FFT and then examined in detail using the Detrended Price 
Oscillator (DPO) and Future Line of Demarcation (FLD).

Short-term cycle: Figure 3.9a displays the DPO curve for the 
45-day rhythm, showing regular up-and-down swings that 
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reflect frequent price cycles in the market, such as monthly 
trader patterns. Figure 3.9b uses the FLD method to forecast 
near-future market turning points, predicting a trough on 
January 11, 2025 and a peak on February 2, 2025. The dashed 
lines in the forecast make these dates easy to spot.

Medium-term cycle: Figure 3.10a shows the 166-day DPO 
trend, which captures much larger, less frequent changes, 
often linked to greater market sentiment or big events such 
as earnings or government policy changes. Figure 3.10b then 
marks the expected trough and peak for this cycle: a dip around 
January 18, 2025, and a rise near April 11, 2025.

Long-term cycle: Figure 3.11a illustrates the long-term DPO 
(499-day cycle), but since our data range is more limited, 
only part of this cycle is visible. Figure 3.11b presents the FLD 
forecast for these slow changes, showing that the next major 
trough may occur on September 24, 2026, and the next major 
peak around May 31, 2027, both outside of the sample period of 
the main dataset.

Each pair of figures (DPO and FLD) work together to show 
both actual rhythmic movement in prices and specific forecasts 
for coming highs and lows in the Saudi market. The consistency 
between cycle detection in Table 3.15, the DPO confirmation 
of repeating swings, and the FLD forecasts for turning points 
makes this approach practical for both traders and long-term 
investors. With this information, market participants can 
anticipate upcoming cycle changes and manage timing and risk 
more effectively.

4.2.3  Hurst Exponent and Fractal Market Hypothesis
Tables 3.16 and Table 3.17, together with Figures 3.12 and 

3.13, together provide a comprehensive diagnostic of market 
rhythms and trend stability in the Saudi index (TASI).

First, cycle confluence—when troughs or peaks from short- 
and medium-term cycles nearly overlap, as seen with troughs 
in January 2025—is a highly reliable signal for major market 
reversals. This is confirmed by financial research, where aligned 
turning points from independent cycles substantially raise the 
odds of a regime shift or price rebound. Table 3.16 shows this 
confluence for the upcoming lows, increasing trader and analyst 
confidence when making strategic decisions. In contrast, the 
separation between cycle peaks (February vs. April 2025) 
suggests less certainty when forecasting tops. The turning 
points of the long-term cycle fall outside the current dataset, so 
its confluence cannot be assessed within this window.

To make these cyclical forecasts more robust, we combine 
them with fractal analysis (Hurst exponent). Figure 3.12 shows 
that the rolling Hurst exponent of TASI consistently sits well 
above 0.5 for most of the period, highlighting strong persistence 
and long-range memory, which means market trends tend to 
follow through, not randomize, according to the Fractal Market 
Hypothesis (FMH). Whenever the Hurst value dips, Figure 3.13 
shows that volatility spikes, pointing to moments of instability. 
This supports the view of FMH that periods of crisis or rapid 
trader activity produce sharp and unpredictable price moves.

The cycle stability ratios from Table 3.17 (around 1.18) for 
short- and medium-term cycles further confirm moderate 
reliability and stability, pronounced but not chaotic.

Together, these findings reveal a market shaped by persistent 

cycles and trends but occasionally disrupted by short-lived 
volatility, as FMH predicts.

In conclusion, by integrating cycle confluence and fractal 
diagnostics, we build a reliable framework for anticipating both 
sustained trends and key market turning points in TASI. This 
approach balances the practical insights of cycle analysis with 
thE mathematical rigor of fractal indicators and is strongly 
recommended in modern financial research for emerging 
markets.

5 Summary and Conclusion

5.1  Final Synthesis of Objectives and Findings
The central aim of this research was to determine whether 

integrating advanced sentiment analysis tools for Arabic text 
with mathematical cycle detection methods could improve 
prediction and understanding of price changes and critical 
turning points in the Saudi stock market, as measured by the 
Tadawul All Share Index (TASI). Unlike many academic studies 
analyzing broad indices or developed market data, this work 
provided an intensive focus on Saudi Arabia’s TASI using real-
world Arabic-language Twitter data.

5.1.1  Connection to Objectives and Hypotheses
This project was set up to achieve three main goals. First, 

our objective was to capture the general mood of the market 
by analyzing Arabic-language tweets with advanced artificial 
intelligence models that are specifically designed for Saudi 
Arabic. Second, we wanted to find important repeating patterns 
in the TASI price data by applying modern mathematical tools, 
such as signal processing and fractal techniques, including the 
fast Fourier transform (FFT), the detrended price oscillator 
(DPO) and the Hurst exponent. Third, we developed a prediction 
framework that merges insights from both social media 
sentiment and these market cycles, making it possible to 
produce more reliable forecasts of changes in the Saudi stock 
market than would be possible using sentiment or cycles alone.

5.1.2  Hypotheses—Findings Connection
Hypothesis 1: Measuring investor sentiment from Arabic social 

networks using advanced AI models will significantly improve the 
prediction of TASI market movements.

Result: Supported. Transformer-based Arabic NLP models 
(AraBERTv2, CAMeLBERT, MARBERTv2) achieved 70–77% 
accuracy in classifying tweet mood (positive/neutral/negative). 
The extracted sentiment signals showed predictive value for the 
movement of TASI prices, directly confirming this hypothesis 
and aligning with the evidence presented in Chapters 4–5.

Hypothesis 2: Combining Hurst’s market cycle analysis with 
sentiment signals will improve the detection and prediction of key 
turning points in TASI prices.

Result: Supported. The integration of sentiment models and 
cycle analysis led to improved prediction quality, especially 
for major shifts in which two or more cycle indicators (“cycle 
confluence”) were aligned. This was notably evident in the 
case where the short- and medium-term cycles predicted a 
significant market trough in January 2025. The high value of 
the stress exponent (H > 0.5) during most of the sample period 
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validates the persistence of this regime and the reliability of the 
combined forecasts (see Chapters 5–6).

Key Findings—Linked to Main Chapters
Our results show several important trends about the Saudi 

market. First, when we used advanced sentiment models to read 
Arabic tweets, they found that people were often optimistic 
about TASI, but there was also plenty of neutral and negative 
talk. This mix shows a healthy diversity of opinions among 
investors. Looking at the actual price data, we saw that TASI 
had some calm periods but also experienced sudden bursts 
of volatility, confirming that market conditions can change 
quickly. By combining social media mood with mathematical 
analysis of price cycles, our combined approach proved better 
at predicting important market changes, such as large swings 
or unusual volatility, than using just one method alone. Simple 
models like linear regression produced steady and reliable 
forecasts, but more complex models were better at catching 
extreme events, although they were also more likely to make 
mistakes when conditions were unstable.

Importantly, our cycle analysis confirmed that the market 
tends to move in patterns lasting about 45, 166, and 499 days, 
and when several cycles predicted a turning point around 
the same time, our confidence in the forecast grew stronger. 
We could also use several different tools to confirm when 
important peaks and troughs in the market were likely to 
occur. Our models treated all types of mood fairly, positive, 
neutral and negative, so the results were not biased toward the 
most common opinion. Finally, we found a strong link between 
how people talk about the market online and how the market 
actually moves, showing that understanding the local language 
and culture adds real value to anyone analyzing the Saudi 
market.

5.2  Implications, Limitations, and Future Work

Implications for Investors and the Market:
Modern AI and cycle-based models offer practical, accessible 

tools for monitoring and anticipating TASI movements. 
This gives market participants a “data-driven intuition”: a 
quantitative foundation for decisions that was previously 
unavailable.

There are a few important limitations to this study. First, the 
analysis focused only on the TASI index and Saudi tweets, so 
the findings may not apply to other markets or regions without 
adjustment. Second, while advanced models were used, tweets 
can be noisy and sometimes difficult to interpret, especially 
when people use sarcasm, slang, or join group reactions 
(“groupthink”), making even smart computer models prone 
to errors. Third, like all forecasting approaches, these models 
can struggle to predict sudden external shocks or unexpected 
events, such as political changes or global crises, which have a 
big impact on the market.

For future research, the approach could be improved by 
including more types of data—not just tweets, but also news 
reports, chat messages, and even video content—to give a more 
complete and real-time view of what is happening in the market. 
It will also be valuable to develop and test more sophisticated 

models, such as deep learning and hybrid systems, to see if 
they can improve prediction accuracy. Lastly, making these 
forecasting tools easier to use and more transparent will help 
a wider audience, so both finance professionals and regular 
investors can benefit from these insights.

5.3  Final Thoughts
In summary, this research confirms that combining 

real-time public sentiment from Arabic social media and 
mathematical market cycle analysis improves the prediction 
and understanding of TASI. These tools democratize advanced 
forecasting for a wide range of users and help create a more 
transparent and resilient Saudi financial market. Continued 
progress will further empower investors, researchers, and 
everyday citizens to anticipate and navigate the ever-changing 
rhythms of the Saudi stock market.
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“Virtue is the golden mean between two vices, the one of excess
and the other of deficiency”
Aristotle (384–322 BCE), Greek philosopher and polymath

Abstract
Statistical arbitrage strategies such as pairs trading, originally

developed in equity market­neutral portfolios, seek to earn
return with limited market exposure by exploiting
mean­reverting relationships between economically related
assets rather than forecasting market direction. Classic
implementations use distance rules on price spreads or
cointegration tests to identify pairs and multi­asset spreads
whose price histories suggest a stable long­run relationship and
then trade the spread mean reversion. Despite an extensive
literature, many studies rely on earlier samples, narrow asset
sets, or simplified assumptions on transaction costs and
parameter stability, so the effectiveness of cointegration­based
pairs trading in recent ETF and equity/commodity markets
under realistic implementation constraints remains unclear.

This paper addresses these issues by introducing a fully
reproducible, end­to­end framework for spread­based trading
across equities and commodity­related securities. Using a
consistent train/test protocol and explicit transaction­cost
modeling, we demonstrate that equity and index spreads deliver
the most robust net risk­adjusted performance, while
commodity­linked spreads rarely exhibit cointegration in the
post­2018 markets and generally underperform after costs, in
contrast to earlier positive published results for commodity
pairs. Methodologically, the evidence indicates that
cointegration is informative but neither sufficient nor strictly
necessary for out­of­sample profitability: some in­sample
cointegrated relations fail when market conditions change,
whereas certain non­cointegrated spreads still generate
short­horizon convergence profits.

Overall, this study provides a reproducible workflow and a set
of practical diagnostics that clarify when spread trading adds
value in recent markets and when it does not, highlighting when
pairs trading is a relevant tool for controlled, relative­value
exposure, and risk management.

Introduction
Pairs trading is a market­neutral trading strategy that

involves simultaneously taking long and short positions in two
(or more) highly correlated assets. The core idea is to profit from
the temporary divergence and convergence of the prices of these
assets: when the price of one asset deviates significantly from
the other, the strategy assumes that they will eventually revert
to their historical relationship. This allows traders to go long
with the underperforming asset and short on the outperforming
asset, anticipating a convergence in their prices. In contrast to
directional strategies, a well­constructed long–short spread can
achieve mean­reversion (convergence) gains when temporary
deviations from an economic or statistical relationship tighten
toward equilibrium. Pairs trading, and its multi­asset
generalization, provides a transparent, model­light framework
for this objective: it links trade construction to measurable
properties of the underlying time series (e.g., stationarity,
cointegration), supports explicit risk controls (entry/exit
thresholds, position holding), and scales naturally to liquid
instruments such as ETFs and equity indices. Its strength is that
a hedged long–short spread can make profits from
relative­value price divergences while attenuating market­wide
risk.

This study addresses the end­to­end problem of identifying,
testing, and trading mean­reverting relationships. In this work,
we (i) estimate hedge ratios or cointegration vectors to form
candidate spreads; (ii) test for stationarity/cointegration using
spread­level unit­root tests and a system­level procedure; and
(iii) implement an out­of­sample trading strategy based on
ex­ante standardized deviations (rolling z­scores without
self­inclusion), with explicit consideration of transaction costs.

The paper presents three main contributions. First, an
end­to­end, reproducible workflow: from data analysis and
hedge estimation to spread construction, ex­ante normalization,
signal/position mapping, execution assumptions, and reporting.
Second, a systematic comparison of Engle–Granger
(residual­based) and Johansen (system­based maximum
likelihood) cointegration tests, clarifying when each supports
spread formation and how conclusions differ across single­pair
and multi­asset settings. Third, a robustness and risk analysis
that documents parameter choices, stability across subsamples,
spread constructions, and practical transaction costs. While
other prior studies examined components of this pipeline, this
work is comprehensive and applies a single, rigorous,
statistics­based methodology, with strict in­sample training and
out­of­sample testing, consistently across a broad universe of
ETF and index spreads.
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We organize the study around four main questions: (i) Do the 
proposed spreads exhibit stationarity/cointegration in-sample, 
and does this property persist out-of-sample? (ii) What is the 
risk-adjusted performance (returns, volatility, Sharpe) of the 
trading rule relative to buy-and-hold benchmarks, both gross 
and net of trading costs? (iii) How robust are results to key 
design choices (thresholds, lookbacks, ranks/lags, intercept 
specification)? (iv) To what extent do transaction costs affect 
realizable outcomes?

Section 2 describes the historical data series of the asset 
classes, and the pre-processing step of dividing the backtesting 
period into training and testing ranges. Moreover, it analyzes 
the correlations among the assets. Section 3 presents the spread 
construction, and testing methodology details. Furthermore, it 
describes the trading strategy and execution assumptions. The 
performance metrics are reviewed in Section 4, and Section 5 
analyzes empirical results and presents some significant case 
studies. Finally, our conclusions are summarized in Section 6. All 
analyses and the pairs trading framework were implemented in 
R statistical software [2].

2. Data and pre-processing
The financial assets considered in this work are primarily 

liquid, index-level ETFs that proxy whole economies (e.g., 
MSCI country funds), well-defined U.S. sector benchmarks 
(e.g., energy, financials), complemented by commodity-linked 
vehicles, and by high-tech, consumer staples, and energy stocks. 

focus on instruments that share strong economic linkages (e.g., 
trade ties, policy regimes, sector composition, and exposure to 
global risk factors). In this scenario, some linear combinations 
of their prices show a stable “fair-value” relationship. Natural 
asset clusters include Eurozone equities, resource-heavy 
developed markets, U.S. indices, and intra-sector assets within 
the same industry or sector. Such clusters can be considered 
as potential candidates for both single-pair and multi-asset 
cointegration. The time series considered in this work were 
downloaded from Yahoo Finance [1] and are summarized in Table 
1. We analyzed the daily adjusted-close prices from 2007-01-01 
to 2025-09-30 (about 19 years of financial data for a total of 4716 
trading days), partitioned into an in-sample (training) window 
from 2007-01-01 to 2017-12-31 (11 years; 2769 trading days) and 
an out-of-sample (testing) window from 2018-01-01 to 2025-09-
30 (≈7.75 years; 1,947 trading days).

All model identifications, i.e., unit-root diagnostics on 
individual series, like Engle–Granger residual tests for pairs 
and Johansen rank determination for multi-asset systems, 
and hedge-ratio estimation, are performed exclusively in 
the training window; these specifications are then frozen 
and carried forward unchanged into the testing window, 
where trading rules (z-score bands, time/price exits, and 
trading commission cost deductions) are evaluated using only 
information available at each decision time. This approach 
prevents look-ahead bias and data leakage, and also in-sample 
overfitting/optimism bias, thus avoiding that tuning to noise 
in the training set would inflate the reported performance. A 
clear separation between model selection and performance 
measurement provides a robust confirmation that the mean-
reverting property (stationary spread) and the estimated hedge 
ratios are persistent beyond the estimation period.

Moreover, by spanning multiple regimes (post-GFC expansion, 
commodity cycles, COVID-19 shock, inflation/repricing period), 
the out-of-sample window serves as a stress test against 
structural breaks, enabling assessment of rank stability under 
changing volatility and correlations, as it was reported in [3]. 
The train/test separation follows best practices in quantitative 
finance, ensuring robust out-of-sample validation of trading 
strategies, i.e., estimates on history, validates on unseen data, 
and yields performance metrics that are more indicative of out-
of-sample efficacy rather than in-sample overfitting.

2.1 Correlations
Correlations are estimated within the in-sample window 

(2007-01-01 to 2017-12-31) and computed on arithmetic daily 
returns of adjusted closes to avoid spurious level effects, 
generated by common trends (like inflation or general market 

heatmaps are shown in Figure 1 and Figure 2 for two asset 
clusters). These estimates are used only for initial screening 
(not for pairs selection by themselves) to preserve a clean 
separation between model choice and out-of-sample evaluation. 
The importance of preselection in the context of cointegration-
based pairs trading was analyzed in [21] to narrow down the 
universe of candidate asset pairs to a manageable subset, using 
statistical measures or criteria before formally testing for 

Table 1. Assets
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cointegration. Pre-selection typically uses metrics such as price 
correlation, distance, spread stationarity, or other similarity 

are most likely to exhibit cointegrated behavior. By doing so, 
pre-selection increases the probability of finding profitable 
trading pairs and reduces the number of statistical tests 
required, making the pairs trading strategy more efficient. In 
this work, the preselection step was based on visual inspection 

screening based on static correlations.

Static correlations computed on the training-period provide 
a first-pass screen for pairs selection by quantifying the 
strength and sign of short-horizon co-movement related to 
shared risk factors (market, sector, country, exchange rates). 
In practice, in-sample high-positive correlations help identify 
economically coherent pairs (e.g., EWA–EWC, KO–PEP, XOM–
CVX) where a cointegrating relation is plausible, while very 
low or negative correlations flag pairs that are unlikely to yield 
a stable, mean-reverting spread. Correlation is not sufficient 
for cointegration, but it is still informative to rank candidates 
before costly stationarity/cointegration testing. Correlation 
captures short-run co-movement, typically in returns, which are 
stationary. Hence, two ETFs can look highly correlated day-to-
day yet see their level ratio diverge for years if their trends or 

a long-run equilibrium among non-stationary prices such that a 
particular linear combination is stationary and mean-reverting. 
That property is cointegration, not correlation. Accordingly, 
after basic economic screens we validate candidates with unit-
root checks and formal cointegration tests (Engle–Granger 
for pairs; Johansen for multiple asset spreads). Only assets 
showing a stationary spread are considered for trading strategy 
implementation and backtesting; those with correlation but no 
cointegration are excluded to avoid trading spreads, lacking a 
priori 
as an explicit robustness example, a non-cointegrated but 
economically linked spread (SPY–AAPL–MSFT) to illustrate that 
short-horizon convergence can occasionally arise even without 
strict cointegration.

In the training window (2007–2017), the heatmaps in Figure 
1 and Figure 2 show systematically higher correlations among 
equities and equity indices than among commodities, which is 
what standard factor models and commodity-term-structure 
economics would predict. Equity returns are dominated 
by shared market factors; during 2007–2017 that common 
variance was inflated by global risk-on/off regimes (GFC, euro-
area stress, QE/taper), pushing equity correlations high and 
stable across countries and sectors. By contrast, commodity 
ETFs embody heterogeneous, often idiosyncratic drivers, 
e.g., inventory dynamics and convenience yield5, weather and 
geopolitical supply shocks, and term-structure carry (roll yield) 
that varies by commodity and through time. Equities depend 

asset-specific fundamentals and product-structure effects that 
diversify away common co-movement, yielding the lower and 
more unstable correlations observed in the heatmaps.

In addition to static correlations computed over the entire 
in-sample window, this study evaluated rolling correlations, 
which measure the time-varying co-movement between asset 
returns within a moving window (here, 100 and 252 trading 
days). While static correlations summarize the average linear 
association between two return series across the whole training 
period, rolling correlations reveal temporal dynamics, i.e., how 
correlations strengthen or weaken across different market 
scenarios. They capture structural shifts due to macroeconomic 
cycles, monetary policy changes, or sector rotations, and can 
highlight periods of decoupling or excessive synchronization 
that are not detected by a single-point estimate. To illustrate 

Figure 1. Asset classes (cluster #1)

Figure 2. Asset classes (cluster #2)
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risk premia differ. Pairs trading requires a stationary spread: 

reliable tendency to mean revert. Section 5.7 discusses, 

heavily on a few shared factors, whereas commodities combine 
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this concept, we considered a subset of the assets listed in Table 
1: EWA, EWC, EZA, KO, PEP, OIH, USO. Their static correlation 
matrix is shown in Figure 3.

The rolling correlation plots shown in Figure 4 and Figure 
5 visualize the stability and persistence of inter-asset 
relationships, with the vertical dashed line marking the 
boundary between the training and testing periods.

However, while rolling correlations offer valuable diagnostic 
insights into short-term market co-movements, they are 
not sufficient for pairs selection. Correlation captures only 
simultaneous linear co-movement between returns (which 
are I(0) series) but does not imply the long-run equilibrium 
relationship between prices (which are typically I(1) processes). 
Pairs trading requires that the price spread be stationary (i.e., 
I(0)), which can only be verified through cointegration tests 
such as Engle–Granger or Johansen. Therefore, although rolling 
correlations can be used to illustrate how spreads evolve over 
time, the actual pair and spread selection in this work is based 
on stationarity and cointegration analysis. This methodological 
choice ensures statistical robustness: cointegration-based 
spreads are theoretically mean-reverting, while correlation-
based pairs might exhibit transient co-movements without any 
true long-term equilibrium.

3. Methodology

3.1 Spread construction
In a cointegration-based pairs trading framework, the pair 

spread represents the equilibrium deviation between two asset 
prices that are expected to move together in the long run. Our 
two-asset spread follows the standard OLS-hedged specification 
(see Vidyamurthy, 2004 [11]), with cointegration diagnostics 
used to justify mean-reversion trading. Formally, it is obtained 
as the residual of a linear regression between the (adjusted close) 
prices of the two assets, typically written as:

where p  and p  are the price levels of the time series 
at time t,  is the hedge ratio estimated through ordinary 
least squares (OLS) linear regression,  is the intercept (i.e., 
constant) term, and st are the residuals, i.e., the spread. If the 
two series are cointegrated, in the long run the spread fluctuates 
around a constant mean and the prices move together. The 
spread st quantifies how far the two series diverge from their 
long-term equilibrium, and it is the basis of the trading signal 
generation: when the spread deviates significantly from its 
mean, the strategy takes opposite long and short positions 
anticipating mean reversion. In this work, we consider a zero-
intercept spread, that is =0, leading to the simplified spread 
formulation:

This choice is justified both theoretically and empirically. 
While standard OLS specifications often include an intercept 

≠0 to capture fixed level differences, our empirical analysis 
during the validation phase indicated that including a static 
intercept estimated over a long training window (11 years) 
introduced overfitting.

Theoretically, an intercept ≠0 would imply that one asset 
would retain a nonzero fair value even when the other is worth 
nothing, which lacks economic meaning for two co-dependent 
traded assets. When regressing one   price 
series on another to determine a hedge ratio, the intercept 

Figure 3. In-sample (training range) static correlations

Figure 4. 100-day rolling correlations

Figure 5. 252-day rolling correlations
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captures any persistent   difference between the 
two assets. This difference can arise from dividends, carry 
costs, transaction costs or other idiosyncratic factors that 
cause one asset to trade consistently above or below the other. 
In other words, the intercept compensates for structural 
differences rather than   deviations. Our pairs trading 
framework normalizes the spread by computing a rolling mean 
and standard deviation, then generates   to trigger the 
trades. Any constant level difference between the two assets 
will be absorbed into the rolling mean and removed during z 
score standardization. Hence, explicitly including a separate 
intercept would introduce an additional parameter that may 
overfit historical data; by forcing =0, we assume the two 
assets have sufficiently similar sectoral characteristics such 
that any persistent difference is approximately constant over 
the estimation horizon and is treated as part of the spread’s 
mean, which is removed in the standardization step.

  
indices, the major drivers (oil prices, economic growth, currency 
exposure) are common to both asset classes. Setting =0 
assumes there is no fixed premium or discount beyond these 
shared fundamentals. If there is a constant divergence due to 
differences in dividend yield or cost of carry, that divergence 
becomes part of the spread’s mean and is removed when 
computing the   By not estimating an intercept, the 
strategy focuses solely on relative movements between the 
assets rather than capturing   level shifts. This 
approach is defensible when the assets are chosen because of 
their strong   and similar   behavior, as the 
hedging ratio then reflects only the proportional relationship 
between their prices, while the rolling mean accounts for any 
small, persistent bias.

Financial time series are rarely stationary in levels over 
decade-long horizons; a fixed dollar-value intercept estimated 
in the pre-2017 regime often creates a “stale” bias when applied 
to post-2018 price levels. By constraining =0, we rely on the 
rolling mean (μ ), computed in the subsequent normalization 
step, to dynamically center the spread. This approach delegates 
the level correction to the adaptive rolling window rather than 
a static in-sample parameter, thereby improving the strategy's 
out-of-sample robustness and reducing the risk of look-ahead 
bias embedded in a fixed constant.

In   statistical arbitrage, a stationary spread can 
be derived from the Johansen cointegration test by combining 
three or more non-stationary assets. Unlike the   
approach, which is restricted to pairs, the Johansen test allows 
the rank of the cointegration matrix to be greater than one, thus 
identifying the number of independent linear combinations 
that are stationary. When the test rejects the null hypothesis 
of no cointegration, the eigenvectors of the matrix of long 
run relationships (ordered by their associated eigenvalues) 
serve as hedge ratios; the first eigenvector is most strongly 

  Each eigenvector component i represents 
the weight of asset i in the portfolio. Because the eigenvectors 
are normalized with the first element equal to one, they can 
be interpreted as the number of units of each asset required 
to hedge one unit of the base asset. This method produces a 
spread that theoretically oscillates around a constant mean, 

reflecting the   equilibrium among the underlying 
assets. It is worth noting that in our approach we select the first 
eigenvector (most strongly mean-reverting) of the Johansen test 
to construct the multi-asset spread.

Constructing such a   spread involves several steps. 
After selecting an appropriate lag length for the underlying 
vector autoregressive model (e.g., using the Akaike Information 
Criterion [12]), we run the Johansen test on the price series to 
obtain the cointegration vectors. To build the spread, we choose 
the eigenvector with the largest eigenvalue and multiply each 
asset price by the corresponding eigenvector element:

The resulting time series will be checked for stationarity 
using the Augmented Dickey–Fuller (ADF) or Phillips–Perron 
(PP) tests. If the spread is stationary, it can be treated as mean 
reverting for trading: long (short) the spread when it deviates 
below (above) its   mean and close positions when 
it converges back, exploiting the equilibrium relationship 
identified by the Johansen procedure.

3.2 Pairs identification
While correlation provides a convenient short-run measure 

of co-movement between asset returns, it does not imply 
cointegration or any form of long-run equilibrium between 
price levels. Correlation captures coexistent linear dependence 
between two stationary series (typically returns), reflecting 
how two assets tend to move together over short horizons. 

processes that drift over time, and two trending series can 
display high correlation even if they share no fundamental 
relationship, a phenomenon known as spurious correlation. 
For instance, two unrelated stock indices may both rise over 
a decade due to inflation or global growth, yielding a high 
correlation despite having no stable pricing link. Consequently, 
correlation measures co-movement in returns, but not 
equilibrium in levels; it is a short-term descriptive statistic, 
not evidence of a mean-reversion that can sustain a pairs 
trading strategy. In contrast, pairs trading relies on identifying 
stationary spreads formed by cointegrated assets, where a 
specific linear combination of two non-stationary price series 

processes are summarized in Table 2.

Table 2. Stationarity vs non-stationarity

Property I(0) (Stationary) I(1) (Non-stationary)
Definition Stationary in levels Stationary after first differencing
Example Returns, spreads Prices, indices
Mean reversion Yes No
Shocks Temporary Permanent
Variance Finite, constant Grows over time
Typical use in pairs trading Spread and residuals Price series before differencing
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Cointegration implies the existence of a long-run equilibrium: 
although individual prices wander randomly, their weighted 
difference remains bounded and mean-reverting, providing 
a reliable statistical basis for long-short trading. Stationarity 
of the spread ensures that deviations from equilibrium are 
temporary and that the spread will, with high probability, 
revert to its historical mean, which is a necessary condition 
for systematic profit generation. Therefore, while correlation 
may serve as an initial screening, the actual deployment of a 

spread stationarity, to satisfy the theoretical and statistical 
prerequisites for a robust trading strategy.

3.3 Cointegration testing
The Engle–Granger (EG) cointegration test [6] is a two-step 

econometric procedure used to determine whether two non-
stationary time series share a stable long-run equilibrium. In 
the first step, the individual asset price levels (typically adjusted 
closes) are tested for stationarity using unit root tests such 
as the Augmented Dickey–Fuller (ADF) [8] or Phillips–Perron 
(PP) [9] tests. If both series are found to be non-stationary in 
levels but stationary in first differences, the next step involves 
running an ordinary least squares (OLS) regression between 
the two asset prices to determine the residuals, i.e., their 
spread. In the second step, these residuals are themselves 
tested for stationarity using the same unit root tests (ADF 
and PP). If the residuals are found to be stationary, the two asset 
prices are said to be cointegrated, meaning that they have a 
long-term equilibrium relationship despite being individually 
non-stationary. Both the ADF and PP tests share the same 
hypotheses:

	• Null hypothesis H0: The series has a unit root, meaning it is 

	• Alternative hypothesis H1: The series is stationary, meaning 
it is integrated of order zero I(0), and does not contain a unit 
root.

Both tests produce a test statistic and a corresponding 
p-value (or critical value) for evaluating the null. The decision 
rule for ADF/PP is: 

Reject H0

if p-value< ,
where here  is the significance level, typically 0.05 (5%):

	• A small p-value (< 0.05)  reject H0: the series is stationary.
	• A large p-value (≥ 0.05) fail to reject H0: the series is non-

stationary (i.e., has a unit root).

The logic behind the Engle–Granger framework is that 
cointegrated assets drift together over time but exhibit mean-
reverting deviations, providing a statistical foundation for 
pairs trading. When the spread deviates significantly from its 
equilibrium mean, a trader can short the overpriced asset and 
go long the underpriced one, expecting the spread to revert. 
This test bridges short-term arbitrage with long-run equilibrium 
economics. Running both ADF and PP provides complementary 

evidence: if they agree, we gain confidence that the rejection 
(or non-rejection) of the null is not an artifact, thereby reducing 
both Type I (i.e., false positive, risk of spurious mean-reversion 
and overtrading) and Type II (i.e., false negative, overly 
conservative, risk of undertrading) errors. When ADF and PP 
disagree, then they are often complemented by the Johansen 

The Johansen test provides a system-wide measure of long-
term equilibrium among multiple assets, making it ideal for 
identifying multi-asset cointegration. Unlike Engle–Granger, 
which is limited to a single cointegrating vector, Johansen 
can identify and quantify multiple equilibrium relations, 
revealing complex interdependencies across assets. In practice, 
Johansen’s analysis confirms whether several asset prices drift 
together around a stable combination, ensuring that at least one 
linear combination of them is stationary. The presence of such 
a stationary spread supports the implementation of multi-pair 
or portfolio-based mean-reversion strategies. The Johansen 
cointegration test treats all variables symmetrically; hence, the 
detection of a cointegrating relationship does not depend on the 
order of the assets. This property ensures that the identified 
stationary combination (the spread) is invariant to variable 
ordering, providing a consistent and theoretically robust 
framework for multi-asset pairs trading.

In this work, both the Engle–Granger and Johansen methods 
were applied to each asset pair. In most practical two-asset 
cases, both methods lead to the same qualitative conclusion 
about cointegration. However, if the residual spread is weakly 
stationary (close to unit root), one test may reject, and the other 
may not. In instances where the ADF and PP tests disagreed 
with the Johansen rank test, the latter was retained as the 
reference, given its system-based formulation and maximum-
likelihood efficiency.

3.4 Normalization
Pairs trading begins with constructing a spread capturing 

the long-term linkage between two (or more) asset price levels 
and then normalizing that spread so that signals are comparable 

st = p - p . Because the raw spread’s scale and volatility 
drift over time, we convert it into a rolling z-score:

where:

whereas μ  is the rolling mean over the rolling window L, 
i.e., μ = mean(s  );  is the rolling standard deviation 
over L, i.e., =sd (s ); L is the rolling window that in our 
work is set to 21, i.e., the number of trading days in a month. 
This rolling normalization provides a dimensionless measure of 
deviation from equilibrium (in standard deviations), is robust to 
changes in spread scale, and helps maintain stationarity of the 
trading signal even when the underlying prices drift over time.

When we compute the rolling mean/standard deviation 
over a 21-bar window that ends at t, we use only data up to 
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and including t, i.e.,  μ =mean(s ) and =sd(s ). If 
we execute the trading operation at t+1 (i.e., next bar), this is 
implementable and not look-ahead, but it does include “self-
influence” at t (which, however, is not an error, just a choice). 
When we include st in the window that defines μt and t, the 
current observation partly pulls the mean toward itself and can 
potentially inflate the volatility estimate. That shrinks extreme 
z-scores a bit (fewer/smaller threshold breaches). It is not a 
look-ahead error; it is a smoother, less conservative modeling 
choice at time t, that slightly dampens z-scores. If a signal at 
time t is used to trade at t+1, both choices are implementable, 
but the clean, conservative convention should use μ  and 
to avoid self-influence. In summary, our procedure is:

	• Conservative (i.e., stricter), causally clean, harder to look 
good in backtests;

	• No look-ahead: we never use t+1 data;
	• With μ ,  we compare today’s spread st to a benchmark 

fixed before today’s move. The decision threshold is 
independent of the very observation that triggers the trade 
and it is stricter and causally clean (i.e., no self-inclusion and 
avoids self-dampening).

In summary: Self-inclusion is less conservative because 
today’s observation helps set its own benchmark (moves 
μt toward st and can inflate t), yielding smaller zt, fewer 
crossings, and artificially smoother backtests. In contrast, 
no-self-inclusion (μ ,σ ) is more conservative, and yields 
larger zt on shocks, hence more/earlier signals. Despite being 
operationally more active, it is preferred for unbiased, high-
quality backtests.

3.5 Trading strategy
The   approach builds a   portfolio 

by monitoring the normalized price spread   between 
two or more cointegrated assets. At each trading day the raw 
price spread is computed, then standardized by subtracting a 
rolling mean and dividing by the rolling standard deviation over 
a chosen   window. This transformation produces a z 
score with zero mean and unit variance, allowing consistent 
comparison across time. The strategy’s underlying assumption 
is mean reversion: if the spread deviates significantly from its 

  mean, it is likely to revert. By working with   
rather than raw spreads, traders can implement objective 
thresholds (measured in standard deviations) for entering and 
exiting positions. This normalization also facilitates position 
sizing, since it shows how extreme a spread movement is 
relative to recent history.

Trading signals are triggered when the   crosses 
predetermined band thresholds. For a long spread trade, a signal 
is generated when the   drops below -2 (meaning the 
spread is more than two standard deviations below its mean) 
while the previous day’s   was above -2; this indicates 
the first asset has become relatively undervalued and should 
be bought while the second is shorted. The long position is 
closed when the   rises above –1, signaling partial mean 
reversion. Conversely, a short spread trade is entered when the 

  rises above +2 while the prior day’s   was below 

+2, and it is exited once the   falls below +1. This stepwise 
exit avoids premature closure on small fluctuations and ensures 
the spread has meaningfully retraced. The strategy maintains 
the previous position in the absence of a new signal, leading 
to a simple state machine where positions can only transition 
at these thresholds. Such symmetrical entry/exit bands help 
control risk and reduce whipsaw trades; some practitioners set 
wider bands for entry than exit to capture more pronounced 
divergences and exit earlier to lock in profits [14][15][16].

The signal produced on day t therefore depends on data up to 
day t (inclusive) but is applied only from t+1 onward; no trade is 

the possibility that the strategy trades on information not 
available at the decision time. The positions are updated 
sequentially; they never revisit or adjust past positions based on 

time t+1 rely solely on the spread, mean, and standard deviation 
computed using information up to time t, the entire strategy is 

A major strength of this framework is its simplicity and 
discipline: it quantifies mispricing using standardized units and 
prescribes clear rules for trade execution, promoting market 
neutrality and reducing behavioral bias. However, its success 
depends on parameter choices, such as the   window for 
the rolling mean/standard deviation and the ±2/±1 thresholds. 
Using a short window may lead to   where the 
current observation affects both the signal and the benchmark; 
this can shrink extreme   and artificially inflate volatility, 
potentially dampening trading signals. A simple remedy is to 
compute the mean and standard deviation up to t-1 (i.e., lag 
the window) so the current   is measured against truly 
historical data. Traders should also be aware of structural 

  relationship between assets changes, 
the spread may stop   and the   signals will 
fail. Finally, transaction costs and slippage can erode returns, 
especially if the strategy triggers frequent trades.

The strategy sets the current trading position to +1 when 
it receives an   signal, to 0 when it receives an exit 
long signal, to –1 on an   signal, and back to 0 on 
an   signal. If no new signal is present, the position 
remains unchanged, preserving the previous day’s exposure. 
This explicit mapping ensures that each trade is only executed 
when the   crosses one of the predefined thresholds; 
otherwise the existing long or short position is maintained. 
Such a state machine is essential for systematic trading because 
it distinguishes between   actions (enter or exit) 
and inert periods when the strategy simply holds its current 
position.

When analyzing this approach, it is important to recognize 
both its strengths and its sensitivities. By quantifying 
mispricing in   units, the strategy imposes 
a disciplined, symmetric framework for entry and exit; it is 

  by design, since every long position is paired 
with a corresponding short. This makes the method attractive 
when markets are choppy or directionless. However, the rule 
based nature also means that performance is dependent on 
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threshold calibration and the stability of the cointegrated 
relationship. Setting the entry threshold too close to the mean 
may generate whipsaw trades, while setting it too far reduces 
the number of signals and can lead to missed opportunities. The 
general literature cautions that   thresholds should be 
selected based on backtesting, often in the range of 1.5 –2  for 
entry and a smaller threshold for exits. Moreover, the success of 
the strategy presupposes that the spread is stationary and truly 

  if the underlying relationship breaks down, the 
signals become unreliable, and the strategy can incur losses.

4. Performance metrics
The pairs strategies are evaluated relative to simple buy-and-

hold benchmarks, and three key metrics are used: annualized 
return, annualized standard deviation, and annualized Sharpe 
ratio. In a   context, these metrics help answer 
three fundamental questions: how much the strategy earns on 
average per year; how volatile or risky those returns are; and 
whether the returns adequately compensate for risk relative 
to a   benchmark. By comparing the performance of 
the   spread against the individual asset returns, 
it is possible to assess whether   trading 
strategies deliver better   performance than simply 
holding the individual assets.

Annualized return measures the compound growth rate of 
a trading strategy over the given period, scaled to a   
horizon. It is computed as:

where rt

(compound) approach, rather than a simple arithmetic mean, 
accounts for the effects of volatility and compounding, 
producing the growth rate that an investor would have 
experienced over a year. This makes annualized return 
particularly useful when comparing strategies with different 
holding periods or uneven return profiles. To assess risk, we 
used the annualized standard deviation, defined as the daily 
standard deviation multiplied by the square root of the number 
of periods per year:

The annualized standard deviation shows how widely a 
strategy’s returns fluctuate in a typical year. The annualized 
Sharpe ratio [4][5] then combines return and risk by dividing the 
strategy’s annualized excess return (over the   rate) by 
its annualized standard deviation, essentially expressing return 
per unit of volatility:

This metric enables straightforward comparison across 
different strategies and assets: a higher Sharpe ratio indicates 
better reward for the level of risk taken, while a negative or low 
Sharpe ratio suggests that   performance is poor.

5. Experimental results and case
studies

5.1 AUS-CAN case study
Consider the single-pair spread AUS (EWA)-CAN (EWC). 

EWA and EWC are both single-country equity ETFs offered 
by iShares, giving investors targeted exposure to the stock 
markets of Australia and Canada respectively. EWA and EWC 
are widely viewed as a strong cointegrating pair because both 
represent commodity-driven economies with comparable 
market profiles. Each fund’s portfolio is dominated by similar 
sectors, particularly financials and natural resource industries, 
reflecting how both Australia and Canada rely on exporting 
commodities like minerals and energy. Such shared economic 
and sectoral foundations lead to significant co-movements in 
their equity returns, confirmed by a historically high correlation 
between EWA and EWC (~0.8 as reported in Figure 3). Indeed, 
both countries’ stock markets tend to respond in tandem to 
global commodity price cycles and external demand shifts. 
Empirically, this relationship manifests in a stable spread, and 
the Engle-Granger test confirms that a linear combination of 
EWA and EWC prices is stationary (as reported in Table 9). This 
indicates a potentially stable long-run equilibrium and a mean-
reverting spread, ideal characteristics for a pairs-trading or 
statistical-arbitrage strategy.

Figure 6 displays the cumulative returns of the EWA and 
EWC ETFs from 2007 to 2017 (training window), showing 
co-movement and apparently a stable long-run relationship, 
consistent with cointegration. Although the series occasionally 
diverge during periods of volatility, such as the 2008 global 
financial crisis or commodity-driven downturns, those 
deviations tend to be temporary and are followed by reversion, 
suggesting a mean-reverting spread. The two cumulative 
return series maintain a roughly parallel structure across the 
full training range, with similar peaks and troughs, implying 
that their long-run equilibrium is preserved despite short-
term fluctuations. This visual evidence of synchronization and 
bounded divergence is consistent with a cointegrated pair.

The spread in the training range is shown in Figure 7. The 
EWA–EWC spread over 2007–2017 displays classic features 
of a stationary series: it oscillates around a stable long-run 

Figure 6. EWA (AUS)-EWC (CAN) cumulative returns 
(training range)
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mean (red line) without an evident deterministic trend, and 
asymmetric phases (e.g., the 2012–2013 upswing) are followed 
by reversion toward that mean. The amplitude of deviations 
appears bounded, rarely breaching ±2 on the standardized 
scale, and volatility clustering, while present at times, is not 
persistent. This behavior is coherent with stationarity and 
with the interpretation that the spread is cointegrated (mean-
reverting) and suitable for pairs trading. Visual evidence 
in Figure 7 is corroborated by unit-root tests on the spread 
(ADF and PP), which reject non-stationarity at conventional 
significance levels (i.e., AUS_CAN p-value < 0.05, as specified in 
Table 9).

The performance evaluation of the pairs trading strategy is 
based on the direct comparison of arithmetic daily returns in 
the testing range. First, returns are calculated for the individual 
ETFs (EWA and EWC denoted as AUS and CAN in Figure 8). 
The spread return, computed as the difference between the 
EWA return and the product of the hedge ratio (evaluated in 
the training window and propagated in the testing range) and 
the EWC return, is then multiplied by the position vector to 
yield the strategy return series rfint, which realizes P&L only 
when the position is non-zero (long or short). A second return 
series, rfintc, incorporates a simple transaction cost model: if 
a position change occurs (indicated by a signal and a change in 
position from the previous day), a cost of 0.001 (10 basis points) 
is subtracted from the return to reflect slippage or fees.

Figure 8 illustrates a distinct shift in performance dynamics 
between the pairs trading strategy and the buy-and-hold 
portfolio for EWA and EWC. During the initial phase of the 
testing window (2018 through mid-2020), the mean-reverting 
nature of the EWA–EWC spread allowed the pairs strategy to 
generate steady gains with lower volatility. In this period, both 
EWA and EWC experienced relatively flat or volatile movements 
without clear upward trends. These conditions are ideal for 
statistical arbitrage, as the spread exhibits repeated deviations 
from equilibrium and reverts predictably, enabling the strategy 
to capitalize on temporary short-lived spread deviations 
without being penalized by strong directional movements.

However, after the COVID-19 market correction in early 
2020, both EWA and particularly EWC began trending upward, 
driven by a broader commodities recovery and a rally in global 
equities. In such directional markets, the pairs strategy, 
which inherently bets on relative value rather than outright 
momentum, underperforms. The spread stabilizes, offering 
fewer profitable mean-reversion opportunities, while buy-and-
hold positions benefit directly from the persistent gains in the 
underlying assets. This market transition explains why, after 
mid-2020, the cumulative returns of both EWA and EWC begin 
to outperform the strategy returns, even before transaction 
costs are considered. The shift highlights a limitation of pairs 
trading: it succeeds in sideways or oscillating markets but tends 
to underperform during trending conditions.

The key performance metrics, i.e., the annualized return, 
annualized standard deviation, and Sharpe ratio for each 
series, are reported in Table 3. This combined analysis allows 
for a comprehensive evaluation of the strategy’s effectiveness 
compared to simply holding either asset, and it highlights how 
trading costs can impact net performance even in a statistically 
robust strategy. The performance comparison reveals that 
the AUS–CAN pairs trading strategy outperformed the 
individual assets on a risk-adjusted basis, before accounting 
for transaction costs. The strategy without transaction costs 
(rfint) delivered a Sharpe ratio of 0.51, which is higher than 
that of EWA (rfaus) at 0.25 and slightly higher than EWC (rfcan) 
at 0.46. This indicates that the strategy was more efficient at 
converting volatility into return than simply holding either 
ETF. Moreover, while its raw annualized return (3.82%) is lower 
than the buy-and-hold return for both EWA (6.08%) and EWC 
(9.30%), the much lower volatility (7.55% vs. over 20% for the 
ETFs) underscores the effectiveness of the mean-reverting 
structure in managing downside risk. However, after including a 
transaction cost of 10 basis points per round trip, the strategy’s 
performance deteriorates significantly. The annualized return 
drops to just 1%, and the Sharpe ratio falls to 0.13, indicating 

Figure 7. EWA (AUS)-EWC (CAN) spread (training range)

Figure 8. EWA-EWC pairs strategy comparison (testing 
range)

Table 3. AUS (EWA)-CAN (EWC) performance metrics

Statistic rfint rfintc rfaus rfcan
Annualized Return 0.038 0.010 0.061 0.093
Annualized Std Dev 0.076 0.075 0.242 0.201
Annualized Sharpe (Rf=0%) 0.506 0.131 0.251 0.464
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that most of the statistical arbitrage gains are eroded by trading 
costs.

This evident contrast between gross and net performance 
highlights the importance of execution efficiency in 
implementing high-turnover strategies like pairs trading, and 
demonstrates how even modest transaction costs can erode 
statistical edge in high-turnover strategies. It also reinforces 
the need to balance statistical robustness with realistic cost 
modeling to assess the practical viability of such strategies. 
The drawdown panel in Figure 8 provides further insight into 
downside risk. The unadjusted strategy (rfint) experiences 
shallower and less frequent drawdowns compared to the ETFs, 
confirming its defensive profile. Notably, during the sharp 
market stress of early 2020, EWA and EWC suffered severe 
drawdowns exceeding –40%, while the unadjusted strategy’s 
losses remained much more contained. In contrast, the cost-
adjusted version (rfintc), while still stable, occasionally draws 
down more than the unadjusted line (rfint), likely due to returns 
being clipped at rebalancing points. Overall, the visual evidence 
supports the conclusion that the pairs strategy offers smoother 
performance and lower risk, if and only if trading costs are 
minimal or well-managed, confirming that cost efficiency is 
critical for the practical viability of this statistical arbitrage 
strategy.

5.2 CAN-RSA case study
The CAN (EWC)–RSA (EZA) pairs trading strategy 

demonstrates strong and consistent outperformance over the 
testing period, as shown in both the cumulative return and 
drawdown plots in Figure 9. The strategy without transaction 
costs (rfint) generates steadily increasing returns with limited 
drawdowns, while even the cost-adjusted version (rfintc) 
outperforms both individual ETFs. In contrast, the RSA ETF 
(blue) exhibits substantial volatility and deep drawdowns, 
particularly from 2018 through 2022, whereas the CAN ETF 
(green) performs more robustly, especially after 2020. Despite 
CAN's stronger long-term upward trend, its return still comes 
with higher volatility than the spread strategy. In contrast, 
pairs trading capitalizes on the relative mispricing between the 
two assets, generating stable gains as the spread mean-reverts 
across time.

strategy’s Sharpe ratio reaches 0.99 before costs and 0.65 after 
costs, significantly higher than CAN (0.46) and RSA (0.12). This 
strong risk-adjusted return reflects the statistical nature of the 
spread, which successfully isolates relative value opportunities 
between the two ETFs. The CAN–RSA spread seems to revert 
consistently to equilibrium, suggesting a robust long-run 
cointegration. Even during volatile markets, the spread’s 
mean-reversion dynamics generate profitable entry and exit 
points. Therefore, the strategy’s superior performance stems 
from its ability to avoid the directional exposure and volatility 
embedded in each ETF and instead exploits the stable co-
movement patterns between them.

The strong performance of the CAN–RSA spread is 
underpinned not only by statistical mean-reversion, but 
also by macroeconomic parallels between the Canadian and 
South African economies. Both countries are highly resource-
dependent, with significant exposure to commodities such as 
oil, gold, and base metals. The ETFs representing these markets, 
EWC for Canada and EZA for South Africa, reflect this structural 
similarity in their sector compositions, which are heavily 
weighted toward energy, mining, and materials. These shared 
economic drivers often lead to correlated responses to global 
commodity price movements, forming the basis for a potentially 
cointegrated relationship in their equity indices, and supporting 
the trading strategy's foundation: deviations in the relative 
pricing between EWC and EZA are likely temporary and driven 
by short-term noise rather than fundamental divergence. The 
strategy effectively profits from this short-lived mispricing by 
going long the undervalued ETF and short the overvalued one, 
and anticipating reversion. As seen in the cumulative return and 
drawdown profiles, this approach yields consistent gains and 
low volatility compared to the standalone ETFs, which remain 
exposed to individual country risks and broader macroeconomic 
shocks.

Figure 9. EWC-EZA pairs strategy comparison (testing 
range)

Table 4. CAN (EWC)-RSA (EZA) performance metrics

Statistic rfint rfintc rfcan rfrsa
Annualized Return 0.086 0.056 0.093 0.039
Annualized Std Dev 0.087 0.087 0.201 0.316
Annualized Sharpe (Rf=0%) 0.992 0.650 0.464 0.123

Figure 10. EWA-EWC-EZA multi-pairs strategy comparison 
(testing range)
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5.3 AUS-CAN-RSA case study
The performance of the AUS–CAN–RSA multi-asset spread 

illustrated in Figure 10 reveals steady and consistent gains over 
the testing period. The strategy without transaction costs (r_
aus_can_rsa) delivers strong cumulative returns with limited 
drawdowns and low volatility, achieving an annualized Sharpe 

Even after accounting for transaction costs (r_aus_can_
rsa_c), the strategy maintains positive performance (Sharpe 
ratio of 0.46), comparable to the standalone Sharpe of the 
best-performing ETF (EWC at 0.46). Importantly, both strategy 
variants exhibit superior stability relative to the individual 
ETFs, especially EZA (South Africa), which suffers deep and 
extended drawdowns. This highlights the benefit of capturing a 
stationary, mean-reverting spread that arises from the relative 
dynamics among Australia, Canada, and South Africa. All these 
countries are major commodity exporters with strong exposure 
to natural resources, and their equity markets, represented by 
EWA (Australia), EWC (Canada), and EZA (South Africa), share 
common drivers like global demand for metals, oil, and energy. 
However, these economies respond differently to local shocks 
and policy decisions, leading to short-term deviations among 
their respective ETFs. These deviations are often temporary, 
allowing the strategy to exploit the reversion to equilibrium.

The relatively low volatility of the constructed spread and the 
consistent performance despite fluctuating ETF returns confirm 
that the three-asset spread effectively filters out idiosyncratic 
risk while preserving exposure to a stable common stochastic 
trend.

5.4 GLD-SLV case study
The GLD–SLV pairs trading strategy initially delivered 

strong performance in the testing range, as shown in the 
top panel of Figure 11. From 2018 through January 2020 the 
cumulative return of the strategy (both without rfint  
and with transaction costs rfintc ) moved upward and 
outperformed the buy-and-hold performance of the single-leg 
GLD (rfgld) and SLV (rfslv) ETFs, as reported in Table 6. It is 
noteworthy, however, that in the training range the GLD–SLV 
spread failed the Engle–Granger residual-based stationarity 
test, as confirmed in Table 10. Under the standard cointegration 
framework, the two ETFs would therefore not qualify as a 
cointegrated pair and, strictly speaking, should have been 
excluded from the pairs-trading strategy.

Academic research confirmed that long‑run relationship 
between gold and silver started weakening after 1990 [18], 
and the study in [19] concluded that after 1990 gold and silver 
markets became increasingly separate, and that their prices 
were more likely determined by distinct fundamentals rather 
than common economic factors. When the two metals share 
phases of strong correlation and their prices tend to move 
together, it is because they both serve as stores of value, 
inflation hedges, and safe‑haven assets [20].

In the testing subperiod from 2018 till January 2020, the 
gold–silver correlation was ~0.8 (which can be classified as high 
correlation) and the gold-silver ratio fluctuated in a relatively 
narrow band within its historical range, as illustrated in Figure 
12. Although the ratio exhibits short-horizon reversals, it follows 
a mild upward drift, rather than reverting to a fixed mean. In 
this time window the spread did not pass the Engle-Granger 
stationarity test; the residual-based ADF test fails to reject the 
unit-root null at the conventional 5% level (only marginally at 
10%), hence, in this range GLD and SLV cannot be regarded as 
cointegrated; any indication of mean reversion in the spread 
is, at best, weak and statistically fragile. Nevertheless, trades 
based on spread mean-reversion generated profits (see Table 6).

Table 5. AUS-CAN-RSA performance metrics

Statistic r_aus_can_rsa r_aus_can_rsa_c rfaus rfcan rfrsa
Annualized Return 0.075 0.043 0.061 0.093 0.039
Annualized Std Dev 0.093 0.093 0.242 0.201 0.316
Annualized Sharpe (Rf=0%) 0.805 0.460 0.251 0.464 0.123

Figure 11. GLD-SLV pairs strategy comparison (testing 
range)

Table 6. GLD-SLV performance metrics (2018 - January 
2020)

Statistic rfint rfintc rfgld rfslv
Annualized Return 0.190 0.161 0.089 0.018
Annualized Std Dev 0.556 0.555 0.107 0.178
Annualized Sharpe (Rf=0%) 0.341 0.289 0.830 0.101

Figure 12. Gold-silver ratio
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The market changed dramatically around March 2020. The 
onset of the COVID‑19 pandemic drove an unprecedented 
flight to safe-haven assets and inflation hedges, causing gold 
prices to rally, while silver initially lagged and as an industrial 
commodity introduced volatility and retail speculation. The 
COVID panic peak (mid-March 2020) corresponds to a GLD-
SLV ratio of roughly 12½. Mapping this ETF ratio to the classic 
bullion ratio (which was reported around 120:1 at the extreme), 
the GLD/SLV series captures the same scenario: gold massively 
outperformed silver during the COVID crash, pushing the ratio 
to a historic high. Moreover, Caporale and Gil‑Alana (2023) [13] 
found that starting from January 2020, mean reversion in gold 
and silver price differentials is virtually absent. With the spread 
no longer mean‑reverting after January 2020 as displayed 
in Figure 13, the pair strategy stopped generating profitable 
signals and what used to be short-term mispricing turned into 
prolonged trend deviations. By the time convergence occurred, 
it was often after long stretches of divergence, thus leading 
to the strategy’s underperformance, as reported in Table 7. In 
practical terms, a trade that would “buy silver & sell gold” on an 
overshoot (or vice-versa) started to either not revert or take too 
long to revert, making profits elusive.

In summary, the GLD–SLV pairs trade lost its edge because 
the statistical foundation (a stationary spread) was undermined 
by extraordinary macroeconomic events and shifting market 
dynamics. What had been considered as a stable precious metals 
arbitrage turned into a much more unpredictable relationship 
after 2020, causing the strategy’s early gains to plateau and 
rendering it largely ineffective in the subsequent years.

5.5 NED-FRA case study
The EWN–EWQ pairs strategy (Dutch vs. French broad-

market ETFs) was based on a statistically in-sample 
cointegrated spread (ADF p-value 0.034, PP p-value 0.01, as 
reported in Table 9), but in the testing period the strategy 
underperformed buy-and-hold, as illustrated in Figure 14. 
Notably, EWN (Netherlands  rfned) returned about 10% 
annualized vs. 7.4% for EWQ (France  rffra) as shown in Table 
8. EWN also exhibited higher volatility and higher Sharpe (0.44 
vs 0.34). This persistent outperformance of EWN implies a 
trending spread rather than a stationary mean: the Netherlands 
ETF had a stronger upward drift. Consequently, the mean-
reverting trades often bet wrong (e.g., short EWN/long EWQ) 
when EWN kept rallying.

The Dutch and French economies have faced different 
structural conditions since 2018, leading to economic and 
macro divergence. For example, the Netherlands (EWN) is 
heavily weighted toward global-tech and trade-sensitive stocks, 
whereas France (EWQ) leans more on luxury brands, energy, 
and domestic industries. ASML (semiconductors) alone is ~29% 
of EWN, while LVMH (luxury) is ~8% of EWQ. In other words, 
just because two series cointegrated in one period does not 
guarantee it holds later, and a temporary equilibrium broke 
down as markets evolved.

Pairs-trading research emphasizes that profitability is 
based on the stability of the cointegrating relationship. In 
our case, any slow drift or new trend (e.g. EWN consistently 
outpacing EWQ) would violate the stationarity assumption. 
Once the spread no longer reverts to its mean, mean-reversion 
signals generate losses. Furthermore, pairs trading is known to 
struggle during rapid moves; Gatev et al. [10] noted that pairs 
trading “often fails to capitalize on rapid market movements due 
to its reliance on mean reversion.” The strategy’s profitability 
is sensitive to entry/exit timing; delaying trades by one day 
substantially reduces returns, suggesting that a portion of 
profits may reflect microstructure effects or rapid market 
adjustments rather than slow mean reversion. In extreme 
volatility clusters, ETFs can swing together or apart for 
extended periods. For example, if EWN fell sharply in early 
2020 (tech drawdown) and then rebounded on stimulus faster 
than EWQ, the spread would explode beyond the z-score entry 
thresholds. Even after any rebound, the expected quick snap-
back might never occur in a timely way. The fact that EWN’s 
drawdowns were deeper and volatility higher suggests it moved 
more erratically. These dynamics likely induced false signals or 
prolonged losing trades. In summary, the EWN–EWQ strategy 
underperformed because the out-of-sample environment 
violated its core assumptions. Structural or sectoral shifts and 

Table 7. GLD-SLV performance metrics (testing range)

Statistic rfint rfintc rfgld rfslv
Annualized Return -0.593 -0.603 0.145 0.132
Annualized Std Dev 1.004 1.004 0.147 0.282
Annualized Sharpe (Rf=0%) -0.591 -0.601 0.983 0.469

Figure 13. GLD-SLV residual spread (testing range)

Table 8. NED-FRA performance metrics

Statistic rfint rfintc rfned rffra
Annualized Return 0.0274 -0.0003 0.1002 0.0743
Annualized Std Dev 0.0682 0.0682 0.2249 0.2180
Annualized Sharpe (Rf=0%) 0.4025 -0.0037 0.4454 0.3407

IFTA JOURNAL      2027 EDITION

IFTA.ORG PAGE 105

− −

IFTA.org


volatility regimes likely broke the equilibrium that existed in the 
training range, turning the spread into a trending or unstable 
series. This analysis highlights a key lesson: cointegration-based 
strategies can be fragile. They require stable economic linkages 
and must withstand macro changes. Recent research confirms 
that adaptive risk controls and careful pair selection are vital 
[21][22].

5.6 Cointegration assessment
The Engle–Granger (EG) test results are reported in Table 9 

and Table 10 for all single-pair spreads considered in this work 
that are listed in Table 11. For the pairs reported in Table 10 the 
EG residual-based unit-root ADF/PP tests fail to reject the null 
hypothesis of no cointegration at the chosen significance level 
(i.e., 5%), implying the regression residuals are non-stationary 
and the corresponding pairs are not cointegrated. It is worth 
noting that most of the spreads in Table 10 are commodity-
related, for which structural breaks and non-stationary 
behavior are common, making residual stationarity harder to 
obtain in simple EG tests.

Commodity prices are driven by highly volatile and 
idiosyncratic fundamentals, which makes it difficult to find a 
stable long-run equilibrium between different commodities. Key 
factors include:

	• Each commodity has unique economic drivers. Gold and 
silver, for instance, are both precious metals but with 
different roles: gold is heavily influenced by investments and 

uses and is costly to store. These differences cause their price 
paths to diverge over time. Indeed, analysts note that gold 
and silver’s relationship is not consistently cointegrated, 
making a reliable mean-reverting spread generally not viable.

	• Energy commodities exhibit storage costs and seasonality 
that can cause systematic drifts between related assets. 
An oil exchange-traded fund (like USO, tracking oil futures) 
may suffer roll costs and deviate from an oil equity index 
(like OIH), especially if oil companies hedge or face financing 
constraints. These idiosyncrasies prevent commodity pairs 
from maintaining a tight long-run spread.

	• Unlike financially linked assets, two different commodities 
have no inherent arbitrage to enforce a stable price ratio. 
There is no mechanism ensuring, say, gold and silver prices 

their spread can trend or break out for long periods (a sign of 
no stationarity cointegration).

In contrast, equity and index pairs often exhibit more stable 
relationships due to shared economic drivers and overlapping 
exposures. Equities within the same sector, or indices in the 
same market, tend to move together over the long run. In 
summary, the economic nature of commodities – prone to 
independent supply/demand swings, storage effects, and 
geopolitical shocks – means that pairs like GLD–SLV or 
OIH–USO lack a steady long-run equilibrium, yielding non-
stationary spreads in practice. Equities and indices, by contrast, 
share common economic drivers and often maintain a more 
stable relative pricing, making their spreads more likely to be 
stationary over time.

We tested whether each three-asset candidate spread listed 
in Table 11 has a stable long-run relationship using Johansen’s 

results are reported in Table 12 and Table 13. For each three-
asset candidate we estimated a VAR (vector autoregression) and 
selected the lag length K by means of information criteria [12], 

deterministic trend in the cointegration space. The tables report 
K and the trace statistics for the sequential nulls r ≤ 2, r ≤ 1, r = 0 
(columns test_r2, test_r1, test_r0), alongside the 10%, 5%, and 
1% critical values (columns crit10_, crit5_, crit1_). Reading rule: 
if test_r0 > crit5_r0, we reject “no cointegration” and conclude 
there is at least one cointegrating vector; if test_r1 > crit5_r1, 
we infer at least two cointegrating vectors, and so on. Cells 
highlighted in green indicate rejection of the null hypothesis 
(i.e., no cointegration) at the 5% significance level.

Figure 14. NED (EWN)-FRA (EWQ) pairs strategy 
comparison (testing range)

Table 9. Engle-Granger test results (training range) – 
single-pair spreads (cluster #1)

Test AUS_CAN CAN_RSA AUS_RSA GER_FRA NED_FRA GER_NED AUS_BHP
ADF p-value 0.01 0.02 0.14 0.09 0.03 0.26 0.27
PP  p-value 0.01 0.01 0.03 0.06 0.01 0.26 0.66

Test CAN_SU AUS_GLD CAN_WTI EWZ_VALE RSA_GLD SPY_DIA AAPL_MSFT
ADF p-value 0.23 0.62 0.36 0.06 0.47 0.99 0.61
PP  p-value 0.05 0.71 0.40 0.02 0.46 0.98 0.64

Table 10. Engle-Granger test results (training range) – 
single-pair spreads (cluster #2)

Test GLD_GDX GLD_IEO XLE_IEO LQD_SPY GDX_IAU GLD_SLV XLE_OIH
ADF p-value 0.61 0.55 0.17 0.89 0.56 0.38 0.09
PP  p-value 0.52 0.63 0.07 0.91 0.48 0.42 0.08

Test KO_PEP XLF_KRE XOM_CVX WMT_COST VTI_SPY OIH_USO
ADF p-value 0.80 0.41 0.66 0.47 0.49 0.37
PP  p-value 0.84 0.53 0.55 0.58 0.41 0.45
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When only the r = 0 trace (or max-eigenvalue) test statistic exceeds the 95% critical value, but the statistics for r = 1 (and higher) do 
not, the Johansen cointegration test indicates exactly one cointegrating vector. In other words, the cointegration rank is 1. In practical 
terms, the series are not all drifting apart independently and there is one linear combination that is stationary. Next, the test considers 
the null hypothesis: at most one cointegrating vector, versus the alternative of more than one. In this scenario, when the statistic 
for r = 1 does not exceed the 95% critical value, we fail to reject the null that there is at most one cointegrating vector. This means the 
evidence is insufficient to claim a second cointegrating relationship. In practical terms, the assets in the spread share one long-run 
equilibrium linear combination that is stationary (the cointegrating vector), while any additional independent combinations remain 
non-stationary. This outcome implies that the spread’s cointegration rank is still 1.

In summary, only one cointegrating relationship is present in the system under the given Johansen test results. If both the r = 0 
and r = 1 Johansen test statistics are greater than their 95% critical values, it means we reject the null hypothesis of no cointegration 
(r = 0), and also reject the null of at most one cointegration (r ≤ 1) at the 95% confidence level. In other words, the test finds significant 
evidence of more than one cointegrating relationship. This outcome implies that the cointegration rank is at least 2, i.e. there are two 
cointegrating vectors. Practically, the assets have two independent stationary (long-run equilibrium) linear combinations. Next step 
is testing r = 2 vs r > 2 to confirm if there are exactly two cointegrating vectors. If the r = 2 test statistic is not significant at 95% (i.e., 

Pair Spread Pair Spread Multiple Pair Spread
AUS-CAN GLD-GDX XLE-OIH-IEO
CAN-RSA GLD-IEO SPY-KO-PEP
AUS-RSA XLE-IEO XLE-XOM-CVX
GER-FRA GDX-IAU SPY-WMT-KO
NED-FRA GLD-SLV WMT-KO-PEP
GER-NED XLE-OIH OIH-USO-WTI
AUS-BHP OIH-USO OIH-USO-XLE
CAN-SU LQD-SPY AUS-CAN-RSA
AUS-GLD KO-PEP GER-NED-FRA
CAN-WTI XLE-KRE CAN-SU-WTI
EWZ-VALE XOM-CVX AUS-RSA-GLD
RSA-GLD WMT-COST SPY-AAPL-MSFT
SPY-DIA VTI-SPY
AAPL-MSFT

Table 12. Johansen test results (training range) – multi-asset spreads (cluster #1)

Spread K test_r2 crit10_r2 crit5_r2 crit1_r2 test_r1 crit10_r1 crit5_r1 crit1_r1 test_r0 crit10_r0 crit5_r0 crit1_r0
AUS_CAN_RSA 4 4.48 6.5 8.18 11.65 18.87 15.66 17.95 23.52 34.08 28.71 31.52 37.22
GER_NED_FRA 2 0.00 6.5 8.18 11.65 10.11 15.66 17.95 23.52 22.12 28.71 31.52 37.22
CAN_SU_WTI 9 2.49 6.5 8.18 11.65 10.47 15.66 17.95 23.52 25.34 28.71 31.52 37.22
AUS_RSA_GLD 3 3.66 6.5 8.18 11.65 9.48 15.66 17.95 23.52 33.83 28.71 31.52 37.22
SPY_AAPL_MSFT 2 1.71 6.5 8.18 11.65 8.36 15.66 17.95 23.52 15.15 28.71 31.52 37.22

Table 13. Johansen test results (training range) – multi-asset spreads (cluster #2)

Spread K test_r2 crit10_r2 crit5_r2 crit1_r2 test_r1 crit10_r1 crit5_r1 crit1_r1 test_r0 crit10_r0 crit5_r0 crit1_r0
XLE_OIH_IEO 3 0.011 6.5 8.18 11.65 6.16 15.66 17.95 23.52 20.73 28.71 31.52 37.22
SPY_KO_PEP 2 0.097 6.5 8.18 11.65 9.60 15.66 17.95 23.52 26.77 28.71 31.52 37.22
XLE_XOM_CVX 3 0.003 6.5 8.18 11.65 7.33 15.66 17.95 23.52 15.53 28.71 31.52 37.22
SPY_WMT_KO 3 0.186 6.5 8.18 11.65 6.55 15.66 17.95 23.52 17.48 28.71 31.52 37.22
WMT_KO_PEP 3 0.005 6.5 8.18 11.65 5.63 15.66 17.95 23.52 13.59 28.71 31.52 37.22
OIH_USO_WTI 10 2.078 6.5 8.18 11.65 17.16 15.66 17.95 23.52 35.84 28.71 31.52 37.22
OIH_USO_XLE 3 0.000 6.5 8.18 11.65 9.18 15.66 17.95 23.52 37.47 28.71 31.52 37.22
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the null hypothesis is not rejected), it suggests exactly two 
cointegrating vectors. Rejecting r = 0 and r = 1 but not r = 2 is the 
classic indication of two cointegrating vectors.

5.7 Outperformance without cointegration: SPY-
AAPL-MSFT case study

The SPY-AAPL-MSFT spread in the training range is shown in 

	• It shows multi-year trends and level shifts: a long, persistent 
decline from ~2007 to ~2012, then a multi-year climb to a new, 
higher plateau (~2013–2017). This pattern is indicative of a 
unit-root I(1) process with drift, not a stationary I(0) process 
fluctuating around a fixed mean.

	• The horizontal reference mean (red line) is not a stable 
attractor: The series stays on one side of its mean for years, 
with rare mean crossings and persistent deviations, with a 
half-life far longer than in standard mean-reverting spreads.

	• Variance is time-varying (heteroskedastic): quiet around the 
troughs, then larger swings near the peaks, inconsistent with 
a stationary I(0) process with constant variance.

Moreover, the Johansen test found no cointegration among 
SPY, AAPL, and MSFT in the training period, as confirmed by the 
Table 12 results.

The SPY-AAPL-MSFT spread is not mean-reverting in the 
testing range either (Figure 16). Although it does show a few 
reversals toward the horizontal reference level, its behavior 
is not tightly mean-reverting. From 2018 through 2022, the 
spread fluctuates around the reference line with crossings and 
recoveries after deviations, which is visually consistent with 
short-horizon convergence. However, from 2023 onward the 
deviations become larger and more persistent: the spread falls 
toward very low levels in late 2023, rises sharply through 2024, 
reaches a major peak above 200, and then collapses again in 
2025 before partially recovering. These wide swings suggest 
that the spread is affected by changing relative trends among 
SPY, AAPL, and MSFT rather than by a stable equilibrium alone. 
Therefore, visual inspection provides only weak support for 
mean reversion. The plot suggests that the spread has local 
mean-reverting episodes, because large deviations are often 

followed by reversals, but it does not confirm a stable stationary 
process around a fixed mean.

The volatility of the SPY–AAPL–MSFT spread is clearly 
time-varying, not constant. In the first part of the testing 
window, roughly 2018–2020, the spread fluctuates in a 
relatively narrower band around the reference level, with 
moderate excursions and several returns toward the mean. 
From 2021 onward, however, the amplitude of the fluctuations 
increases significantly, and the spread shows wider swings, 
sharper reversals, and larger deviations from the reference 
line, especially during 2023–2025. This behavior is consistent 
with volatility clustering, a well-known property of financial 
time series, suggesting that the spread may still offer short-
horizon trading opportunities, but its risk is regime-dependent. 
Visual inspection indicates that the SPY–AAPL–MSFT spread 
exhibits local mean-reverting behavior rather than a pure I(1) 
random walk. However, the large and persistent deviations 
observed after 2023, together with time-varying volatility, 
prevent a visual classification as a stable stationary I(0) 
process. The spread captures the relative performance of two 
dominant technology mega-cap stocks against the broader 
S&P 500. Because Apple and Microsoft are themselves major 
constituents of SPY, the spread is anchored by a common 
equity-market component; however, deviations arise when the 
mega-cap technology factor outperforms or underperforms the 
diversified index. The large post-2023 excursions are consistent 
with the persistent leadership and rising index concentration 
of mega-cap technology stocks. Therefore, the spread dynamics 
are driven by both short-horizon convergence and structural 
changes in market leadership.

Then, how did the SPY–AAPL–MSFT spread trade manage 
to outperform the individual buy-and-hold returns, despite 
the lack of cointegration? The SPY–AAPL–MSFT spread 
outperformed the individual buy-and-hold benchmarks despite 
the absence of formal cointegration because the strategy 
exploited short-horizon relative-performance reversals rather 
than a stable long-run cointegrating equilibrium. Apple and 
Microsoft as major constituents of SPY share common equity-
market and mega-cap technology drivers with the index, but 
their relative performance versus the broader market varies 

Figure 15. SPY-AAPL-MSFT spread (training range)

Figure 16. SPY-AAPL-MSFT spread (testing range)
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over time. During the testing period, the dominance of mega-cap 
technology generated large spread excursions, while periodic 
rotations between technology leadership and broader-market 
participation produced enough partial convergence for the 
z-score trading rule to be profitable. The trading rule took short 
exposure to the relatively expensive leg(s) and long exposure to 
the relatively inexpensive leg(s), realizing gains when the spread 
partially converged. A buy-and-hold allocation in SPY, AAPL, or 
MSFT captures the directional return of the selected asset, but 
it cannot monetize time-varying relative dislocations among 
the three instruments. By contrast, the spread strategy updates 
exposure only when predefined entry and exit thresholds 
are reached, allowing it to capture recurrent mean-reversion 
episodes that static allocations do not exploit. Conditional 
on standardized spread deviations, measured through the 
z-score, the result should therefore be interpreted as evidence 
of profitable tactical convergence trading, not as evidence of 
a stable long-run cointegrating relationship. Therefore, these 
outcomes support the view that cointegration is informative but 
not strictly necessary for tradable spread dynamics, provided 
that economically linked assets display recurrent short-horizon 
reversals and sufficient dispersion to overcome transaction 
costs. The cumulative effect was superior to simply holding any 
one of the assets, as illustrated in Figure 17.

Over the 2018–2025 testing window, the SPY–AAPL–MSFT 
spread delivered higher cumulative returns than buy-and-
hold in SPY, AAPL, or MSFT, both gross (r_spy_aapl_msft) 
and net of costs (r_spy_aapl_msft_c), as reported in Table 
14. This aligns with the charts in Figure 17: despite a deeper 
drawdown in 2021–mid-2023, when the relative trend ran 
against a mean-reversion rule, the strategy recovered sharply 
and outperformed from 2023 onward as repeated divergence–
convergence episodes emerged. In short, the spread captures 
relative-value convergence (mean-reversion) that buy-and-hold 
cannot realize; transaction costs attenuate but do not eliminate 
the advantage.

The SPY–AAPL–MSFT case illustrates that out-of-sample 
profitability can arise even when in-sample cointegration 
is absent. Short-horizon mean-reversion rules can exploit 
transient, regime-dependent corrections in relative prices 
without requiring a perfectly stationary spread. However, the 
lack of cointegration implies drift risk (non-stationarity), so 
strict risk controls are essential. The observed performance 
is consistent with markets periodically correcting relative 
mispricing among fundamentally related securities; the spread 
framework converts these divergence–convergence episodes 
into returns that buy-and-hold positions in SPY, AAPL, or MSFT 
do not capture.

5.8 Out-of-sample performance summary: spreads 
vs buy-and-hold

The out-of-sample performance of all single-pair and multi-
asset spreads over the 2018 – September 2025 testing window 

spread we tabulate annualized return, annualized volatility, 
and annualized Sharpe ratio computed from daily arithmetic 
returns. “No comm”, i.e., no commissions, denotes gross results; 
“Comm”, i.e., with commissions, denotes net results after the 
transaction-cost model used in this study. For comparison, the 
same metrics are shown for the buy-and-hold legs (Asset #1, 
Asset #2, …). Our primary evaluation metric is the net Sharpe; 
outperformance is assessed relative to the best constituent leg. 
Highlighted in “green” are all the positive annualized returns 
and Sharpe. The tables show “at a glance” where mean-reversion 
trading adds value after costs, where costs erode the edge, and 
how spreads compare with their benchmarks in the testing 
period.

Figure 17. SPY-AAPL-MSFT multi-asset strategy 
comparison in the testing range

Table 14. SPY-AAPL-MSFT performance metrics

Statistic r_spy_aapl_msft r_spy_aapl_msft_c rfspy rfaapl rfmsft
Annualized Return 0.4257 0.3879 0.1426 0.2691 0.2751
Annualized Std Dev 0.5854 0.5850 0.1964 0.3113 0.2860
Annualized Sharpe (Rf=0%) 0.7272 0.6631 0.7258 0.8646 0.9621
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Out-of-sample results support a mixed but consistent picture. A few spreads deliver positive net Sharpe versus buy-and-hold, 
while others underperform after costs. Net performance weakens where assets trend for long periods or where term-structure 
effects dominate (several commodity-linked ETFs). Using tight entry/exit bands induces frequent position reversals and elevated 
turnover; the resulting transaction costs materially reduce net performance (Sharpe and return). Importantly, cointegration tests 
are informative but not decisive, some in-sample cointegrated spreads falter in testing, while non-cointegrated multi-asset spreads 
still earn short-horizon convergence gains. Overall, the results support a regime-aware, cost-controlled implementation with rolling 
diagnostics and periodic re-estimation, rather than full reliance on cointegration alone.

6. Conclusions
Although pairs trading and statistical arbitrage are well-established topics, most previous studies focus on earlier sample periods, 

narrow equity universes, two-asset spreads only, and often rely on weak out-of-sample protocols without properly considering 
transaction costs. The proliferation of liquid ETFs, the increased concentration of major equity indices in a few large stocks, and the 
widespread use of commodity-linked products have significantly changed the market structure relative to the settings examined 
in the classic literature. This motivated a re-examination of cointegration-based and mean-reversion strategies using a single, 
comprehensive and transparent framework applied consistently across equity, index, and commodity ETFs, and across a recent 
window that includes the global financial crisis aftermath, the COVID-19 shock, and the subsequent trending period. The present study 
was designed to fill this gap by combining Engle–Granger and Johansen diagnostics, explicit transaction-cost modeling, and a strict 
train/test split to assess whether the main concepts underlying pairs trading, e.g., stationarity, cointegration, and mean-reversion, 
still translate into robust performance under current market conditions and across a broader spectrum of assets.

and commodities can generate reliable out-of-sample performance. We implemented a unified, reproducible methodology that: (i) 

Table 15. Strategy performance (single-pair spreads)

Spread No comm Comm Asset #1 Asset #2 No comm Comm Asset #1 Asset #2 No comm Comm Asset #1 Asset #2
AUS-CAN 0.038 0.010 0.061 0.093 0.076 0.075 0.242 0.201 0.506 0.131 0.251 0.464
CAN-RSA 0.086 0.056 0.093 0.039 0.087 0.087 0.201 0.316 0.992 0.650 0.464 0.123
AUS-RSA 0.022 -0.004 0.061 0.039 0.106 0.106 0.242 0.316 0.207 -0.038 0.251 0.123
GER-FRA 0.018 -0.010 0.056 0.074 0.049 0.049 0.223 0.218 0.380 -0.209 0.251 0.341
NED-FRA 0.027 0.000 0.100 0.074 0.068 0.068 0.225 0.218 0.403 -0.004 0.445 0.341
GER-NED -0.010 -0.034 0.056 0.100 0.065 0.066 0.223 0.225 -0.158 -0.525 0.251 0.445
EWZ-VALE -0.226 -0.245 0.019 0.059 0.791 0.791 0.352 0.406 -0.285 -0.310 0.053 0.146
SPY-DIA 0.012 -0.014 0.143 0.106 0.047 0.047 0.196 0.192 0.263 -0.297 0.726 0.550
AAPL-MSFT 0.105 0.074 0.269 0.275 0.147 0.147 0.311 0.286 0.713 0.505 0.865 0.962
GLD-GDX -0.191 -0.213 0.145 0.175 0.653 0.653 0.147 0.363 -0.292 -0.325 0.983 0.482
GLD-SLV -0.593 -0.603 0.145 0.132 1.004 1.004 0.147 0.282 -0.591 -0.601 0.983 0.469
KO-PEP -0.035 -0.058 0.083 0.054 0.090 0.090 0.194 0.209 -0.393 -0.641 0.430 0.260
OIH-USO -0.027 -0.051 -0.075 -0.034 0.412 0.412 0.457 0.397 -0.065 -0.124 -0.165 -0.086
VTI-SPY -0.039 -0.066 0.136 0.143 0.062 0.062 0.200 0.196 -0.623 -1.061 0.681 0.726
XLE-IEO 0.025 -0.004 0.072 0.074 0.050 0.050 0.321 0.375 0.493 -0.073 0.224 0.198

Annualized Return Annualized Std Dev Annualized Sharpe (Rf = 0%)

Table 16. Strategy performance – (multi-asset spreads)

Spread No comm Comm Asset #1 Asset #2 Asset #3 No comm Comm Asset #1 Asset #2 Asset #3 No comm Comm Asset #1 Asset #2 Asset #3
AUS-CAN-RSA 0.075 0.043 0.061 0.093 0.039 0.093 0.093 0.242 0.201 0.316 0.805 0.460 0.251 0.464 0.123
GER-NED-FRA -0.015 -0.039 0.056 0.100 0.074 0.048 0.048 0.223 0.225 0.218 -0.306 -0.812 0.251 0.445 0.341
CAN-SU-WTI -0.029 -0.053 0.093 0.055 -0.084 0.183 0.183 0.201 0.400 0.730 -0.159 -0.290 0.464 0.136 -0.115
AUS-RSA-GLD 0.062 0.035 0.061 0.039 0.145 0.102 0.101 0.242 0.316 0.147 0.610 0.341 0.251 0.123 0.983
SPY-AAPL-MSFT 0.426 0.388 0.143 0.269 0.275 0.585 0.585 0.196 0.311 0.286 0.727 0.663 0.726 0.865 0.962
XLE-OIH-IEO 0.028 -0.001 0.072 -0.075 0.074 0.046 0.046 0.321 0.457 0.375 0.609 -0.010 0.224 -0.165 0.198
SPY-KO-PEP 0.010 -0.014 0.143 0.083 0.054 0.275 0.275 0.196 0.194 0.209 0.037 -0.051 0.726 0.430 0.260
WMT-KO-PEP -0.020 -0.042 0.179 0.083 0.054 0.136 0.136 0.222 0.194 0.209 -0.148 -0.305 0.804 0.430 0.260
OIH-USO-WTI -0.055 -0.081 -0.075 -0.034 -0.084 0.201 0.201 0.457 0.397 0.730 -0.274 -0.403 -0.165 -0.086 -0.115
OIH-USO-XLE -0.053 -0.077 -0.075 -0.034 0.072 0.113 0.113 0.457 0.397 0.321 -0.471 -0.685 -0.165 -0.086 0.224
XLE-XOM-CVX -0.012 -0.037 0.072 0.086 0.071 0.057 0.057 0.321 0.305 0.317 -0.212 -0.639 0.224 0.283 0.225
SPY-WMT-KO 0.001 -0.022 0.143 0.179 0.083 0.097 0.097 0.196 0.222 0.194 0.010 -0.226 0.726 0.804 0.430

Annualized Return Annualized Std Dev Annualized Sharpe (Rf = 0%)
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constructs spreads in the 2007–2017 training window via 
OLS on price levels with no constant term for two-asset pairs 
and Johansen eigenvectors for three-asset combinations; (ii) 
assesses long-run linkage using Engle–Granger and Johansen 
trace tests; and (iii) executes out-of-sample trades using an 
ex-ante 21-day rolling z-score computed without self-inclusion, 
asymmetric bands, state-persistent positions, and without 
look-ahead bias. Performance is measured from daily arithmetic 
returns and reported as annualized return, volatility, and 
Sharpe, both gross and net of an explicit transaction-cost model 
and benchmarked to the single-asset buy-and-hold legs.

The study shows that cointegration may not be sufficient, 
and not always necessary, for out-of-sample profitability in 
pairs and multi-asset trading. We analyzed cases in which 
spreads passed in-sample stationarity/cointegration tests yet 
failed to deliver excess performance in the testing window, 
consistent with instability of long-run relations under market 
regime changes. Conversely, we also observed non-cointegrated 
spreads in training that nonetheless produced out-of-sample 
mean-reversion gains, driven by transient, regime-dependent 
deviations in relative pricing rather than a stable stationary 
equilibrium.

A key finding is that while cointegration can be a diagnostic, 
it is neither a strict prerequisite nor a guarantee for mean-
reversion strategies. In markets characterized by sector 
rotation, rising concentration in mega-caps, and shifting rate 
regimes, the structure is time-varying: a linear combination 
can display short-horizon mean reversion even when standard 
in-sample cointegration tests fail, and conversely an in-sample 
cointegrating relation can break out-of-sample due to parameter 
instability and structural breaks. Our framework with strict 
train/test split, ex-ante standardization with lagged rolling 
statistics (no self-inclusion), and explicit transaction-cost 
modeling, aims to measure actual out-of-sample performance 
and to avoid look-ahead and in-sample overfitting. In practice, 
pairs or multi-asset spreads that do not pass in-sample 
cointegration tests should not be excluded a priori when they 
show robust short-term trading signals, such as frequent and 
statistically consistent z-score excursions that revert within 
a practical holding period and deliver positive risk-adjusted 
returns net of costs. Conversely, even cointegrated spreads 
require continuous monitoring and periodic re-estimation, 
because parameters drift and rank changes. Moreover, after 
breakpoints, i.e., when the spread deviates from its long-run 
relation and the series correct the error by moving back toward 
equilibrium, the pull-back may become slower or statistically 
insignificant and ultimately erode performance.

Our results suggest that while cointegration can guarantee a 
long-run equilibrium, short-term profitability can occasionally 
be extracted from non-stationary spreads. However, we need to 
be aware that trading non-cointegrated spreads can introduce 
“drift risk,” where mean-reversion relies on volatility clustering 
rather than true economic factors. Hence, stationarity remains 
the preferred standard for risk management, even if non-
stationary pairs can occasionally outperform due to momentum 
effects. A regime-aware, risk-controlled implementation, with 
continuous diagnostics, periodic re-estimation, and explicit cost 

modeling, provides more reliable out-of-sample performance 
than relying on static cointegration rules alone.

Taken together, the results of this work show that pairs 
trading, when implemented with realistic transaction costs, 
rigorous out-of-sample testing and explicit attention to 
regime shifts, remains a viable and useful tool for both traders 
and investors. Rather than offering riskless arbitrage, the 
framework developed here characterizes pairs trading as a 
disciplined relative-value strategy. The empirical evidence, 
across equity, ETF and commodity-linked examples, suggests 
that such a structured approach can still deliver attractive 
risk–return profiles and meaningful diversification versus 
directional benchmarks.

Appendix - Stationarity vs non-
stationarity

In time series analysis, I I(1) refer to the order of 
integration of a process, i.e., the number of times a series must 
be differenced to achieve stationarity. 

	• I(0): Stationary (Integrated of Order 0): 
A series is I(0) if it is stationary in levels, meaning its mean, 
variance, and autocorrelation structure do not change over 
time. Examples: returns of stocks, interest rate spreads, 
or residuals from a cointegrating relationship. Such series 
fluctuate around a constant mean and revert to it after 
shocks.
Mathematically:
	 yt I(0)  if it is covariance-stationary. 
Implications: The series has finite variance and a well-

defined long-run mean. Shocks are temporary; the effect of a 
disturbance expires over time. Most statistical inference (OLS, 
t-tests, correlations) assumes variables are I(0).

	• I(1): Non-stationary (Integrated of Order 1): 
A series is I(1) if it becomes stationary after first-order 
differencing: 
Δyt = yt - y I(0)
Examples: stock prices, exchange rates, or index levels. These 
series often show stochastic trends, i.e., they drift without 
mean reversion, and shocks have permanent effects. 
Implications: The series’ mean and variance change over time. 
Correlations between I(1) series can be spurious (they appear 
correlated just because both trend upward). For meaningful 
relationships between I(1) series, we test cointegration, 
which looks for a stationary linear combination (I(0)) of I(1) 
variables. 

In the context of pairs trading

	• Asset prices are typically I(1): they trend and do not mean-
revert.

	• Returns are typically I(0): they fluctuate around zero and are 
stationary.

A cointegrating relationship exists if a linear combination 
of two (or more) I(1) price series forms an I(0) spread, i.e., their 
difference (after appropriate scaling) is stationary:
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This stationary spread can then be exploited for mean-
reversion-based trading.
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In Predicting the Price, Linton’s aim is to look at marrying a 
range of technical analysis techniques to increase the accuracy 
of price projections as well as gaining an understanding of when 
such predictions are failing.i 

In the introduction Linton explains how he developed his 
methods of using more than one technique at a time. Part 
One, comprising chapters one through eight are focused on an 
introduction to, and useful summary of, Technical Analysis. 

In Chapter one the author gives us an insight into the 
historical development of technical Analysis which is an 
important stepping off point for the rest of Part One.  He 
concludes with a summary of points relevant to Predicting the 
Price:

1. A simple graph gives an understanding of the data
2.	 Dow Theory is central to technical analysis
3.	 Early charts were a shorthand for recording price and removed 

noise
4. Ideas of thrust and targets are nearly a century old
5.	 A chart represents the balance of buyer and sellersii 

In Chapter Two we learn how timing is everything and that 
liquidity is vital. We also learn that finding your time horizon 
and lookback period are essential first steps in Predicting Price.  
The following chapters through to number eight also provide 
summary points which are pertinent to the topic and include 
the “Linton levels” for support and resistance and his midpoint 
averages.  Linton points out that understanding chapters seven 
and eight on Point and Figure charts and the concept of vertical 
targets will help greatly in understanding the Linton Price 
Targets.

Chapter nine provides us with a check list of the things we 
must consider for understanding the Linton Price Targets 
and advises that they are completely rules based. Their great 
advantage is they can be used with most other Technical 
Analysis techniques.

We learn how to adapt Point and Figure charts to time based 
charts and how the method of construction can impact on our 
price targets.  Linton argues the benefits of arithmetic to log 
scaling and points to the three notable differences, with the 
most important being the exaggeration generated on the log 
scale.

Linton promotes that the key thing to understand about the 
price targets is that they are a function of buying or selling thrust.
iii Chapter ten provides us with the key factors and formulae 
behind the Linton Price Targets.  The author stresses that the 
Linton Price targets adhere to the same strict rules as the 

Point & Figure vertical count. The author admits that one of the 
hardest challenges was projecting the Linton Price targets to 
a point in time. Linton Price Target levels are about chart unit 
size, construction and target factor. The time projection or slope 
for a price target comes down to methodology.iv  There are five 
methods explored with the ‘Price to time ratio” the simplest and 
most preferred method, working on the ratio of the distance to 
the target height and the distance in time.

A key part of price target analysis is looking for signs that 
a target is failing or exhausting and the author provides an 
identification system using the Linton method along with 
traditional forms of Technical Analysis.  This leads to one of 
the most valuable features of the Linton Price targets is that it 
becomes more powerful when combined with other time-based 
methods.

David Linton has re-imagined a technique (developed over 80 
years ago) by resolving some of its mystique to present us with a 
potent tool to add to our Technical Analysis arsenal.

Notes
i Linton,D, Predicting the Price, p6
ii Ibid., p27
iii Ibid., p134
iv Ibid., p163

Predicting the Price 
By David Linton, MSTA, MFTA

Reviewed by Regina Meani CFTe, MSTA, AMT
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Over the decades, the field of technical analysis has been 
shaped by dedicated professionals whose research, discipline, 
and market insights left a lasting mark on the financial industry. 
These analysts studied price patterns, market trends, and 
investor behavior to develop tools and strategies that continue 
to influence traders and investors worldwide. 

Although many of these respected figures have passed 
away, their contributions live on through the methodologies 
they pioneered, the educational materials they produced, and 
the generations of market participants they inspired. The 
individuals linked below, both of whom are now deceased, 
represent important contributors to the evolution and 
advancement of technical analysis. Their legacy remains an 
enduring foundation of modern technical analysis.

Constance “Connie” 
M. Brown

May 4, 1953 – October 15, 
2025

Constance “Connie” M. Brown, of 
Tryon, North Carolina, passed away 
on October 15, 2025. 

Connie was a highly respected 
figure in the global technical 

analysis community and a valued contributor to the 
International Federation of Technical Analysts (IFTA). She 
served on its Board of Directors and played an active role on the 
Education Committee. Her dedication to advancing technical 
analysis education—along with her thought leadership and 
publications—left a lasting impact on practitioners worldwide. 

She held numerous professional designations, including the 
Certified Financial Technician (CFTe) and the Master of Financial 
Technical Analysis (MFTA) from IFTA, as well as the Chartered 
Market Technician (CMT). 

Connie began her career as a manager for professional color 
films at Eastman Kodak. In 1988, she left Kodak to pursue 
her passion for financial markets. She became a professional 
institutional trader specializing in S&P 500 trading in New 
York City and Boston, and later served as a global equity 
futures hedge fund manager for six years. In 1996, she founded 
Aerodynamic Investments, Inc. to advance the field of market 
cycle timing. 

A passionate educator, Connie traveled worldwide conducting 
seminars and authored influential works in technical analysis. 
Her books include All About Technical Analysis: The Easy Way 
to Get Started (2002); Fibonacci Analysis, which received 
a Gold Medal in the 2009 Axiom Business Book Awards; 

Technical Analysis for the Trading Professional; Breakthroughs 
in Technical Analysis, to which she contributed as editor; 
Mastering Elliott Wave Principle (2012); and her final work, 
The Thirty-Second Jewel (2019), widely regarded as a primary 
resource on W.D. Gann’s methods, formulas, and time factors. In 
recognition of her lasting impact on the field, she was inducted 
into the Hall of Fame of the Canadian Society of Technical 
Analysis in 2018. 

On November 16, 2021, Connie was honored by the Town of 
Tryon and Mayor J. Alan Peoples for her many accomplishments 
and her significant contributions to the study and advancement 
of financial technical analysis. 

Before her career in finance, Connie was a world-class 
swimmer. She maintained a lifelong love of horses and beagles, 
especially her beloved companions, Sam and Bailey. She also 
enjoyed fencing and practiced Taekwondo. 

Connie will be deeply missed within the technical analysis 
community, yet her legacy of knowledge, professionalism, 
and mentorship will remain a guiding light for analysts across 
generations. 

May she rest in peace. 

Tributes

In Memoriam

2019 IFTA Conference, 
Cairo, Egypt

2014 IFTA Conference, 
Kuala Lumpur, 
Malaysia
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John J. Murphy

August 7, 1942 – February 7, 
2026

The global technical analysis 
community pauses with heavy hearts.

We mourn the passing of John J. 
Murphy (August 7, 1942) — a true 

pioneer, mentor, and guiding light in the world of market 
analysis.

For decades, John’s work shaped the way we understand 
charts, trends, and the powerful relationships between 
markets. His landmark books, including Technical Analysis 
of the Financial Markets and Intermarket Analysis, became 
more than references — they became foundational texts for 
generations of traders and analysts across the globe. Many of us 
did not just read his words; we built our careers upon them.

Beyond his titles and achievements, John was a teacher at 
heart. Through his years at Merrill Lynch, his educational work 
with the New York Institute of Finance, and his long-standing 
role at StockCharts.com, he made complex ideas accessible, 
practical, and deeply human. He reminded us that technical 
analysis is not merely about lines and indicators — it is about 
discipline, perspective, and respect for the market.

Many of us learned our first lessons in trend analysis, moving 
averages, and intermarket relationships through John’s voice. 
His clarity gave confidence. His structure gave direction. His 
humility made him relatable.

We honour not only his professional legacy, but the generosity 
of spirit with which he shared his knowledge. His influence 
lives on in classrooms, trading desks, research reports, and in 
every analyst who approaches the markets with curiosity and 
integrity.

To his family, friends, colleagues, and the countless students 
he inspired around the world — we extend our deepest 
condolences.

Rest peacefully, John.
Your charts may no longer update, but your wisdom will 

continue to guide generations to come. 

John Murphy speaking at the 2014 IFTA Conference in London

Top Right: Murphy with Dr. Rolf Wetzer, IFTA President (2013–
2015) and Deborah Owen, Conference Chair

Bottom Right: Murphy with Indrawijaya Rangkuti, who shared, “He 
taught me about intermarket analysis.”
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